
CE 563 COMPUTATIONAL METHODS

The Conjugate Gradient Method

INTRODUCTION and OVERVIEW

In the following, we will point out and explain that:

1. The solution of a set of n simultaneous, symmetric, linear equations is equivalent to
the minimization of a quadratic function in the same n-space.

2. If the solution vector is written in terms of n linearly independent vectors and this
representation is substituted into the the scalar function, then the minimization of
the function with respect to the magnitude of these independent vectors produces a
set of n simultaneous equations equivalent to the original set - hence, nothing has
been gained.

3. However, if the vectors in this set are mutually conjugate, the equations will be
decoupled, thus representing n-equations, each with only one unknown. In other
words, the matrix will have been diagonalized.

4. Such a set of conjugate vectors can be developed, one at a time, during the solution
process using a very simple procedure. Thus, the conjugate gradient method will
involve the following steps:

• Select an initial point (vector) in n-space.

• Choose the first search direction to be the gradient of the function at this point.

• Determine the length along this direction to reach the lowest value of the func-
tion.

• Determine a new direction conjugate to the last direction and determine the
length along this direction to the lowest value of the function.

• Repeat the last step until n independent minimizations have been made. At
that time, the solution will have been found.

5. Finally, this process will accumulate error due to the inexact arithmatic of the com-
puter, hence after n searches there still may be need to continue additional searches
to obtain an acceptable solution.
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MATHEMATICAL FORMULATION

Subscript Notation:

Ai A one dimensional array.

Aij A two dimensional array.

A(i) The ith element of Ai

Ai(j) The jth column of Aij

A(i)j The ith row of Aij

A(ij) The (i, j)th element of Aij

Ap
j

Superscripts are names for the quantities and are not
to be considered as compents of matrices. Hence, p
is a number to identify the particular vector Aj . Or,
for example, xo

i could indicate the initial vector in a
sequence of x-vectors.

AiBi

Repeated subscripts imply summation over the sub-
script. Hence:
AiBi =

∑n
i=1 AiBi

A(i)B(i)

Parentheses void summations. This represents the
product of the ith element of Ai with the i

th element
of Bi.

AiBi
No summation is implied. This expression would mean
that the vector Bi has been multiplied by a scalar A

i.

δij
Kronecker delta. Equal to unity when i = j and equal
to zero when i 6= j.
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The Minimizational Function

We seek the solution to the set of n equations:

Aijxj = Fi

where Aij is symmetric and positive-definite. This is equivalent to finding the value of xi

that minimizes

Φ =
1

2
xiAijxj − xiFi

This is shown as follows:

∂Φ
∂xk

=
1

2
∂xi
∂xk

Aijxj +
1

2
xjAij

∂xj

∂xk
− ∂xi
∂xk

Fi = 0

However, because the matrix is symmetric, Aij = Aji and the above becomes

∂Φ
∂xk

= ∂xi
∂xk

Aijxj −
∂xi
∂xk

Fi = 0

Because
∂xi
∂xk

= δik

we obtain
∂Φ
∂xk

= δikAijxj − δikFi = 0

or simply
∂Φ
∂xk

= Akjxj − Fk = 0 QED

Note that the above represents the gradient of the function Φ and that this gradient is
zero at the point xj that satisfies our set of simultaneous equations. At some other point,
however, it is not zero and gives us the direction of the steepest ascent of the surface Φ.
When not equal to zero, it also referred to as the (negative) residual of our set of equations.
Hence, the following notation is often used:

Fk −Akjxj = rk = −gk = − ∂Φ
∂xk

where the symbols r and g represent residual and gradient respectively.

Reduction Using Linear Independent Vectors

Consider a set of n-linearly independent vectors arranged as columns in a n by n matrix
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Pij . Using these n independent vectors, we can define any point xi in our n-space as a
linear combination of these vectors. That is,

xi = xo
i + Pijsj

where xo
i is an initial reference point (the origin for example or an initial guess) and si is

the array of coefficients of the vectors in Pij .

Consider now what values of si let xi minimize Φ. These values are obtained by setting

∂Φ
∂sm

= 0 m = 1− n

which gives
∂Φ
∂sm

= ∂xi
∂sm

Aijxj −
∂xi
∂sm

Fi = 0

Note, however, that because

∂sj

∂sm
= δjm the identity matrix

that
∂xi
∂sm

= Pim

hence
∂Φ
∂sm

= PimAijxj − PimFi = 0

where
xj = xo

j + Pjksk

Hence
∂Φ
∂sm

= PimAijx
o
j + PimAijPjksk − PimFi = 0

or
PimAijPjksk = Pim

(

Fi −Aijx
o
j

)

or simply
PimAijPjksk = −Pimg

o
i

where go
i is the gradient at x

o
i as well as the negative of the residual at that point.

This set of n coupled linear algebraic equations for the values sk gives us the solution to
our problem. When solved, the point

xi = xo
i + Piksk
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gives us the minimum value of Φ. However, the set of equations for sk is the same size as
our original set of equations and hence we have gained nothing.

Diagonalization of the Equations

A great deal of computational effort would be saved if the above system of equations for
sk were not coupled, that is, if the matrix, PimAijPjk, were a diagonal matrix. This would
be the case if the vectors in Pij were A-conjugate.

Note that two vectors ai and bi are A-conjugate if

aiAijbj = 0

Hence, if the vectors in Pij are A-conjugate, then

Pi(m)AijPj(k) = 0

when m 6= k. Therefore,

PimAijPjk =

{

pi(m)Aijpj(m) for k = m

0 for k 6= m

or, more compactly, using the Kronecker delta:

PimAijPjk = βkδmk

where
βk = Pi(k)AijPj(k)

Therefore, if the vectors Pij are A-conjugate, then

βkδmksk = −Pimg
o
i

Each of these equations has only one unkown associated with it, hence we can solve directly
for each element in sk independent of the others. The value of xi that minimizes Φ is,
therefore,

xi = xo
i + Piksk

where

sk =
Pikg

o
i

βk

and
βk = Pi(k)AimPm(k)
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Rather than knowing all of the conjugate directions before starting the procedure, each
direction will be calculated as needed. The following algorithm is used:

Select an initial reference point.

xi = xo
i

Choose the initial search direction as the
negative gradient at this point.

si = −go
i

Calculate

g1
i = Aijx

1
i

β1 = Pi(1)Ai1P1(k)

s1 =
Pi(1)g

1
i

β1

Move reference point to

x2
i = x1

i + s(1)Pi(1)

The interpretation of this process is that each vector in Pij represents a search direction
along which we will find the lowest possible value of Φ. The value s(j) scales the vector
Pi(j) so it locates the point where Φ is minimized. When all search directions have been
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completed, the final point is the absolute minimum value of Φ.

The Orthogonality of Gradients and Conjugate Directions

Our next step in this developement is to determine how to select the search directions to
be conjugate. Before doing this, however, we need to prove two important orthogonality
relationships. The first one is the orthogonality of the gradients and conjugate directions.

Let Xij be the array of column vectors that are the points obtained along the search
directions. Let Gij be the array of column vectors that are the gradients of Φ at each
of these points. We wish to prove that at any one of these points, Xi(k), where k is any
value of j between 1 and n, that the gradient there, Gi(k), is orthogonal to all the previous
search directions. Therefore, we seek to prove

Gi(k)Pi(j) = 0 j < k

We begin by first noting that

Gi(k) = Fi −AipXp(k)

and that

Xp(k) = xo
p +

(k−1)
∑

m=1

Ppmsm

where the summation is shown to emphasize the upper limit on m. Hence

Gi(k) = Fi −Aip



xo
p +

(k−1)
∑

m=1

Ppmsm





We next substitute this relationship into our orthogonality condition to obtain

Gi(k)Pi(j) = FiPi(j) −Aip



xo
p +

(k−1)
∑

m=1

Ppmsm



Pi(j)

Gi(k)Pi(j) = FiPi(j) −Aipx
o
pPi(j) −Aip





(k−1)
∑

m=1

Ppmsm



Pi(j)

Gi(k)Pi(j) = FiPi(j) −Aipx
o
pPi(j) −





(k−1)
∑

m=1

AipPpmPi(j)sm
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We now note that
Fi −Aipx

o
p = Gi(0)

and that
AipPpmPi(j) = δm(j)β

m

and finally that

sm =
Pqmg

o
q

βm =
PqmGq(0)

βm

The last two expressions give us

AipPpmPi(j)sm = δm(j)β
m
PqmGq(0)

βm = δm(j)PqmGq(0)

Our expression simplifies to

Gi(k)Pi(j) = Gi(0)Pi(j) −

(k−1)
∑

m=1

δm(j)PqmGq(0)

Of all the terms in the summation, the only term that is non-zero is the one when m = j.
Therefore

Gi(k)Pi(j) = Gi(0)Pi(j) − Pq(j)Gq(0) = 0 QED

This states that the gradient Gi(k) at point Xi(k) is orthogonal to every column, j, in Pij

for j < k. Therefore, it is orthogonal to every search direction used to arrive at point Xi(k)

from point xo
i . It is based on the assumptions that the columns in Pij are A-conjugate

and that for each direction represented by these column-vectors, Φ has been minimized.
Hence, if we select a new direction Pi(k+1) that is A-conjugate to all the other columns
and minimize Φ along that line, the gradient at that point, Gi(k+1) will be orthogonal to
all previous directions.

The Orthogonality of Gradients

In this section we set out to prove that the gradients at points located during the conjugate
gradient method are mutually orthogonal. That is, we seek to prove

Gi(k)Gi(j) = 0 j 6= k

Because the order of multiplication is arbitrary, we assume k > j. Now note that all search
directions are defined as

Pi(j) = −Gi(j) + λ(j−1)Pi(j−1)

8



therefore the gradient at any point j is

Gi(j) = −Pi(j) + λ(j−1)Pi(j−1)

Hence, the gradient at any point is a linear combination of the current search direction and
the previous search direction. If we substitute this information into our proof equation,
we obtain

Gi(k)(−Pi(j) + λ(j−1)Pi(j−1)) = 0

However, in the previous section we proved that a gradient at any point is orthogonal to
all previous search directions. Because we have taken k > j, the left hand side of the
above equation is indeed zero and we have proved what we set out to prove, i.e. that the
gradients are mutually orthogonal.

How to Select the Directions in Pij

Now that we have established the above orthogonality conditions, we are ready to de-
termine how to select the search directions. One of the characteristics of the conjugate
gradient method that makes it valuable is that the search directions can be selected one
at a time and that it is only necessary to have the previous search direction to establish
the next one.

We begin showing how this is accomplished by providing a possible motivation for the
procedure. Assume we have traversed k−1 search directions (see figure) that are recorded
in Pij and that we are now at the point Xi(k) after having minimized Φ along Pi(k−1). The
gradient at the current point is Gi(k). We now want to select a new search direction Pi(k).
Naturally, we want to further reduce Φ when we move along this new direction. To best
do this, we would normally select a direction opposite of the gradient, Gi(k). However, we
know (see Appendix) that if we force this to be the direction traversed, we will likely undo
part of the minimization we just accomplished along Pi(k−1). In order not to do this, the
new direction must be conjugate to Pi(k−1). Hence, we want two things, first that the new
direction have a component in the (negative) direction of Gi(k) (the current gradient), and
second that it be conjugate to Pi(k−1) (the previous search direction). Because Pi(k−1)

and Gi(k) both enter into our consideration, we propose that the new direction be a linear
combination of the two:

and select λ so that Pi(k)i is A-conjugate to Pi,(k−1). Thus:

(

λPi(k−1) −Gi(k)

)

AijPi(k−1) = 0
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This gives us
λPi(k−1)AijPi(k−1) −Gi(k)AijPi(k−1) = 0

Our new direction is:
Pi(k+1) = λPi(k−1) −Gi(k)

where

λ =
Gi(k)AijPi(k−1)

Pi(k−1)AijPi(k−1)

This direction has a component along Gi(k) and is conjugate to Pi(k−1). Each point reached
during our search, therefore, has a specific λ which is used to define the new search direc-
tion leaving that point. We define the array λ-values as λi.

We now ask the question, If we choose each new direction (in a sequence of directions)
in this manner, thus making each new direction conjugate to the direction just previously
traversed, does that insure that the new direction is conjugate to all previous directions?
The answer is yes and is shown as follows.

The proof is by induction. The conjugate gradient method begins with the first search
direction being the negative gradient at the initial point. The above method for determin-
ing the next direction assures us that the it is conjugate to the previous one, hence to all
previous ones, since it is only the second direction. We now show that if we have traversed
k − 1 search directions, and that all previous search directions are mutually A-conjugate,
then the proposed procedure for the next direction makes it A-conjugate to all previous
direcition. Hence the method results in a set of mutually A-conjugate directions.

As stated, if we are at point k, the search direction leaving Xi(k) is determined using

Pq(k) = −Gq(k) + λ(k−1)Pq(k−1)

We now test to see if it is conjugate to all previous search direction j, where j < k. We
therefore test

Pp(j)ApqPq(k) = −Pp(j)ApqGq(k) + λ(k−1)Pp(j)ApqPq(k−1)

The last term is zero because of Pp(j) and Pq(k−1) are A-conjugate. Therefore

Pp(j)ApqPq(k) = −Pp(j)ApqGq(k)

and to complete our proof we only need to show that the term on the right is zero. Note
that Pp(j) represents the direction between points Xp(j) and Xp(j+1). Specifically

Pp(j) =
1

λ(j)

(

Xp(j+1) −Xp(j)

)

10



Therefore

−Pp(j)Apq = −
1

λ(j)

(

ApqXp(j+1) −ApqXp(j)

)

Now,
ApqXp(j+1) = Fq −Gq(j+1)

and
ApqXp(j) = Fq −Gq(j)

hence

−Pp(j)Apq = −
1

λ(j)

(

−Gq(j+1) +Gq(j)

)

and

Pp(j)ApqPq(k) = −
1

λ(j)

(

−Gq(j+1)Gq(k) +Gq(j)Gq(k)

)

But, because of the orthogonality relationship between gradients, the right-hand side is
identically zero for any j 6= k and we have proved what we set out to prove. Namely,
the procedure for creating a new conjugate direction based on just the previous direction,
creates a vector conjugate to all previous directions.

Algorithm

We have now shown the theoretical development of the conjugate gradient method. Al-
though it has been rather lengthy, the actual implementation of the procedure is quite
simple.

read {x}o, ε
set i = 0
while |{g}| > ε

i = i+ 1
{g}i = [A]{x}i − {f}
IF i = 1

{p}1 = −{g}1

ELSE
λ = {p}T

i−1[A]{g}i/{p}
T
i−1[A]{p}i−1

{p}i = {r}i + λ{p}i−1
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APPENDIX

Relationship Between Conjugate Directions and Changes in Gradients.
We show in this section that when transversing in a direction bi that is conjugate to a
direction ai, the change in the gradient along bi never has a component in the ai direction.
This means that if we have found a minimum of Φ along the direction ai such that there
is no longer a component of the gradient in the direction of ai, that as we move along bi,
the gradient will remain orthogonal to ai.

We begin by writing the change in the gradient vector along bi as

∆gi = ∆(Fi −Aikbk)
= Aik∆bk

But if bk is conjugate to ai then each increment along bk is conjugate to ai. Therefore:

aiAik∆bk = 0

hence
ai∆gi = aiAik∆bk = 0

QED

This relationship expresses the underlying concept behind the conjugate gradient method.
It states that once we have found a minimum point along a direction ai, that as we traverse
a new direction bi conjugate to ai, we will not undo our minimization along ai by moving
in a direction that has a gadient to ai. This implies what we have already found out -
namely, that conjugate directions decouple the process of minimization.
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