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Time-triggered automotive networks use time-triggered protocols (FlexRay, TTEthernet, etc.) for periodic
message transmissions that often originate from safety and time-critical applications. One of the major challenges with time-triggered transmissions is jitter, which is the unpredictable delay-induced deviation from the
actual periodicity of a message. Failure to account for jitter can be catastrophic in time-sensitive systems, such
as automotive platforms. In this article, we propose a novel scheduling framework (JAMS-SG) that satisfies
timing constraints during message delivery for both jitter-affected time-triggered messages and high-priority
event-triggered messages in automotive networks. At design time, JAMS-SG performs jitter-aware frame
packing (packing of multiple signals from Electronic Control Units (ECUs) into messages) and schedules synthesis with a hybrid heuristic. At runtime, a Multi-Level Feedback Queue (MLFQ) handles jitter-affected timetriggered messages and high-priority event-triggered messages that are scheduled using a runtime scheduler.
Our simulation results, based on messages and network traffic data from a real vehicle, indicate that JAMS-SG
is highly scalable and outperforms the best-known prior work in the area in the presence of jitter.
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1

INTRODUCTION

Modern automobiles have several processing elements called Electronic Control Units (ECUs) that
control different functionalities in a vehicle. ECUs run various types of automotive applications
such as anti-lock braking control, cruise control, and so on. Most of these automotive applications
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have strict timing (deadline) and latency constraints, and thus they are classified as hard real-time
applications [1]. The ECUs on which these applications execute are distributed across the vehicle
and communicate with each other by exchanging messages. These messages can be classified as
either time-triggered or event-triggered. Time-triggered messages are periodically generated messages originating from safety-critical software applications. In contrast, event-triggered messages
are generated asynchronously when a specific event occurs, typically by low-priority (e.g., maintenance) applications.
The diverse nature of messages in automotive systems requires unique communication protocols to support them. The Controller Area Network (CAN) protocol is one of the most popular
and widely used communication protocols in automotive systems. CAN is a serial protocol that
supports a maximum payload of 8 bytes and a typical transmission rate of up to 1Mbps [2]. Some
of the key features of CAN include low cost, a lightweight protocol, broadcast communication
capabilities, and support for message priorities and error handling [3, 4]. CAN allows transmission of both time-triggered and event-triggered messages in an event-triggered manner, which is
a function of its arbitration scheme. In a CAN-based system, when multiple ECUs are trying to
transmit messages on the bus at the same time, the message with the lowest CAN message ID gets
access to the bus first, while all the other messages (time-triggered or event-triggered) wait till the
next arbitration event. Some of the other commonly used in-vehicle network protocols in today’s
vehicles include Local Interconnect Network (LIN), FlexRay, Media Oriented Systems Transport
(MOST), and Ethernet [9].
The onset of state-of-the-art x-by-wire automotive applications (throttle-by-wire, steer-by-wire,
etc.) has led to an increase in the complexity of automotive applications [8]. This has resulted in
a demand for an efficient, reliable, and deterministic in-vehicle communication protocol to satisfy
the timing constraints of all time-critical applications, while still being able to meet the high bandwidth requirements of these applications [12]. This goal is difficult to achieve using the industry de
facto standard CAN bus, as it suffers from limited bandwidth (with a maximum transmission rate of
only 1Mbps, which is insufficient for many high-bandwidth vehicular applications such as pedestrian detection, lane tracking, etc.) and lack of time determinism. Moreover, the event-triggered nature of the CAN bus makes it harder to adapt for high bandwidth demanding state-of-the-art safety
and time-critical applications. As a result, both automakers and researchers in academia have been
actively exploring other automotive communication solutions to achieve these goals. FlexRay is an
alternative communication protocol that overcomes the above-mentioned limitations of the CAN
protocol and offers added flexibility, higher data rates (at least 10× higher compared to CAN [7]),
better time determinism, and support for both time-triggered and event-triggered transmissions.
As a result, it is deployed in many state-of-the-art vehicles that implement demanding applications
such as Audi A4’s electronic stabilization control [10], Volvo XC 90’s VDDM [11], and so on.
One of the more important challenges with time-triggered transmissions is jitter, which is the
stochastic delay-induced deviation from the actual periodicity of a message. At a high level, jitter
can be classified into two types: (i) bounded (deterministic) jitter and (ii) unbounded (random) jitter.
The former is a periodic variation that is caused by the systematic occurrences of certain events in
the system (such as queuing of messages, clock jitter, etc.) whose peak-to-peak value is bounded.
Moreover, due to its deterministic nature, this type of jitter can be easily predicted based on observations. The latter is an unpredictable timing noise whose peak-to-peak value is not bounded,
e.g., due to thermal noise in an electrical circuit (resulting in delayed task executions or message
transmissions), external disturbances, and so on. Unlike deterministic jitter, such random jitter is
hard to predict based on system design and simple observations.
In this work, we propose to address the problem of random jitter in automotive systems, as it can
have a significant impact on the performance and safety of the system. We focus on one of the most
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Fig. 1. Structure of FlexRay protocol.

important sources of random jitter: delay in the execution of tasks in ECUs. Failure to effectively
handle jitter-induced messages from such tasks can severely affect system performance and also be
catastrophic in some cases (e.g., when the airbag deployment signal from the impact sensor to the
inflation module gets delayed due to jitter). We conjecture that jitter handling must be incorporated
from the early design phase, while designing schedules for time-critical automotive applications.
At the same time, unexpected jitter variations at runtime must also be carefully handled. There is
thus a critical need for an effective jitter-handling approach that can be applied when designing
and enforcing the schedules for time-critical automotive applications.
In this article, we propose a novel message-scheduling framework called JAMS-SG to handle
both jitter-affected time-triggered messages and high-priority event-triggered messages in an automotive communication system. Our framework is demonstrated for the FlexRay protocol, but
it can be extended to other time-triggered protocols relatively easily. JAMS-SG combines design
time schedule optimization with a runtime jitter-handling mechanism to minimize the impact of
jitter in the FlexRay network.
Our novel contributions in this article can be summarized as follows:
• We develop a hybrid heuristic that performs jitter-aware frame packing (packing of different
signals from an ECU into messages) for the FlexRay protocol;
• We develop a heuristic approach for the synthesis of jitter-aware design time schedules for
the FlexRay-based communication system;
• We introduce a runtime scheduler that opportunistically packs the jitter-affected timetriggered and high-priority event-triggered messages in the FlexRay static segment slots;
• We compare our JAMS-SG framework with the best-known prior works in the area and
demonstrate its effectiveness and scalability.
The rest of this article is organized as follows: Section 2 presents an overview of the FlexRay
protocol. Related work that addresses message scheduling in FlexRay is discussed in Section 3. In
Section 4, we define the problem statement by introducing the system and jitter models, heuristics
used in this work, and important definitions and assumptions. In Section 5, we explain our proposed JAMS-SG framework in detail. Section 6 discusses the experimental setup and the results
from our simulation-based analysis. We conclude with a summary of our work in Section 7.
2

FLEXRAY OVERVIEW

FlexRay is an in-vehicle communication protocol designed for x-by-wire automotive applications.
It supports both time-triggered and event-triggered transmissions. The structure of the FlexRay
protocol is shown in Figure 1. According to the FlexRay specification [5], a communication cycle
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Fig. 2. Message generation and transmission in ECUs.

is one complete instance of a communication structure that repeats periodically, e.g., every 5ms.
Each communication cycle consists of a mandatory static segment, an optional dynamic segment,
an optional symbol window, and a mandatory network idle time block.
The static segment in FlexRay consists of multiple equal-sized slots called static segment slots
that are used to transmit time-triggered and critical messages. The static segment enforces a Time
Division Multiple Access (TDMA) media access scheme for the transmission of time-triggered
messages, which results in a repetition of the schedule periodically. In this TDMA scheme, each
ECU is assigned one or more static segment slots and cycle numbers during which its messages can
be transmitted on the FlexRay bus, thereby guaranteeing time determinism for message delivery.
Each static segment slot incorporates one FlexRay frame that has three segments: header, payload,
and trailer. The header segment is 5 bytes long and consists of status bits, frame ID (FID), payload
length, header cyclic redundancy check (CRC), and cycle count. The payload segment consists of
actual data that has to be transmitted and is up to 127 words (254 bytes) long. The trailer segment
consists of three 8-bit CRC fields to detect errors.
The dynamic segment consists of variable-sized slots called dynamic segment slots that are
used to transmit event-triggered and low-priority messages. A dynamic segment slot consists of a
variable number of minislots (Figure 1), where each minislot is one microtick (usually 1μs) long.
The dynamic segment enforces a Flexible Time Division Multiple Access (FTDMA) media access
scheme where ECUs are assigned minislots according to their priorities. If an ECU is selected to
transmit a message, then it is assigned the required number of minislots depending on the size
of the FlexRay frame, and hence the length of a dynamic segment slot can vary in the dynamic
segment (Figure 1). During a transmission, all the other ECUs have to wait until the one that
is transmitting finishes. If an ECU chooses not to transmit, then that ECU is assigned only one
minislot and the next ECU is assigned the subsequent minislot. The symbol window (SW) is used
for network maintenance and signaling for the starting of the communication cycle, while the
network idle time (NIT) is used to maintain synchronization between ECUs (Figure 1).
Every automotive ECU has two major components: a host processor and a communication controller. The host processor is responsible for running automotive applications. The communication
controller acts as the interface between the host processor and the communication network. The
communication controller specifically in a FlexRay ECU has two sub-components: a communication host interface (CHI) and a protocol engine (PE). The CHI handles the message data generated
by the host processor and sends the qualified FlexRay frames to the PE, which transmits the frames
on a physical FlexRay bus (Figure 2). Each frame has a unique frame ID (FID) that is equal to the
slot ID in which the frame is transmitted [5]. A FlexRay frame is considered to be “qualified” when
the message data is available at the CHI before the beginning of the allocated static segment slot.
Otherwise, a special frame called NULL frame is sent (by setting a bit in the header segment of the
FlexRay frame and setting all the data bytes in the payload to zero).
Jitter is one of the major reasons for the delay in the availability of message data at the CHI.
Hence, in this article, we focus on a novel frame packing and scheduling framework to overcome
the delays and performance losses due to jitter in time-critical automotive systems.
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3 RELATED WORK
Prior work on message scheduling for the FlexRay protocol can be categorized into two groups:
(i) time-triggered and (ii) event-triggered message scheduling. The goal of these works is to synthesize message schedules by optimizing parameters such as bandwidth, number of allocated static
segment slots, response time, end-to-end latency, and so on, under strict timing constraints.
A common and important step prior to message scheduling is frame packing. Frame packing
refers to the process of packing multiple signals into messages to maximize bandwidth utilization
on the bus [6]. The authors in Reference [7] proposed an Integer Linear Programming (ILP) formulation to solve the frame-packing problem that requires multiple iterations with ILP to find the optimal solution. A Constraint Logic Programming (CLP) formulation and heuristic were presented for
reliability-aware frame packing in Reference [13], which may require multiple re-transmissions of
the packed frames to meet reliability requirements. In Reference [14], the frame-packing problem
is treated as a one-dimensional allocation problem, and an ILP formulation and heuristic approach
were proposed. In Reference [15] a genetic algorithm–based frame-packing approach was proposed for CAN-FD systems. In Reference [27] the authors proposed a fast greedy heuristic-based
frame-packing approach. The above-mentioned techniques either focus on optimizing bandwidth
utilization or minimizing the time taken to generate a frame-packing solution. However, none of
the above-mentioned works focus on generating a jitter-aware frame-packing solution. Our proposed
frame-packing technique in this article uses a hybrid heuristic approach to generate a near-optimal
set of messages that together make the system more resilient to jitter-induced uncertainties.
In the case of many real-time systems, especially automotive applications, most of the parameters such as period, worst-case execution time, deadline, and so on are known at design time.
This facilitates the synthesis of highly optimized design-time schedules that are deployed during
runtime to minimize the unpredictability in the system. Many works have addressed the issue
of design-time scheduling of the static segment of FlexRay. One of the main objectives in these
works is to minimize the number of static segment slots allocated to ensure future extensibility of
the system while maximizing bandwidth utilization. In Reference [16], an ILP-based approach is
proposed to minimize the number of allocated static segment slots by considering task and message scheduling. This work was later extended in Reference [18] by including support for multiple
real-time operating systems and using ILP reduction techniques. In Reference [17], the messagescheduling problem is transformed into a two dimensional bin-packing problem and an ILP formulation and heuristic approach were proposed for minimizing the number of allocated slots. In
References [20, 21] the authors proposed a CLP and ILP formulation, respectively, for jointly solving the problem of task and message scheduling in FlexRay systems. A set of algorithms was proposed in Reference [23] to enable scheduling of event-triggered messages in time-triggered communication slots using a virtual communication layer. A few other works solve the same problem
with heuristics and variants of ILP and CLP [13, 19, 22, 24, 25]. More recent works such as References [33] and [34] combine schedulability analysis and control theory and were able to achieve
fewer FlexRay static segment slots compared to many of the above-mentioned prior works. Additionally, there are works that focus on scheduling time-triggered systems using other network
protocols [28–30]. However, the above-mentioned works focus on developing scheduling algorithms
without incorporating the idea of jitter, which makes them unreliable for use in real-time scenarios
where jitter can significantly impact scheduling decisions.
Jitter in FlexRay-based systems has largely been ignored, and there is limited literature on the
topic. The authors in Reference [7] proposed a jitter-minimization technique using an ILP formulation. In Reference [26], the frequency of message transmission is increased for the messages that
are likely to be affected by jitter to minimize message response time. However, in both References
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[7] and [26], it is assumed that the jitter value and number of messages that are affected by jitter
are known at design time, which is unlikely in real-world scenarios. The authors in Reference [27]
proposed a jitter-aware message-scheduling technique called JAMS that uses both design time and
runtime schedulers to opportunistically pack jitter-affected messages in the system. However, the
non-jitter-aware frame packing in Reference [27] results in sub-optimal packing of signals into
messages leading to increased message response times in the presence of jitter. Moreover, a simple
jitter model is considered in Reference [27] that makes the evaluation process less efficient. In Reference [31] an iterative design time-scheduling algorithm was proposed to minimize the impact of
jitter on mixed-criticality time-triggered messages. However, Reference [31] does not effectively
handle the unpredictabilities due to random jitter at runtime. As random jitter can affect any message in the system, there is a need for a jitter-handling mechanism that can handle jitter more
comprehensively at the signal and message level, at both design time and runtime. In this article,
we introduce a realistic jitter model and propose a holistic framework that achieves a jitter-aware
frame packing and combines the design time schedule optimization with an improvised runtime jitter handling to minimize the impact of jitter in FlexRay-based systems. We extensively evaluate the
proposed JAMS-SG framework to demonstrate its effectiveness and scalability.
4

PROBLEM DEFINITION

4.1 System Model
In this work, we consider a general automotive scenario with multiple ECUs that run different
time-critical automotive applications and are connected using a FlexRay bus architecture. Executing an application may result in the generation of signal data at an ECU, which may be required
for another application running at a different ECU. A signal can be any raw data value or control pulse. These signals are packed into messages and transmitted as FlexRay frames on the bus.
As discussed earlier, there are two types of applications in a typical automotive system: (i) timetriggered and (ii) event-triggered. Every ECU or node in the system is capable of transmitting both
types of messages (henceforth, the terms ECU and node are used interchangeably). Time-triggered
messages are transmitted in the static segment slots of the FlexRay while the dynamic segment
slots are used for transmitting event-triggered messages. However, in this work, we facilitate the
transmission of high-priority event-triggered messages in the static segment of the FlexRay (details in Section 5.2). Hence, in this work, we focus on the challenging problem of scheduling timetriggered messages and high-priority event-triggered messages in the static segment of FlexRay.
We ignore the scheduling of low-priority (and typically low-frequency) event-triggered messages
in the FlexRay dynamic segment, which is a much simpler problem and has a negligible impact on
vehicle safety.
4.2

Jitter Model

As discussed earlier, jitter is defined as the delay-induced deviation from the actual periodicity of
the message, and there are two types of jitter: (i) bounded or deterministic jitter and (ii) unbounded
or random jitter. In this work, we mainly focus on random jitter, as it is hard to predict and can
have a significant impact on the performance and safety of the system. Our goal is to mitigate
the effect of random jitter on task execution and message transmission delays. We assume that
both time-triggered and event-triggered messages are susceptible to such random jitter. However,
the impact of random jitter on low-priority event-triggered messages is not considered, as such
messages have minimal impact on the safety and performance of the system.
Random jitter is also known as Gaussian jitter, because it follows a normal distribution due to
the central limit theorem [35]. In this work, we devise a specific jitter model for each signal in
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Fig. 3. Various steps involved in SA.

the system based on the signal priority and signal period. Signals with a period of less than or
equal to 40ms are treated as high-priority signals and other signals are considered as low-priority
signals. Additionally, the mean jitter associated with each signal is modeled as (signal_period/5)
for high-priority signals and (signal_period/4) for low-priority signals. These mean jitter values
can be tuned based on the designer requirements and system specifications. A similar but more
simplistic model is presented in Reference [32] that does not consider the mixed criticality nature
of the automotive applications. In a normal distribution representing jitter values (on x-axis) and
number of occurrences (on y-axis), the jitter values in the tail region far from the mean occur less
frequently than the values close to the mean. Hence, in this work, we mainly focus on mitigating
the effect of mean jitter value associated with each signal on the system performance (i.e., ensuring
there are no missed deadlines).
4.3

Hybrid SA+GRASP Heuristic

A hybrid heuristic is a combination of two or more heuristics. The goal of any hybrid heuristic is to
combine the advantages of individual heuristics while minimizing each other’s disadvantages. In
this work, we propose a hybrid heuristic by combining simulated annealing (SA) and greedy randomized adaptive search procedure (GRASP). Similar attempts were made in the past to combine
SA and GRASP and build a hybrid heuristic in References [36] and [37]. However, these efforts
do not focus on the automotive application problem domain, and they also do not optimize the
search space or perform tuning of hyperparameters. Our proposed SA+GRASP hybrid heuristic
aims to improve the design space search capability, solution optimality, and computation speed.
Moreover, as our proposed framework uses the baseline model from JAMS [27] and the proposed
SA+GRASP hybrid heuristic, we name our framework JAMS-SG, where S and G represents SA and
GRASP, respectively.
4.3.1 Simulated Annealing. Simulated Annealing (SA) is a heuristic that is inspired from the
annealing technique in metallurgy. It models the physical process of heating and controlled cooling
of a material to strengthen and reduce defects. SA is a used to approximate the global optimum in
a very large discrete solution space.
There are five phases in any SA problem formulation (shown in Figure 3): (i) initial solution,
(ii) initial temperature, (iii) random perturbations, (iv) acceptance probability, and (v) annealing
schedule. The SA begins by taking the initial solution and initial temperature as the inputs and
tries to iteratively achieve a better solution at the end of every iteration. The temperature is progressively decreased from an initial positive value until a stopping condition is met (e.g., until
temperature >0). Each iteration begins by constructing a new solution after making random perturbations to the current solution. If the objective function value of the new solution is better than
the previous solution, then the new solution is accepted. Otherwise, the new solution is accepted
based on the acceptance probability value calculated using an acceptance probability function. The
acceptance probability function takes the difference between the objective function values of the
new and previous solutions and the current temperature of the system as the inputs and computes the acceptance probability value. The new solution is accepted when the acceptance probability value is greater than a randomly generated number between 0 and 1. Otherwise, the new
ACM Transactions on Design Automation of Electronic Systems, Vol. 24, No. 6, Article 63. Pub. date: September 2019.
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Fig. 4. Various steps involved in GRASP.

solution is discarded. SA tries to accept even a relatively poor solution in the initial stages when
the system temperature is high. As the SA progresses, i.e., when the system temperature is lower,
SA will favor accepting only those new solutions that are very close to the new solution. When the
temperature reaches 0, SA behaves like a pure greedy algorithm. Last, at the end of each iteration,
the temperature of the system is updated using an annealing schedule. The annealing schedule is
responsible for the controlled cooling of the system.
SA is quite versatile and can deal with highly non-linear solution spaces. It is also good at dealing
with arbitrary systems and cost functions while statistically guaranteeing an approximate global
optimum. However, SA can take a very long time to converge to a good solution, and the optimality
of the solution is heavily dependent on the chosen hyperparameters (initial temperature, annealing
schedule, and acceptance function).
4.3.2 Greedy Randomized Adaptive Search Procedure. The greedy randomized adaptive search
procedure (GRASP) is a multi-start metaheuristic. The main objective of GRASP is to repeatedly
sample stochastically greedy solutions and then use an adaptive local search to refine them to a
local optimum. At the end, the best of the local optima is chosen as the final solution.
Figure 4 shows the two phases in GRASP: (i) the greedy randomized construction phase, which
tries to build a feasible solution, and (ii) the local search phase, which tries to explore a defined
neighborhood for a local optimum. The best of the local optima is chosen as the final solution at
the end. The two important aspects of the greedy randomized construction phase are its greedy
aspect and probabilistic aspect. The greedy aspect involves generating a Restricted Candidate List
(RCL), which consists of the best elements that will improve the partial solution (solution within
the greedy randomized construction phase). The probabilistic aspect is the random selection of
an element from the RCL, to be incorporated into the partial solution. However, the solutions
generated during the greedy randomized construction phase are not necessarily optimal. Hence,
the local search phase tries to improve the constructed solution by iteratively using destroy and
repair mechanisms, which are used to perturb the current solution and reconstruct a new solution,
respectively. They help in searching for the local optimum within a defined neighborhood. Last,
when an improved solution is found, then the best solution is updated.
GRASP is simple to construct and can be used for large optimization problems. However, as
GRASP depends on the greedy algorithm to evaluate the quality of the solution, it can get stuck
at a local optima. Moreover, it might restart at the same solution multiple times, leading to rediscovery of the same local solution.
4.3.3 Hybrid Heuristic Formulation. To overcome the individual limitations of SA and GRASP,
we propose a hybrid heuristic that combines both of them. The proposed hybrid heuristic uses SA
to explore the large solution space and GRASP to find an improved local solution within a smaller
neighborhood around the solution obtained from SA. In particular, the greedy construction phase
of GRASP is used to make perturbations in the SA, and the local search phase is used to explore
the neighborhood with a goal of finding a better solution. The details of our hybrid heuristic are
discussed in detail in Section 5.1.
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Fig. 5. Illustration of an example FlexRay 3.0.1 schedule (on the left) with slot IDs and cycle numbers; and
the table (on the right) showing the message-to-slot and node-to-slot allocation.

4.4 Inputs and Definitions
We consider an automotive system with the following inputs:
• Ɲ represents the set of nodes, where Ɲ = {1, 2, 3, . . . , N };
• For each node n ∈ Ɲ, S n = {s 1n , s 2n , . . . , s Kn n} denotes the set of signals transmitted from that
node and Kn represents the maximum number of signals in node n;
n
n
• Every signal sin ∈ S n , (i = 1, 2 . . . , Kn ) is characterized by the tuple {p ni , d i , b i , γ ni }, where
n
n
p ni , d i , b i and γ ni denote the period, deadline, data size (in bytes), and mean jitter of the
signal sin , respectively;
• After frame packing, every node maintains a set of messages M n = {mn1 , mn2 , . . . , mnRn} in
which every message mnj ∈ M n , (j = 1, 2, . . . , Rn ) (where Rn represents the maximum number of messages in node n) is characterized by the tuple {anj , p nj , d jn , b nj , μ nj }, where anj ,
p nj , d jn , b nj and μ nj denote the arrival time, period, deadline, data size (in bytes), and mean
jitter of the message mnj , respectively.
We assume the following definitions:
• Slot number or Slot identifier (slot ID): A number used to identify a specific slot within a
communication cycle;
• Cycle number: A number used to identify a specific communication cycle in the schedule;
• To transmit a message mnj on the FlexRay bus, it needs to be allocated a slot ID sl ∈
{1, 2, . . . , N ss } and a cycle number bc ∈ {0, 1, . . . , C fx } where N ss and C fx are the total number of static segment slots in a cycle and the total number of cycles, respectively. This is
referred to as message-to-slot assignment;
• If a message mnj is assigned to a particular slot and a cycle, then the source node n of that
message is allocated ownership of that slot. This is known as node-to-slot assignment.
All of the above-mentioned definitions are illustrated in Figure 5 with an example FlexRay 3.0.1
schedule. In the example, message (m1 ) is allocated a slot ID = 1 and cycle number = 0 (messageto-slot assignment). This implies that the source node (ECU4 ) sending the message (m1 ) is allocated
ownership of the slot (node-to-slot assignment).
Problem Objective: For the above inputs, the goal of our work is to satisfy deadline constraints
for time-triggered and high-priority event-triggered messages sent over the FlexRay protocol by
enabling jitter resilience during communication, which includes: (i) performing jitter-aware frame
packing and design time scheduling (message-to-slot assignment, node-to-slot assignment) for the
time-triggered messages without violating timing constraints and (ii) minimizing the effect of jitter
on time-triggered messages and high-priority event-triggered messages at runtime.
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Fig. 6. Overview of JAMS-SG framework.

5

JAMS-SG FRAMEWORK OVERVIEW

We propose the JAMS-SG framework to enable jitter-aware scheduling of time-triggered messages
and collocation of high-priority event-triggered messages in the static segment of a FlexRay-based
automotive system. An overview of the proposed framework is shown in Figure 6. At a high level,
the steps in JAMS-SG are categorized into design-time and runtime steps. At design time, JAMSSG uses the proposed hybrid heuristic approach that combines Simulated Annealing (SA) and
Greedy Randomized Adaptive Search Procedure (GRASP) to achieve jitter-aware frame packing of
time-triggered messages and a feasible design-time schedule. At runtime, JAMS-SG facilitates the
handling of both jitter-affected time-triggered and high-priority event-triggered messages using a
multi-level feedback queue (MLFQ). The output of MLFQ and the design time schedule are given as
the inputs to a runtime scheduler that opportunistically packs these jitter-affected messages into
the already allocated FlexRay slots based on the available slack. Each of these steps is discussed in
detail in the following subsections.
5.1 Jitter-aware Design Time Frame Packing
Frame packing refers to packing of multiple periodic signals in a node into messages. This step is
important to maximize bandwidth utilization, which not only improves system performance but
also enhances the extensibility of the system by utilizing fewer slots than without frame packing.
However, frame packing with a goal of just maximizing the bandwidth utilization can result in
sub-optimal results at runtime. For instance, if one of the signals packed in the message is not
available before the start of the message’s allocated static segment slot due to jitter-induced delays,
the entire message has to be delayed and the CHI has to send out a NULL frame because of the
lack of availability of complete message data. Once all of the signals in the message are available,
the message can be transmitted in the next allocated static segment slot. This delayed transfer will
result in increased response time of the messages and can potentially lead to missed deadlines,
which can be catastrophic for safety-critical application. Thus, it is important to have a jitter-aware
frame-packing technique that co-optimizes bandwidth utilization and mitigation of the impact of
jitter.
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In this work, we define the following four necessary conditions that govern how signals can be
packed into the same message. The first is called the source node condition and is expressed as:


 
 
(1)
mnk = sin1 , s nj 2
iff src sin1 == src s nj 2 i, j ∈ [1, Kn ] & i  j.
This condition states that if two signals (sin1 , s nj 2 ) are packed into the same message (mnk ) they
should belong to the same source node (src() returns the source node of the signal) (as shown
in Equation (1)). This is because, according to the FlexRay protocol specification [5], any slot in
a given FlexRay cycle can be assigned to at most one node, which restricts the packing of signals from different nodes into the same message. This makes the frame-packing problem solvable
independently for different nodes.


(2)
iff p ni == p nj i, j ∈ [1, Kn ] & i  j
mnk = sin , s nj
The periodicity condition in Equation (2) states that only the signals with the same periods
should be packed into the same message. This is done to minimize the re-transmissions of the
message frames, which in turn minimizes the number of allocated static segment slots. For example, if two signals with periods 5ms and 15ms are packed into the same message, the resulting
message with period 5ms retransmits the signal with 15ms period twice and results in inefficient
bandwidth utilization.

n
b i ≤ B slot
(3)
i ∈ siдI Ds (m kn )

The payload condition in Equation (3) states that the sum of all signal sizes packed in a message (sigIDs() returns the set of IDs of the signals packed in the message) should not exceed the
maximum payload (Bslot ) of the FlexRay static segment slot.
 
∀ n, k = 1, 2, . . . , Rn
(4)
ResponseT ime mnk ≤ dkn
Last, the deadline condition in Equation (4) states that the set of messages generated from frame
packing should result in a feasible schedule, i.e., the response time (end-to-end latency) for all
the messages should not exceed their deadline requirements. In addition, if there are any specific
timing requirements associated with any signal (such as latency, worst-case response time, etc.),
they become additional constraints to the problem. The timing constraints are further discussed
in Section 5.1.3.
Given the above-mentioned constraints, the goal of jitter-aware frame packing is to maximize
the laxity of each resulting message while minimizing the total number of message frames. In other
words, we prioritize packing of signals with similar jitter profile into the same messages. This is
because of the reason discussed next.
Consider an example scenario consisting of three ways of packing four different signals in a node
as shown in Figure 7. For simplicity, we considered the packing of a maximum of two signals per
message in this example. However, this constraint is not enforced anywhere else in the framework.
In case (i), signals with similar jitter profile (γ ni ) are packed together ((s 1n , s 2n ) and (s 3n , s 4n )) results in
two messages (mn1 , mn2 ) with the effective mean jitter value (μ kn ) close to the individual signal jitter
values. This results in maximizing the laxity of the messages, which is important as it provides
more opportunities to pack and transmit other jitter-affected messages and also better copes with
unpredictable runtime jitter. In contrast, in cases (ii) and (iii), the signals with very different jitter
profiles are packed together resulting in lower laxity values. This makes the messages less resilient
to jitter compared to the one in case (i). Note that to avoid the degenerate case of packing one signal
per message (which would maximize laxity but would lead to very inefficient bus utilization),
we formulated a weighted objective function that achieves jitter-aware frame packing while also
effectively minimizing the total number of messages in the system.
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Fig. 7. Motivation for objective function selection.

The objective function is a weighted harmonic sum of average laxity of the messages in each
node and is used to achieve jitter-aware frame packing, as is shown in Equation (5). Laxity of any
message is defined as the difference between the message deadline and sum of mean jitter value
of the message and time required to transmit the message payload, as shown in Equation (6). The
mean jitter value of a message (as shown in Equation (7)) is the maximum mean jitter value of all
signals packed in that message. Our proposed hybrid heuristic that combines SA and GRASP aims
to minimize the objective function (in Equation (5); with Equations (6) and (7) further describing
some of the parameters of this function) while satisfying all of the constraints mentioned above.
n
The parameters Rn , b i and τ are the number of messages in the node n, data size of signal i in node
n, and time taken to transmit 1 byte of data on FlexRay bus, respectively.
minimize

N


Rn
w ∗

R n
n
n=1 
j=1 laxity j



n
laxitynj = d jn − μ nj + τ ·
b i 
i ∈siдI Ds (m nj )


  
μ nj = max γ ni | i ∈ siдI Ds mnj

(5)

(6)

(7)

We use SA for exploring the overall solution space and use GRASP for creating and refining new
solutions at every iteration. The solution here refers to the signal to message packing for all the
nodes in the system. To the best of our knowledge, this is the first work in this area that attempts to
achieve a jitter-aware frame packing. Algorithm 1 shows the pseudo-code of the hybrid heuristic.
The inputs to Algorithm 1 are: a set of nodes (Ɲ), set of time-triggered signals for each node
(S n ), GRASP control parameters (α—which is the RCL threshold discussed later in Section 5.1.1;
β—which is the destroy-repair threshold discussed later in Section 5.1.2), and the SA hyperparameters: temperature (T) and cooling rate (Cr ). The algorithm begins by initializing the current
(cur_sol), previous (prev_sol), and best (best_sol) solutions with a one-signal-per-message (one-toone) frame packing (step 1), which also acts as the initial solution for the SA. All solutions are data
structures that have information about the signal to message packing for each node (solution←
[M 1 , M 2 . . . M N ]). Each element in the list has a frame-packing configuration for each node. At
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ALGORITHM 1: SA + GRASP based frame packing

the beginning of each iteration, the algorithm selects a random number (δ ) of nodes (λ) to be
perturbed as shown in steps 3, 4. A new solution (gr_sol) is constructed from the current solution
(cur_sol) using the greedy randomized construction phase of GRASP (step 5). In step 6, this new
solution (gr_sol) is given as the input to the local search phase of GRASP to look for a local optimum solution (ls_sol) within the defined neighborhood. The better of the two solutions (gr_sol,
ls_sol), i.e., the solution that results in a minimal objective function value, is chosen as the current
solution (cur_sol) in step 7. The feasibility of the chosen solution is checked using the feasibility()
function (step 8), which returns true when there are no missed deadlines for any message in the
given solution; otherwise, it returns false. When a solution is feasible, the decision of accepting or
discarding it is dependent on the probability of acceptance (Pacc ). This value is computed using
the acceptance_probability() function, which takes the current system temperature (T) and both
current and previous solutions as the input (step 9). If the current solution is accepted, then the
previous solution is assigned the current solution and the best solution is also updated if the current solution has lower objective function value compared to the best solution (steps 10–16). The
function Φ() is used to compute the objective function value of the solution. Additionally, at the
end of each iteration, the annealing schedule performs a controlled cooldown of the system (step
17). At the end of max_iterations, the best solution is chosen as the output solution (output_sol)
and a design-time schedule is synthesized using it (steps 19, 20).
Note: The resulting output messages will have their period be the same as the signal period and
their deadline will be equal to the lowest signal deadline packed in that message. In this work, we
assume that all the messages have deadlines equal to their periods. The output of Algorithm 1 is a
jitter-aware frame packing and a feasible design time schedule.
5.1.1 Greedy Randomized Construction. In this subsection, we discuss the greedy randomized
construction phase of GRASP that is used to perturb the solution in SA in step 5 of Algorithm 1.
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ALGORITHM 2: greedy_randomized_construction (α, λ, cur _sol )

Algorithm 2 shows the pseudo code of the greedy randomized construction where the inputs
are: RCL threshold (α; discussed in more detail below), set of nodes whose frame packing will
be perturbed (λ), and the solution that needs to be perturbed (cur_sol). The algorithm begins by
initializing the current solution (cur_sol) to a greedy randomized solution (greedy_randomized_sol)
(step 16). For each node n whose current frame packing needs to be perturbed, the algorithm selects
a random number (ρ) of signals (Sˆn ) in that node and tries to greedily construct a new solution
using the greedy_construct() function, in steps 17–21. The newly generated solution for the node
n is updated in the greedy_randomized_sol(n) function (step 20), and at the end, the final solution
for all nodes is returned (step 22).
The function greedy_construct() in steps 1–15 takes the RCL threshold (α), the set of signals
whose frame packing will be changed (Sˆn ), and the current frame packing (partial_sol) as the
inputs and tries to assign the signal to a new message. The addition of signals to new messages
happens in a greedy manner that would result in minimizing the value of the objective function.
Until the set Sˆn is empty, in every iteration a signal is randomly chosen from (Sˆn ) (step 3), and a
list of feasible frames (Ω) to which the signal (s) can be packed into is generated (step 4). For a
frame ID (fid) to be feasible, it has to satisfy the conditions mentioned in Equations (1)–(3). If there
exist no feasible frame IDs for the signal (s), its frame-packing configuration is left unchanged.
Otherwise, the individual cost of adding that signal to each frame is computed using the cost()
in step 6. The minimum cost (Cmin ) and maximum cost (Cmax ) computed in step 7 are used in
generating the restricted candidate list (RCL) (step 8). The RCL consists of the feasible frame IDs
whose associated cost of adding the signal is within the interval [C min , C min + α ∗ (C max − C min )].
This is the greedy aspect of the algorithm. The quality of RCL depends on the RCL threshold (0 ≤
α ≤ 1). The threshold (α) controls the amount of randomness and greediness in the algorithm. For
instance, when α = 0, the algorithm exhibits a pure greedy behavior and when α = 1, the algorithm
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exhibits a purely random behavior. A random frame ID (chosen_fid) is selected from RCL in step 9,
and the signal s is assigned to that frame ID (step 10). Furthermore, after an attempt to change the
frame packing for signal s, it is removed from Sˆn (step 12). When all the signals in Sˆn are explored,
the function terminates and returns the perturbed solution (partial_sol) (step 14).
5.1.2. Local Search. Local search is the second phase of the GRASP metaheuristic, invoked in
step 6 of Algorithm 1. It iteratively explores the defined neighborhood around the greedy randomized constructed solution in the search for a local optimum. This is accomplished using destroy and
repair mechanisms that try to randomly remove a part of the solution and reconstruct it. In this
work, we define neighborhood as the set of solutions that are generated by randomly changing
the frame packing of β signals. The parameter β is known as the destroy-repair threshold and it
controls the amount of destroy and repair operations in each iteration. The pseudo-code for the
local search is shown below in Algorithm 3.
ALGORITHM 3: local_search (β,

, дr _sol )

The local search in Algorithm 3 begins by taking the destroy-repair threshold (β), set of nodes
(Ɲ), and greedy randomized constructed solution (gr_sol) as the inputs and then initializes the
intermediate solution (interm_sol) and new solution (new_sol) with the greedy randomized conη
structed solution (in step 1). The frame packing for β random signals (Sˆl s ) belonging to a random
node (η) are chosen to be changed (destroy mechanism) in steps 3 and 4. A new solution (new_sol)
is reconstructed using the greedy_construct() function in step 5 (repair mechanism), and it is accepted if the new solution (new_sol) resulted in a smaller objective function value compared to the
prior solution (interm_solution) (steps 6–8). At the end of max_ls_iterations, the algorithm returns
the final local search solution (interm_sol) in step 10.
5.1.3. Design Time Scheduling. In this subsection, we present the jitter-aware design time
scheduling heuristic that is invoked in step 20 of Algorithm 1. The heuristic takes the framepacking solution (i.e., set of all the time-triggered messages) in the system as input and generates
a design-time schedule. The design time schedule consists of an assignment of slot ID and cycle
numbers to messages (message-to-slot allocation) and their source nodes (node-to-slot allocation).
In designing this schedule, we aim to allocate the messages as early as possible in the schedule to
minimize the response time. Additionally, we try to minimize the number of allocated static segment slots for effective bandwidth utilization while meeting all the deadline constraints. Moreover,
we take advantage of cycle multiplexing in FlexRay 3.0.1, where multiple nodes can be assigned
slots with the same slot ID in different communication cycles. This helps to maximize the static
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segment utilization while using only a minimal number of slots [17]. Moreover, jitter awareness is
added to the scheduling by considering the previously computed mean jitter of the message (μ nj )
and a control parameter called coefficient of jitter resilience (σ ) that dictates the resiliency of the
design time schedule to jitter. The parameter σ is a non-negative real number that dictates how
resilient the schedule is for jitter. When σ = 0, it reflects a special case called zero-jitter (ZJ) scheduling. However, in real-time systems, ZJ scheduling is not encouraged, as it has no resilience to
jitter. Having a higher value for σ results in longer response times and leads to potentially missing
message deadlines. Hence, it is important to choose an appropriate value of σ that provides sufficient jitter resilience while not resulting in longer response times and missed deadlines. In this
work, we empirically set the value of σ as 0.8. In addition, we consider the concept of message
repetition and slot ID utilization in a FlexRay system. For any time-triggered message in FlexRay,
message repetition (rmnj ) is the ratio of message period to the cycle time of the FlexRay as shown
below:
p nj
.
(8)
rmnj =
Cf x
This number is an integer value, as the FlexRay cycle time is chosen to be the greatest common
divisor of all the message periods in the system. Moreover, any time-triggered message that is
assigned a particular slot ID will end up using (1/rmnj ) of the available slots within that slot ID.
Algorithm 4 shows how the above-mentioned metrics are utilized in the synthesizing of a jitteraware design time schedule. The heuristic begins by taking the set of time-triggered messages in
the system (M) and FlexRay parameters as the inputs and initializes all slot utilizations to zero. In
addition, a slot cycle list (SCL) is defined to keep track of the list of available cycles in a particular
slot ID and each element in it is initialized with a list [0, 1, . . . ,63] as C fx = 64 (Section 4.4). After
initializing in step 1, all the time-triggered messages (M) in the system are sorted in increasing
order of message periods (step 2). For each time-triggered message (mnj ) in the system, we begin
the search for slot ID and cycle number allocation from the computed slot and cyc in steps 4 and
5. The calculations for beginning slot ID and cycle number are based on the message parameters
arrival time (anj ), mean jitter value (μ nj ), and the design parameters: coefficient of jitter resilience
(σ ), static segment slot duration (tds ), and cycle time (tdc ). The computed slot and cyc are subjected to
checks for three defined constraints in steps 7–9: (i) arrival time constraint (constraint 1)—checks
if the current slot (slot, cyc) begins after the arrival time plus the effective jitter (σ ∗ μ nj ) of the
message; (ii) allocation constraint (constraint 2)—checks if the current slot is not allocated to any
other message; and (iii) utilization constraint (constraint 3)—checks if the slot ID (slot) utilization is
below 100% after adding the current message. If all these constraints are satisfied (step 10) and the
finish time of the (slot, cyc) exceeds the message deadline (step 11), the algorithm terminates with
no feasible solution for the given input message set (M). Otherwise, sc_allocation() is used to check
for the feasibility of allocation of the current slot and cyc to the message. The function returns a
binary variable indicating feasibility (feasible) and a list of cycles (cyc_list) that can be allocated to
the message (step 14). If the current slot and cyc are feasible, they are allocated as slot ID and base
cycle, respectively, for the current message. Additionally, other cycles in the cyc_list are allocated
to the message, and the ownership of the allocated slot ID and cycles are assigned to the message
and its source node (steps 15–17). In step 18, the SCL for the allocated slot ID (slot) is updated by
removing the allocated cycles (cyc_list), and the search for allocation of slot ID and cycle number
for the next message is initiated. If the computed slot ID (slot) and cycle number (cyc) fails to meet
any of the three constraints mentioned in steps 7–9, the slot ID and (if needed) the cycle number
are incremented accordingly (steps 23 and 24). When all the messages in the system are allocated
slot and cycle numbers, the algorithm terminates successfully.
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ALGORITHM 4: design_time_schedule(solution)

The pseudo code for sc_allocation() is shown in Algorithm 5. It takes the current message (mnj ),
slot ID (slot), base cycle (cyc), and SCL corresponding to the slot ID (SC slot ) as the inputs and checks
for the feasibility of allocating the slot ID and base cycle to the current message. In step 1, the
function initializes a feasibility flag (feasible) to zero and cycle list (cyc_list) with an empty list and
then computes the minimum number of instances (num_instances) of the message in Cfx cycles.
From steps 2–14, the function tries to find a feasible cycle number for each instance of the message.
The search begins by initializing the feasible cycle exists flag (fc_exists) to zero and computing the
first cycle (k = 0) under consideration (step 3). In steps 4–11, the function tries to find a cycle
before the message deadline (i.e., rmnj - 1 cycles) by checking three different conditions (steps 5–7):
(i) allocation condition—checks if the cycle number in the current slot ID is unallocated; (ii) arrival
time condition—checks if the slot begins after the message arrival time (anj ) and effective jitter
(σ ∗ μ nj ) and; (iii) deadline constraint—checks if the finish time of the slot is before the deadline
of the (k+1)th instance. If all the three conditions are satisfied, the cycle number is added to the
cyc_list, fc_exists is changed to 1 (steps 8–10), and the search for next instance begins. When all
the instances of the message are allocated a feasible cycle, the function returns feasible as 1 and
the list of allocated cycles (cyc_list). Otherwise, the current slot ID and cycle number are infeasible
for allocating to the current message.
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ALGORITHM 5: sc_allocation (mn, slot, cye, SCsl ot )
j

5.1.4 Acceptance and Cooling Functions. The acceptance function is used to probabilistically
accept the solution created in every iteration (step 9 in Algorithm 1). The probability of acceptance
of a new solution is computed using Equation (9) below. The term ΔE is the difference between
the objective function value of the current solution (cur_sol) and the previous solution (prev_sol)
as shown in Equation (10). This is analogous to the energy difference between the new state and
previous state in SA. Last, the cooling function defines the controlled cooling of the system. In this
work, a simple cooling function is employed as shown in Equation (11), where Cr is the cooling
rate.
E
(9)
Pacceptance = e − ( T )
E = Φ (cur _sol ) − Φ (prev_sol )

(10)

Temperature (T ) = Cr ∗ T

(11)

5.2 Runtime Multi-level Feedback Queue
The schedule generated by the design time scheduler will only guarantee latencies for timetriggered messages when the runtime jitter experienced by the messages does not exceed their
effective jitter (σ ∗ μ nj ) value. However, at runtime, various internal and external disturbances may
interfere with the normal operation of the FlexRay bus and might result in additional, larger jitter.
Hence, it is important to handle a multitude of jitter values during runtime. We focus on handling jitter at runtime using a runtime scheduler that re-schedules jitter-affected time-triggered
messages using the design-time generated schedule and the output of the Multi-Level Feedback
Queue (MLFQ; discussed next) as the inputs. Moreover, in this work, we allow the transmission of
high-priority event-triggered messages within the static segment of FlexRay. Let us consider an
example scenario where a high-priority event-triggered message arrives just after the beginning
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Fig. 8. Overview of the MLFQ operation.

of dynamic segment. Suppose that there is already a low-priority event-triggered message that is
being transmitted and ends up taking the entire duration of the dynamic segment due to its large
message size. This results the high-priority event-triggered message having to wait until the beginning of the dynamic segment in the next communication cycle to start transmission if there
are no other higher-priority messages. This could result in a missed deadline. Hence, we facilitate
the transmission of high-priority event-triggered messages in the static segment of FlexRay by
treating them similar to jitter-affected time-triggered messages within the MLFQ, but with a priority lower than time-triggered messages during the runtime scheduling. This facilitates the easy
rescheduling of high-priority event-triggered messages in the static segment of the FlexRay. Moreover, as the dynamic segment is optional in FlexRay, our framework can be used in the situations
where there is no dynamic segment to handle high-priority event-triggered messages.
The MLFQ consists of a system of queues (usually two or more) that have different priorities
and are capable of exchanging messages between different levels using feedback connections (as
shown earlier in Figure 6). The number of queues in an MLFQ defines the number of levels; each
level queue can have a different prioritization scheme and scheduling policy compared to other
queues. Moreover, the MLFQ attempts to resolve the issues associated with the traditional scheduling schemes such as First Come First Serve (FCFS), Shortest Job First (SJF), and so on, especially
with minimizing inefficient turnaround times for the messages and preventing message starvation.
In this work, we considered an MLFQ consisting of three level queues (Figure 6), with queue 1
(Q1) having the highest priority followed by queue 2 (Q2) and queue 3 (Q3) with lower priorities.
In addition to prioritization between different level queues, we set priorities between different
types of messages and within the messages of the same type. We prioritize time-triggered messages over event-triggered ones. Moreover, within the time-triggered messages, we assign static
priorities using a Rate Monotonic (RM) policy to prioritize messages with high frequency of occurrence. In case of a tie, priorities are resolved using a First Come First Serve (FCFS) strategy.
Event-triggered messages inherit the priority of their generating node. In cases of multiple eventtriggered messages from the same node, an Earliest Deadline First (EDF) scheme is employed to
prioritize messages. These static priorities of the messages are used to reorder the messages in the
queues and promote messages to upper-level queues. In addition, there are two separate buffers
that are used to handle jitter-affected time-triggered messages and high-priority event-triggered
messages, which are later fed to the MLFQ.
The operation of the MLFQ is depicted in the flowchart in Figure 8. It begins by checking the
time-triggered (TT) message buffer for jitter-affected messages. If a TT message is available, the
load TT message function is executed, which checks for a vacancy in the queues in the order Q1, Q2,
and Q3; and stores the TT message in the first available queue. If the TT message buffer is empty
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Fig. 9. Packing of jitter-affected messages during runtime.

and an event-triggered (ET) message is available in the ET message buffer, the load ET message
function is executed, which checks for a vacancy in the queues in the order Q2, Q3, and Q1 and
stores the ET message in the first available queue. In either case, when all three queues are full, the
message is held in the corresponding buffer and the same function is executed in the next clock
cycle. Whenever there are no messages available in both the buffers and the reorder queue function
is not executed in the preceding clock cycle, messages in the queues are reordered in the order of
their priorities by executing the reorder queues function. Otherwise, the queues are checked in the
order Q1, Q2, and Q3 by executing the POP queue function. The conditions for popping a queue
are discussed in the next subsection.
5.3 Runtime Scheduler
After handling the jitter-affected messages in the MLFQ as discussed in the previous subsection,
the next step is to re-schedule them during runtime to attempt to meet their deadline constraints.
To achieve this, we introduce a runtime scheduler that handles multiple inputs coming from the
output of the MLFQ and the design-time generated schedule. Additionally, the runtime scheduler
also has information on the available slack in each of the static segment slots from the designtime generated schedule. Thus, whenever there is a message in the MLFQ, the runtime scheduler
checks the ownership of the next incoming slot. If the incoming slot is owned by the source node
of the jitter-affected message in the MLFQ, the runtime scheduler computes the available slack in
the incoming slot using the design time schedule. If there is non-zero slack in the incoming slot,
the jitter-affected message is collocated with the jitter unaffected message as shown in Figure 9.
The entire jitter-affected message is rescheduled in the incoming slot if there is sufficient slack to
accommodate the full jitter-affected message. Otherwise, the jitter-affected message is partitioned
into two parts, with the size of the first part equal to the available slack in the incoming slot, and
the remaining as the size of the second part. The second part of the message remains in the queue
and is transmitted in the next feasible incoming slot by bumping up its priority.
Similarly, when a high-priority event-triggered message is available at the MLFQ, the highpriority event-triggered message is treated similar to the jitter-affected time-triggered message
with a lower priority than the regular time-triggered message and the above-mentioned series of
steps is followed. This results in packing of two different message data into the payload segment of
one FlexRay frame, which unfortunately leads to two major challenges. First, there is a need for a
mechanism at the receiver node to decode the payload segment correctly and distinguish between
the two messages. Second, the implicit addressing scheme of FlexRay is lost because of combining
two different messages, as the receiving nodes will not be able to identify to which specific node
the message is meant for.
To overcome the above-mentioned challenges, we propose a segmentation and addressing
scheme to differentiate multiple messages packed into the same frame. This scheme introduces
one additional segment in the payload segment of the FlexRay frame that is common to multiple jitter-affected messages packed in that frame, and two more segments for each jitter-affected
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Fig. 10. Updated frame format of the FlexRay frame using the proposed segmentation and addressing
scheme (sizes of individual segments are shown in bits). The parts of the frame highlighted in gray represent our modifications.

message that is packed into the frame. An illustration of two jitter-affected messages being collocated with a jitter unaffected message with the proposed segmentation and addressing scheme is
illustrated in Figure 10. The first common segment is called AC or append counter, which is also
the first segment in the payload. It is a 3-bit field indicating the number of different jitter-affected
messages that are packed in the current frame. In this work, we support partial message transmission to fully utilize the available bandwidth in allocated static segment slots. The second segment
is called CH or custom header, which is private for every jitter-affected message in the FlexRay
frame. Every CH segment further consists of two fields: a type field and a length field. The type
is a 15-bit field used to specify different message types (defined in Reference [5]). The type field
consists of one bit each for payload preamble indicator, null frame indicator, sync frame indicator,
and startup frame indicator, and an 11-bit frame ID (FID) field for specifying the FID of the jitteraffected message. The length field is 8 bits long and specifies the data length of the jitter-affected
message in bytes. The length field in the custom header along with the payload length field in the
frame header is used to find the start bit of the jitter-affected message in the payload segment.
The third segment we introduced in the payload is called EOM or end of message, which is a 1-bit
segment that is private to each jitter-affected message. The EOM field is 1 when the entire message
is transmitted; otherwise, the EOM field is set to 0, indicating a partial message transmission. The
remaining message data that is transmitted in the next feasible slot will have the remaining data
size in the length field of its custom header. If there is more than one jitter-affected message packed
in the FlexRay frame, the headers of all the messages are in the beginning of the payload segment.
This gives the receiver node information about all the jitter-affected messages that are packed in
the FlexRay frame. Moreover, the regular operation of the FlexRay protocol is not altered in any
way by implementing these changes.
6

EXPERIMENTS

6.1 Experimental Setup
To evaluate the effectiveness of the proposed JAMS-SG framework, we first contrast it against two
variants of the same framework: JAMS-SA and JAMS-ACC-SG. The first variant JAMS-SA, uses
a simulated annealing (SA) approach with no GRASP-based local search. This is implemented to
test the effectiveness of local search. In JAMS-SA, the solution is subjected to random perturbations and a new solution is created every iteration with the randomly chosen signals having an
equal likelihood of grouping or splitting. The second variant is called JAMS-ACC-SG (accelerated
SA+GRASP). JAMS-ACC-SG behaves similar to JAMS-SA in the beginning but then it switches
to a JAMS-SG behavior (i.e., including GRASP based local search) when the temperature of the
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system is sufficiently low. This threshold temperature is set to 30% of the initial temperature based
on empirical analysis. The motivation for an accelerated version is to save the computation time
spent in looking for the local optimum in the beginning and only perform the local search after
a reasonable solution is achieved. A comparison between these three techniques is presented in
Section 6.2. In addition, we also perform a series of experiments with different weight values to
determine the optimal weight parameters for the best variant of our framework.
Subsequently, we compare the best variant of our framework with several prior works: Optimal
Message Scheduling with Jitter minimization (OMSC-JM [26]), Optimal Message Scheduling with
FID minimization, (OMSC-FM [26]), Policy-based Message Scheduling (PMSC [23]), and JAMSgreedy [27]. OMSC-JM [26] and OMSC-FM [26] use the ILP-based frame-packing technique from
Reference [7] and change the message repetition to minimize the effect of jitter. OMSC-JM and
OMSC-FM differ in the weights associated with the objective function in their optimization problem formulation. OMSC-JM tries to minimize the effect of jitter by allocating more slots and performing more frequent message transmissions, while OMSC-FM aims at minimizing the number of
allocated slots. PMSC [23] uses a priority-based runtime scheduler that supports preemption based
on the message arrival time and priority. Messages are scheduled based on the slot assignment generated using heuristics. JAMS-greedy [27] uses a greedy frame-packing approach to generate the
set of messages and uses a heuristic-based scheduler to synthesize design time schedules. In addition, JAMS-greedy also supports a runtime scheduler to reschedule jitter-affected messages similar
to JAMS-SG. However, JAMS-greedy lacks the ability to send multiple jitter-affected messages in
one FlexRay frame and also does not support partial message transmission. Additionally, we implemented a genetic algorithm (GA)–based frame-packing approach for FlexRay-based systems
using the frame-packing technique proposed for CAN-FD in Reference [15]. We further adapted
the scheduling policy proposed in Reference [27] and combined it with Reference [15] (and hence
the name JAMS-GA) to compare it with our framework. All experiments conducted with these
prior works are discussed in detail in the next subsections.
To evaluate our proposed framework with its variants and against prior work, a set of test cases
was derived using different combinations of the number of nodes, number of signals in the system, and the periods of the signals based on automotive network data extracted from a real-world
2016 Chevrolet Camaro vehicle that we have access to. For all our experiments, we considered a
FlexRay 3.0.1–based system with the following network parameters: cycle duration of 5ms (tdc )
with 62 static segment slots (Nss ), with a slot size of 42 bytes (Bslot ) and 64 communication cycles
(Cfx ). Moreover, each experiment was run for 1K iterations with an initial temperature = 10K and
the cooling rate (Cr ) set to 0.993. The RCL threshold parameter (α) of GRASP was chosen as 0.4,
which resulted in a relatively near-greedy solution in the presence of relatively large variance. The
destroy-repair parameter (β) is set to 2, which helped in avoiding an exploration of a larger neighborhood around the greedy randomized constructed solution. We randomly sampled jitter values
as a function of the message period to modify the arrival times of randomly selected messages
originating from a set of randomly selected jitter-affected nodes. Moreover, in this work, we set
the coefficient of jitter resilience (σ ) = 0.8, as discussed earlier. To model the overhead of MLFQ
operations, we assume that each message affected by jitter experiences additional latency (which
we consider in our experiments) that is a function of static priority of the message (derived using
the RM scheme), message data size, and the queue it is in. All the simulations are run on an Intel
Core i7 3.6GHz server with 16GB RAM.
6.2 Comparison of JAMS-SG Variants
In this subsection, we present a comparison of the proposed JAMS-SG framework with the two
other proposed variants, JAMS-SA and JAMS-ACC-SG. A series of experiments was conducted
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by changing the weight in the objective function (as shown in Equation (5)). The results were
analyzed under four different scenarios: (i) zero, (ii) low, (iii) medium, and, (iv) high jitter. Under
zero jitter, none of the messages in the system are affected by jitter. Hence, their arrival times
remain unchanged. Under the next three different jitter scenarios, the arrival times of randomly
selected time-triggered messages originating from a randomly selected set of jitter-affected nodes
are modified as a function of the message period. In low, medium, and high jitter scenarios, the
randomly chosen messages are subjected to jitter values equal to p nj /8, p nj /5, and p nj /4, respectively
(where p nj represents the period of message j belonging to node n). We considered a real-world
automotive case study (as discussed in Section 6.1) consisting of 19 ECUs and 248 signals.
Figures 11(a)–(d) show the average response time of all the messages in the system for the three
framework variants with different objective function weights under zero, low, medium, and high
jitter conditions, respectively. The confidence interval on top of each bar represents the minimum and maximum of the average response time, and the number on top of the bar represents
the number of deadline misses. It is evident from Figures 11 (a)–(d) that JAMS-SG has superior
performance in response time compared with both JAMS-SA and JAMS-ACC-SG in most of the
cases, across all weight values and jitter scenarios. Most importantly, JAMS-SG never misses any
deadline for any weight value and jitter scenario. This is because JAMS-SG is able to find a better
jitter-aware frame-packing solution from the beginning due to its more effective GRASP-based
optimization. This results in achieving a solution that efficiently balances between minimizing the
number of FlexRay messages and maximizing laxity of the messages. JAMS-SA fails to find a comparable solution, because of the lack of local search mechanisms to improve the quality of the pure
SA-based solution. JAMS-ACC-SG suffers similarly as JAMS-SA until the local search process is
initiated. But, when the local search process begins, the system temperature is already low. This
forces the system to only accept the better solutions, as the acceptance probability function results in a smaller probability value in case of a relatively bad solution. This in turn often results
in the approach getting stuck at a local minima. From Figure 11, it can also be observed that as
the weight value increases, the number of missed deadlines decreases across the frameworks and
under different jitter scenarios. This is due to the increasing emphasis on minimizing the number of FlexRay frames in all three frameworks, resulting in fewer frames to be scheduled, which
simplifies the problem. Moreover, Figure 11 also shows that choosing a very high or a very low
weight value makes the system heavily biased towards optimizing either the number of FlexRay
frames or towards optimizing laxity. To avoid this, we select an intermediate weight value of 2.
Henceforth, all the other comparisons are done against JAMS-SG (the best variant in our analysis)
with weight (w ) = 2.
6.3 Response Time Analysis
Next, we present a comparison study of JAMS-SG with message-scheduling frameworks from prior
work. We use the same vehicle test case as used in the previous subsection. The arrival times
of randomly selected messages from the randomly chosen nodes are delayed to induce jitter in
simulations. Moreover, all the nodes and the messages in them have an equal probability of being
selected to be subjected to jitter.
Figures 12(a)–(c) show the average response time of the messages under low, medium, and high
jitter scenarios (configured as discussed in the previous subsection). The confidence interval on
each bar represents the minimum and maximum average response time of the messages achieved
using each technique, and the number on top of each bar represents the number of deadline misses.
The response time results are clustered into groups based on the message deadlines (on x-axis),
and the dashed horizontal line represents the deadlines. It can be observed that using OMSC-FM
results in high response times in the presence of jitter. This is because of the high emphasis on
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Fig. 11. Average response time of all signals for different objective function weights (with number of missed
deadlines shown on top of the bars) under (a) zero, (b) low, (c) medium, and, (d) high jitter conditions; for
JAMS-SA, JAMS-SG, and JAMS-ACC-SG.
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Fig. 12. Message deadlines vs average response time (with number of missed deadlines shown on top of the
bars) under (a) low, (b) medium, and (c) high jitter conditions; for the comparison frameworks (OMSC-JM
[26], OMSC-FM [26], PMSC [23], JAMS-GREEDY [27], JAMS-GA [15], [27]), and our proposed JAMS-SG
framework. The number of instances of missed deadlines typically increases as jitter goes from low to high
for the comparison frameworks, and the messages with smaller (more stringent) deadlines are generally
more susceptible to missing deadlines.

ACM Transactions on Design Automation of Electronic Systems, Vol. 24, No. 6, Article 63. Pub. date: September 2019.

63:26

V. K. Kukkala et al.

minimizing the number of static segment slots, which resulted in the generated solution having
only a few static segment slots, but poor jitter resilience. However, OMSC-JM performs relatively
better, as it allocates extra slots for transmission. However, it still has issues handling random jitter
during runtime, especially for high-priority messages. In the PMSC technique, jitter has a strong
impact on the high-priority messages, because of the frame-packing approach used in it. PMSC
aims to use the entire static segment slot by packing the signals that are larger than the slot size and
uses EDF-based preemption at the beginning of each slot. In the presence of jitter, especially for
high-priority messages, the arrival of these messages is delayed, causing the node to wait for the
next transmitting slot to preempt existing transmissions of low-priority messages. This delay along
with jitter can sometimes exceed the message deadline and lead to missed deadlines. Additionally,
JAMS-greedy and JAMS-GA result in suboptimal frame packing that focuses on minimizing the
number of FlexRay frames. The jitter-awareness due to the runtime scheduler in these works helps
them to be relatively jitter-resilient compared to other prior works. However, these frameworks
start missing deadlines when there is high jitter. It is evident that under all three jitter scenarios,
JAMS-SG outperforms all the other prior works with no deadline misses. This is accomplished
by JAMS-SG’s ability to find a balanced solution that results in optimal frame packing and jitter
resilience. Moreover, the support for partial message transmission helps JAMS-SG to meet the
deadline constraints under different jitter scenarios.
6.4 Sensitivity Analysis
In this subsection, we analyze the impact of jitter on a specific subset of messages and study the
behavior of the system. The same test case considered in the previous subsection is used, and the
results are compared with the prior works described previously.
Figures 13(a)–(c) illustrate the message deadline vs average response time plots for the considered test case under low, medium, and high jitter, for the case where only the high-priority
messages (messages with deadline ≤40ms) are subjected to jitter. The messages affected by jitter
are randomly chosen from the set of high-priority messages belonging to the randomly chosen
set of nodes. It can be seen that the impact of jitter results in higher response times and deadline
misses for the high-priority messages in most of the frameworks from prior work. In particular,
for OMSC-JM and OMSC-FM, some of the low-priority messages suffer from very long response
times and deadline misses. JAMS-SG not only results in minimal response times for most of the
cases, but also results in no deadline misses.
Figures 14(a)–(c) show the message deadline vs average response time plots for three jitter scenarios where only the low-priority messages (messages with deadline >40ms) are subjected to
jitter. It is clear that almost all of the frameworks except JAMS-SG fail to meet the deadline constraint for specific scenarios.
From Figures 12, 13, and 14, it is evident that JAMS-SG can handle a wide variety of jitter patterns
and is still able to meet the deadline constraints for all the messages in the system.
6.5 Scalability Analysis
To evaluate the effectiveness of JAMS-SG for system configurations with different complexities,
we analyzed our framework against the frameworks from prior works by selecting test cases with
varying combinations of number of nodes and number of signals. Figure 15 presents the average
response times of all the messages for the high jitter scenario for different system configurations
{p, q} where p denotes the number of nodes and q is the number of signals (x-axis).
The number on the top of each bar indicates the number of signals that missed the deadline in
that configuration. For larger test cases, some of the prior works (OMSC-JM, OMSC-FM) failed to
result in a feasible solution within the 24h time limit. It can be observed that even with increasing
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Fig. 13. Message deadlines vs average response time with jitter affecting high-priority messages only; (with
number of missed deadlines on top of bars) under (a) low, (b) medium, and (c) high jitter conditions; for
the comparison frameworks (OMSC-JM [26], OMSC-FM [26], PMSC [23], JAMS-GREEDY [27], JAMS-GA
[15, 27]), and JAMS-SG. The number of instances of missed deadlines typically increases as jitter goes from
low to high for the comparison frameworks, and the messages with smaller (more stringent) deadlines are
generally more susceptible to missing deadlines.

system size, JAMS-SG is able to meet all message deadlines for every configuration. However, it
can be seen that prior works lacking jitter awareness suffer from multiple deadline misses. Among
them OMSC-FM seems to perform particularly poorly compared to all other works because of its
heavy emphasis on minimizing number of allocated slots, thereby resulting in a minimal number
of available slots, but a lack of jitter resilience.
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Fig. 14. Message deadlines vs average response time with jitter affecting low-priority messages only; (with
number of missed deadlines on top of bars) under (a) low, (b) medium, and (c) high jitter conditions; for
the comparison frameworks (OMSC-JM [26], OMSC-FM [26], PMSC [23], JAMS-GREEDY [27], JAMS-GA
[15, 27]), and JAMS-SG. The number of instances of missed deadlines typically increases as jitter goes from
low to high for the comparison frameworks, and the messages with smaller (more stringent) deadlines are
generally more susceptible to missing deadlines.
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Fig. 15. Average response time for different system configurations (with number of missed deadlines on
top of bars) under high jitter; OMSC-JM [26], OMSC-FM [26], PMSC [23], JAMS-GREEDY [27], JAMS-GA
[15, 27], and our JAMS-SG framework.
Table 1. Time Taken to Generate the Solution (in Seconds) for Different Configurations:
OMSC-JM [26], OMSC-FM [26], PMSC [23], JAMS-Greedy [27], JAMS-GA,
and our JAMS-SG Frame-work

{20,274}
OMSC-JM
2,700.54
OMSC-FM
2,700.49
PMSC
0.72
JAMS-GREEDY 0.71
JAMS-GA
66.05
JAMS-SG
94.15

{25,304}
2,700.89
2,700.85
1.89
1.811
142.6
134.96

Configurations
{35,292} {40,345}
2,700.94 2,700.93
1,116.09 2,700.95
1.947
2.58
2.52
3.48
152.15
178.75
298.62
449.71

{60,360}
1.31
3.01
122.08
576.02

{80,392}
1.65
5.93
157.97
1,149.80

Last, Table 1 presents the time taken (at design time) for JAMS-SG and other frameworks to
generate the best solution for the different system configurations. It can be seen that JAMS-SG
is able to achieve a better solution (jitter resilient frame packing and schedule) with no deadline
misses under 20mins even for the largest test case configuration. Thus, our proposed JAMS-SG
framework is highly scalable across a variety of system complexities and jitter profiles, and unlike the frameworks proposed in prior work, results in no message deadline misses for the test
cases considered. This makes the framework a promising approach to cope with random jitter in
emerging automotive systems.
7

CONCLUSION

In this article, we presented a novel message-scheduling framework called JAMS-SG that utilizes
both design time and runtime scheduling to mitigate the effect of jitter in time-triggered automotive systems. At design time, our framework uses a hybrid SA+GRASP heuristic for jitter-aware
frame packing and to synthesize a design time schedule. At runtime, our framework effectively
handles both jitter-affected time-triggered and high-priority event-triggered messages using the
proposed MLFQs and runtime scheduler. We also proposed a custom frame format to solve the
addressing and segmentation problem associated with packing multiple jitter-affected messages.
We compared our JAMS-SG framework with the best-known prior works in the area by studying
performance under varying jitter conditions. Our experimental analysis indicates that JAMS-SG is
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able to achieve lower response times for most of the cases and, more importantly, without missing
any message deadlines. Our experiments also show that JAMS-SG is highly scalable and outperforms the best-known prior works for various system sizes and under a variety of jitter patterns.
Last, our framework can be extended to other time-triggered protocols with minimal changes.
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