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The increasing demand for low-power and high-performance multimedia embedded systems has motivated
the need for effective solutions to satisfy application bandwidth and latency requirements under a tight
power budget. As technology scales, it is imperative that applications are optimized to take full advantage
of the underlying resources and meet both power and performance requirements. We propose MultiMaKe,
an application mapping design flow capable of discovering and enabling parallelism opportunities via code
transformations, efficiently distributing the computational load across resources, and minimizing unnecessary data transfers. Our approach decomposes the application’s tasks into smaller units of computations
called kernels, which are distributed and pipelined across the different processing resources. We exploit the
ideas of inter-kernel data reuse to minimize unnecessary data transfers between kernels, early execution
edges to drive performance, and kernel pipelining to increase system throughput. Our experimental results
on JPEG and JPEG2000 show up to 97% off-chip memory access reduction, and up to 80% execution time
reduction over standard mapping and task-level pipelining approaches.
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1. INTRODUCTION

The ever-growing demand for media-rich embedded systems, limitations in the uniprocessor domain [Agarwal et al. 2000], and technology scaling have motivated the need
for efficient low-power platform solutions. [Olukotun et al. 1996] showed that chip multiprocessor (CMP) platforms perform 50–100% better than superscalar architectures
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Fig. 1. JPEG2000 block diagram.

for applications with high levels of parallelism. These platforms are well suited for
emerging multimedia applications with high levels of parallelism such as [VCEG 2003,
JPEG 1986, 2000], where data partitioning allows for task level parallelism [Chong
et al. 2007]. Today’s embedded systems are deployed with heterogeneous on-chip
memory hierarchies composed of small caches and/or software-controlled scratchpad-memories (SPMs), where SPMs are favored over caches due to their increased
predictability, and reduced area and power consumption [Banakar et al. 2002]. In order
to map an application efficiently onto multiprocessor platforms with limited resources,
designers have to address both the memory constraint problem as well as the load
balancing problem. The application mapping process is composed of several steps
that include the partitioning of the application into tasks, task scheduling, and data
placement for each of these tasks. Designers often look at task scheduling and data
placement as two separate steps, where they try to optimize each step separately. This
approach is not optimal because the choice of a schedule will impact data placement
opportunities. Conversely, data placement affects how well a schedule performs.
Therefore, when mapping an application on to a multiprocessor platform, designers
must look at both scheduling and data mapping as one tightly coupled step. This work
proposes MultiMaKe, an application mapping design flow capable of discovering and
enabling parallelism opportunities via code transformations, efficiently distributing
the computational load across resources, and minimizing unnecessary data transfers.
Our approach decomposes the application’s tasks into smaller units of computations
called kernels, which are distributed and pipelined across the different processing
resources. We exploit the ideas of inter-kernel data reuse to minimize unnecessary
data transfers between kernels, early execution edges to drive performance, and kernel
pipelining to increase system throughput. Our experimental results on JPEG and
JPEG2000 show up to 97% off-chip memory access reduction, and up to 80% execution
time reduction over standard mapping and task-level pipelining approaches.
2. MOTIVATION
2.1. Inter-Kernel Data Reuse

Our approach targets multimedia applications that have a streaming nature, meaning
that data enters at one point, and is then propagated through a series of filters (tasks).
Each task may contain a set of kernels (loops), on which it spends most of its execution
time accessing data. In terms of granularity, we treat each function as a task, for
examples of such partition please refer to the CHStone suite [Hara et al. 2008]. Most
data reuse techniques [Banakar et al. 2002; Cho et al. 2008; Issenin et al. 2004; Issenin
and Dutt 2005; Kandemir et al. 2001; Panda et al. 1997; Verma et al. 2003] focus on
exploitation of intra-kernel reuse, whereas we focus on inter-kernel reuse. Due to the
amount of data that multimedia applications process, it is very common to partition
the data and process it independently.
The idea of inter-kernel data reuse can be observed by looking at the data flow in
the JPEG2000 encoder from Figure 1. The image goes through a preprocessing phase
that may include formatting the pixel value ranges (DCLS), multi-component transformation (MCT), and tiling (splitting the image into smaller images called tiles, which
are processed independently). Next, each tile component is processed by the discrete
wavelet transform (DWT) filter, which decomposes the image into multiple subbands at
different resolution levels, where each subband (HH, HL, and LH) represents a downsampled residual representation of the image, and the LL subband represents a 2:1
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void dcls:

void mct:

/ input: B,G, R
// output: B,G, R
for ( i = 0; i < width; i++)
for ( j = 0; j < height; j++) {
B[i][j] = B[i][j] - pow(2, s-1)
G[i][j] = B[i][j] - pow(2, s-1)
R[i][j] = B[i][j] - pow(2, s-1)
}

// input: B,G, R
// output: Yr, Ur, Vr
for ( i = 0; i < width; i++)
for ( j = 0; j < height; j++) {
Yr[i][j] = ceil((R[i][j] +
(2*(G[i][j] )) + B[i][j] )/4);
Ur[i][j] = B[i][j] - G[i][j];
Vr[i][j] = R[i][j] - G[i][j];
}
(b)

(a)

59:3

Fig. 2. Sample code for the (a) DCLS and (b) MCT tasks.

sub-sampled version of the original image component. This decomposition feature is
one of the main motivations for the use of DWT as it facilitates the notion of progressive
image transmission. The component array passes from containing component values
to containing DWT coefficients. Next, DWT coefficients go through the scalar quantization step which improves the compression rate at the cost of loss in quality. The array
now contains the quantized values passed to the entropy coder block (EBCOT), which
performs bit plane coding and arithmetic coding before generating the end bitstream.
Figure 2 shows the sample code for two tasks, dcls and mct. As we can see, each
of the color (R, B, and G) arrays is reused across the tasks. Array B[] for instance
is reused to compute two different streams (Y r[], U r[]) by mct. Current approaches
execute dcls entirely before executing mct, which is detrimental for performance and
power consumption. In our approach, we try to address this issue by decomposing each
task into a series of kernels, which are then pipelined.
2.2. Kernel Pipelining

The idea behind kernel pipelining is the decomposition of tasks into kernels, where each
kernel execution is pipelined on a series of cores thereby improving the application’s
throughput. By reducing the execution of tasks into smaller kernels, we are able to
reduce their memory footprint, which allows our pipelining heuristic to find interkernel data reuse opportunities that were not present in the original application.
MultiMaKe’s task-graph model has been enhanced to include the necessary information
to treat each kernel as a task, which is used to pipeline their execution. Figure 3(a)
shows the standard scheduling of kernels k1 and k2, where k2’s execution starts after
k1 has finished its execution. Figure 3(b) shows kernels k1 and k2 decomposed into
smaller kernels (via loop transformations), where each kernel is pipelined, efficiently
processing a subset of the data. As we can see in Figure 3, kernel k1 used data array
A, and kernel k2 will use data arrays A and B. If we follow standard task pipelining
approaches we can observe kernels k1 and k2 being pipelined over two processors.
Standard approaches force k2 to wait for the entire execution of k1, thereby increasing
the chances of k1 overwriting data present in the cache and reducing the chances of k2
reusing data array A. MultiMaKe on the other hand decomposes a task into its basic
computational kernels via loop-level code transformations, as shown in Figure 3(b). In
this case, it is possible to pipeline the execution of each kernel tile (k1a-k1d, k2a-k2d),
thereby achieving higher throughput. Note that each kernel has a smaller memory
footprint, so the chances of kernel k2a reusing data remaining from k1a are higher than
if we were to let kernel k1 execute entirely before allowing kernel k2 execute, hence
maximizing the application’s data-reuse. Note that our main loop transformations:
fission, tiling, and unrolling increase the amount of possible parallelism (where each
new tile is a compute node in our task graph), as well as inter-kernel dependencies. Such
increment comes at a cost, as the extra dependencies and tasks to pipeline slow down
our pipelining heuristic, and the extra dependencies may also increase the number of
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k1:
for i = 0 to 1023
A[i] = A[i] - 128

k2:
for i = 0 to 1023
B[i] = A[i] / delta

A

P0

k1a:
for i1 = 0 to 255
A[i1] = A[i1] - 128

k2a:
for i1 = 0 to 255
B[i1] = A[i1] / delta

k1d:
for i2 = 768 to 1023
A[i2] = A[i2] - 128

k2d:
for i1 = 768 to 1023
B[i2] = A[i2] / delta

A1

A2

B1

B2

A3

A4

B3

B4

k1a

k1b

k1c

k1d

k2a

k2b

k2c

B

k1
k2

P1

a) Normal Task Level Pipelining

b) MultiMake Kernel Level Pipelining

Fig. 3. Kernel pipelining.
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Fig. 4. MultiMaKe design flow.

wait stalls in the system. So the degree of unrolling and tiling play a major role in both,
the convergence to a feasible pipelining solution as well as the system’s performance
(introduction of new stalls due to extra dependencies).
3. APPLICATION MAPPING FLOW
3.1. Overview

Figure 4 shows the MultiMaKe design flow. It is composed of a series of steps that allow
us to take an application, decompose its tasks into kernels, and pipeline their execution.
The MultiMaKe flow is composed of three main parts. The front end creates the initial
set of kernels from the application’s tasks by analyzing the task, and decomposing it
into a set of kernels. The middle end analyzes the application’s kernels and determines
ACM Transactions on Embedded Computing Systems, Vol. 12, No. 1s, Article 59, Publication date: March 2013.
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Fig. 5. Homogeneous CMP platform.

inter-kernel data reuse opportunities, computational node opportunities as well as
early execution analysis. The back end takes the augmented task graph and pipelines
it across a series of processors. If a solution is not feasible, then the kernel pipelining
goes back to the decomposition steps and reduces the aggressiveness level of the loop
transformations.
3.2. Target Platform

We consider homogeneous CMP platforms (Figure 5) [Suhendra et al. 2006; Bathen
et al. 2008], consisting of multiple processing cores, each with its own SPM/data cache,
instruction cache, and a DMA engine to facilitate the data transfers among the various
SPMs. These types of CMPs are particular useful for applications with high levels
of task and data parallelism. Our CMPs make use of the shared bus communication
infrastructure since they are still the most dominant types of communication fabrics
used in embedded systems. Each CPU can request data transfers between on-chip/offchip memories by programming the DMA engine. Each CPU can talk to each of the
SPMs through the SPM shared bus, at the cost of some extra communication cycles.
Each CPU can also talk to off-chip memory through the off-chip shared bus.
3.3. Assumptions

Our approach assumes that the designer has already partitioned the application into
a series of tasks (nodes) and their execution dependences (edges). Each application’s
task graph is known beforehand, so their initial execution dependencies are known (for
more information on task partitioning refer to Hara et al. [2008]). Our transformation
techniques work on applications with high levels of regular access patterns. We assume
that each task’s kernels can be represented as a series of well defined loop nests, which
contain array accesses with affine loop expressions. Issenin and Dutt [2005] proposed
a method to automatically generate affine functions for loop nests from original C
programs. Tasks with high levels or irregularity are still part of our task graphs, but
are omitted from the code transformation and analysis steps.
3.4. Input Model Generation

Once kernels have been extracted, MultiMaKe then proceeds to generate the input
models for our analysis tools. The input model generation consists of an abstracted view
of each of the kernel’s loop nest. Figure 6(a) shows the output of MultiMaKe’s kernel
extraction tool written in C++ that goes over each of the application’s tasks (functions)
and extracts its set of loops. For each loop nest, it marks it as regular/irregular, and then
generates a node as well as dependence edges between nodes representing the initial
task graph. As we can see from Figure 6(b), the kernel generated consists only of the
loop nest and the array accesses. All other computational statements are removed since
our goal is to analyze their access patterns for possible data reuse and early execution
opportunities. The #task name field is derived from the function name and the kernel
number. The #task id field is an incremental unique ID utilized to differentiate between
ACM Transactions on Embedded Computing Systems, Vol. 12, No. 1s, Article 59, Publication date: March 2013.
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void jpeg_quantize :

void jpeg_quant_k3:

_REGULAR_
_yy_name_:quantize.c:quantize_loop_190
_yy_start_
for (i=0; i<64; i++)
{
m = in_block[i];
if (m > 0)
o = (m + q/2) / q;
else
o = (m - q/2) / q;
if (i < 63)
q = LuminanceQuantization[i+1];

#task_name: determines name of task/kernel
#task_id: defines the task unique ID
#task_dependencies: list of task dependencies in unique ID format
#task_n: number of cycles per loop iteration obtained by profiling

out_block[i] = o;
}
_yy_end_
(a)

<loop body>
Example:
#task_name: quantize_k3
#task_id: 5000
#task_dependencies: 4000
#task_n: 119
60 - for i4 = 0 to 63
62 -- in_block [ i4 ]
70 -- LuminanceQuantization [ i4 + 1 ]
73 -- out_block [ i4 ]
(b)

Fig. 6. JPEG quantization task (a), JPEG quantization kernel (b).

the tasks. The #task dependencies field contains a list of unique IDs relative to each of
the task’s dependencies separated by a single space. In order to calculate the #task n
field, we need to profile each kernel independently. This is done by adding timing macros
to each kernel, and running it several times in order to compute its average execution
time. Following the kernel’s macros is the abstracted loop body consisting of the loop
nest and the array accesses with their respective affine index expressions. MultiMaKe
is composed of a series of tools that automate the process of kernel extraction, analysis
and pipelining. The input model generation is the only part in MultiMaKe’s flow that
is partially automated.
4. TASK DECOMPOSITION
4.1. Motivation

As described in Section 2, in order to increase the system’s throughput and minimize
unnecessary data transfers (maximize data reuse), we need to decompose the application’s tasks into smaller units of computation whose memory footprint is reduced.
The idea is to first separate kernel code from non-kernel code. Non-kernel codes are
compute nodes in themselves, and are added to the initial task graph. Kernels then
become kernel nodes, which are further decomposed (broken down) into smaller units
of computation. For instance, if we apply tiling to a kernel, each tile produced can
potentially be a compute node in our task graph. In the following sections we will focus
primarily on regular loops/kernels. Non-loop code (any statement pre/post loop-code)
and irregular loops are bypassed by our transformations engine and directly added
to our task graph as regular tasks (compute nodes). Our task decomposition step will
walk through all tasks and their respective kernels and finish after applying the necessary transformations. Note that the entire process (MultiMaKe’s flow) will end when a
suitable pipelining solution is found, as some transformations might need to be toned
down (e.g., degree of loop unrolling). The following sections describe this process.
4.2. Loop Fission

Once MultiMaKe extracts kernels for each task (Section 3.4), the next step is to decompose the task’s execution into smaller units of computation in order to efficiently
distribute the processing load across the computational resources. We achieve this by
subjecting each kernel to a series of loop transformations with the goal of exploiting as much parallelism as possible. Multiprocessor platforms benefit from loop fission
ACM Transactions on Embedded Computing Systems, Vol. 12, No. 1s, Article 59, Publication date: March 2013.
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void dcls:

void dcls_fission:

for ( i = 0; i < width; i++)
for ( j = 0; j < height; j++) {
B[i][j] = B[i][j] - pow(2, s-1)
G[i][j] = B[i][j] - pow(2, s-1)
R[i][j] = B[i][j] - pow(2, s-1)
}

for ( i = 0; i < width; i++)
for ( j = 0; j < height; j++)
B[i][j]=B[i][j]- pow(2, s-1)
for ( i = 0; i < width; i++)
for ( j = 0; j < height; j++)
G[i][j] = B[i][j] - pow(2, s-1)
for ( i = 0; i < width; i++)
for ( j = 0; j < height; j++)
R[i][j] = B[i][j] - pow(2, s-1)
(b)

(a)

59:7

Fig. 7. DCLS (a) Before and (b) After loop fission.

because the loops can be distributed among the available processing cores. This process
is similar to exploiting hidden parallelism in sequential applications [Zhong et al. 2008].
Figure 7 shows the DCLS task before fission (a) and after loop fission (b). As there
are no intra-dependencies among the three arrays being accessed, it is possible to split
the loop body into three independent loops (three independent kernels).
4.3. Loop Tiling

As shown in Figure 2, task MCT depends on data produced by DCLS. Standard scheduling techniques would force MCT to wait until DCLS has completed its execution. Ideally, there would be enough cache/SPM space to store all three arrays, so by the time
DCLS finishes executing, MCT can execute and hit the cache/SPM on every access to
DCLS’ produced data. However, embedded systems have limited memory resources, so
storing an image in a 4KB cache/SPM is unrealistic. This brings us to loop tiling [Wolfe
1989], which has been efficiently used to exploit loop level parallelism for both uniprocessors and multiprocessors [Xue 2000]. The goal of loop tiling is to partition the
iteration space into blocks, where each block accesses chunks of data elements, with
the goal of increasing cache utilization. Classical approaches such as [Xue 2000] try
to distribute tile execution among the different computational resources for a single
kernel. In our case, we try to pipeline the tile execution for a series of kernels in order to
improve throughput as well as exploit inter-kernel reuse. The idea is that once we have
decomposed the task into a series of computational kernels, we can further decompose
them into even smaller computational units. Our tiling engine tries to optimize the tile
size to fit into the available SPM space. We use an NxM block based search approach
to find the right tile size to fit data into SPMs. Note that we assume data is stored in
row-major order, and our goal is to take advantage of DMA burst transfers. Tiles with
large stride sizes (distance between accesses) might lead to poor DMA performance
and energy consumption due to constant resets (when number of continuous accesses
is much less DMA burst size). This negative impact will be reflected during the evaluation of our schedules/mappings in the pipelining stage. Figure 8 shows the tiled kernel
bodies of both DCLS and MCT tasks. The variables tw and th refer to tile width and
tile height respectively, and n and m refer to image width and image height. For more
information on loop tiling for scratchpad based systems please refer to Kandemir et al.
[2001].
4.4. Loop Unrolling

Each tile can be represented as a single computational kernel with its own loop nest
whose iteration space is bounded by the tile’s boundaries. In Figure 8 we can observe
the decomposition of DCLS and MCT into their respective computational kernels where
each kernel has a series of data dependencies. So we have gone from two tasks (DCLS,
MCT) and a single dependence to having six kernels which can be treated as six
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void dcls_tiled:

void mct_tiled:

for(ii=0; ii<m; ii+=tw)
for(jj=0; jj<n; jj+=th)
for(i=ii; i<min(m, ii+tw); i++)
for(j=jj+i; j<min(n+i, jj+th+i); j++)
B[i][j-i] = B[i][j-i] - pow(2, s-1)

for(int ii=0; ii<m; ii+=tw)
for(int jj=0; jj<n; jj+=tw)
for(int i=ii; i<min(m, ii+tw); i++)
for(int j=jj+i; j<min(n+i, jj+tw+i); j++)
Yr[i][j-i] = ceil((R[i][j-i] +
(2*(G[i][j-i] )) + B[i][j-i] )/4);
for(int ii=0; ii<m; ii+=tw)
for(int jj=0; jj<n; jj+=tw)
for(int i=ii; i<min(m, ii+tw); i++)
for(int j=jj+i; j<min(n+i, jj+tw+i); j++)
Ur[i][j-i] = B[i][j-i] - G[i][j-i];
for(int ii=0; ii<m; ii+=tw)
for(int jj=0; jj<n; jj+=tw)
for(int i=ii; i<min(m, ii+tw); i++)
for(int j=jj+i; j<min(n+i,jj+tw+i); j++)
Vr[i][j-i] = R[i][j-i] - G[i][j-i];
(b)

for(ii=0; ii<m; ii+=tw)
for(jj=0; jj<n; jj+=th)
for(i=ii; i<min(m, ii+tw); i++)
for( j=jj+i; j<min(n+i, jj+th+i); j++)
G[i][j-i] = G[i][j-i] - pow(2, s-1)
for(ii=0; ii<m; ii+=tw)
for(jj=0; jj<n; jj+=th)
for(i=ii; i<min(m, ii+tw); i++)
for(j=jj+i; j<min(n+i, jj+th+i); j++)
R[i][j-i] = R[i][j-i] - pow(2, s-1)
(a)

Fig. 8. Decomposition of DCLS (a) and MCT (b).

Fig. 9. Inter (straight lines) and Intra (dashed lines) dependence edges.

computational tasks themselves. Both DCLS and MCT can now be partitioned into
three independent tasks, each operating over its own iteration space as well as its
own data sets. The next step in our approach is to unroll the execution of the tiles
generating a series of independent kernels, each operating over a block of data. During
this step we create a task graph representing the unrolled kernels. Each node in
the graph consists of a tile, and each edge represents tile dependence. There are two
types of dependence edges generated during this step, inter-kernel and intra-kernel.
Inter-kernel data dependencies refer to dependencies across kernels, such as the ones
observed in Figure 8. Intra-kernel dependencies come from loop-carried dependencies,
where the execution of the current tile depends on the execution of previous tiles. In
order to resolve dependencies between kernels, we formulate Omega tests [Pugh 1991]
for each tile pair based on their loop boundaries as well as their affine index expressions.
Omega tests have been extensively used in the compiler community to resolve array
dependencies and test for valid loop transformations. The goal of the omega test in our
case is to find whether or not two tiles will have overlapping iteration spaces. If so, we
can identify the bounds of the intersection between the two iteration spaces as well as
the iteration in which such an overlap took place.
Figure 9 shows the two types of edges generated during this step. Straight edges are
inter-kernel dependencies, while the dashed edges are intra-kernel dependencies. Note
that each node (A1-3, B1-3) in the graph represents a single tile instance relative to its
execution time for a single kernel. Both kernels A and B have been tiled and unrolled,
hence generating inter-kernel dependencies between fully unrolled tiles (A1-3 and B13). Standard approaches would force execution of B to wait for A’s completion, however,
in our model, in order to initiate the execution of kernel B’s tiles (B1-3) we only need to
complete the execution of B1-3’s individual dependencies. In other words, execution of
tile B1 can start as soon as tiles A1 and A2 have completed their execution. The Y-axis is
the address of the array, and the X-axis is the relative iteration. The degree of unrolling
ACM Transactions on Embedded Computing Systems, Vol. 12, No. 1s, Article 59, Publication date: March 2013.
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is determined by our pipelining heuristic. We first start with an n-degree unrolling
factor, where the outer loops are fully unrolled. If the task graph is too large, and
clustering cannot reduce it enough, thereby generating unfeasible pipelining solutions,
we reduce the degree of unrolling as shown by the feedback edge from our pipelining
step (back end) to the kernel decomposition step (front end) in Figure 4.
4.5. Code Size Impact

Managing the data loaded and unloaded from the SPM as well as code transformations
such as loop fission, loop tiling, unrolling, etc. are known to have an impact in the code
size. Our task decomposition approach replicates the code in the application’s kernels
obtaining similar code size increments ranging from 1.6 to 3.2 times in assembly lines
for each kernel, as observed in Issenin et al. [2004].
4.6. Progressive Task Graph Augmentation

We now take these partial task graphs obtained from the tiling/splitting and unrolling
steps and augment our initial task graph, where the two nodes representing the DCLS
and MCT tasks are decomposed into a series of smaller computational kernels where
each kernel can operate over a smaller block of data. Figure 10 shows the gradual
augmentation of the task graph for the DCLS and MCT tasks. Figure 10(a) shows
the initial task graph. Figure 10(b) shows the initial task graph with both DCLS
and MCT decomposed into their respective computational kernels (fission and tiling).
Finally, Figure 10(c) shows the augmented task graph with the execution of both DCLS
and MCT further decomposed into multiple computational nodes, each with its own
dependencies (after unrolling over the kernel tiles).
5. INTER-KERNEL DATA REUSE ANALYSIS
5.1. Inter-kernel Data Reuse

Once the front end of MultiMaK’s flow has decomposed tasks, and generated the augmented task graph, the middle end takes it as input and analyzes the generated kernels.
The middle end updates the task graph with data dependence edges composed of five
fields denoted by <start address, end address, buffer size, access type, sharing type >.
The start and end addresses correspond to the absolute address for each kernel based
on the lower/upper bounds of the accesses. The buffer size is calculated by dividing the
absolute size (start-end address) by the strides of the loops. The access type refers to
whether the edge represents read only (r/o) access, write only (w/o) access, or read/write
(r/w) access. Finally, the last field describes whether the edge refers to local or shared
data.
Figure 11 shows the pseudocode of our inter-kernel data reuse analysis, and Figure 12
shows an example of our analysis and the task graph update process. Our algorithm
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1
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14
15
16
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18
19
20

Inter-kernel Data Reuse Analysis Algorithm
initialize memory map
foreach kernel k
foreach buffer b accessed by kernel k
calculare start/end addressfor the pair (k, b)with respect to the memory map
compute access type for pair (k, b)- r/o, r/w, w/o
add self reference edge for pair (k, b) - local edge
foreach kernel pair k1, k2
foreach edge e1 in edges(k1)
foreach edge e2 in edges(k2)
compute data dependence (e1, e2) = e1 e2
if e1 e2
add inter-kernel data dependence edge containing (e1

e2) to i_edges

foreach kernel k
foreach edge e1 in edges(k)
foreach eshared edge se in i_edges(k)
if e1 se

Fig. 11. Inter-kernel data reuse analysis algorithm.

Fig. 12. Inter-kernel data reuse example.

first generates a memory map with absolute start/end addresses for all pre-allocated
buffers (Line 1, Figure 12(a)). We then walk the list of kernels in our task graph (in
sequential fashion, starting from tasks with no dependencies). Each kernel is analyzed,
and for every array it touches, we create a local edge as shown in Figure 9(b) (Lines
3–7). Finally, as we walk through each kernel, we look at its adjacent (dependent)
kernels, and evaluate the inter-kernel data reuse by computing the intersection given
by the data sets of each buffer they access (Lines 9–14). As we can see in Figure 12,
both tasks k1 and k2 use data array a. So both tasks have local edges that represent
accesses to a (denoted as a1 , and a2 respectively) and b. After local edges have been
computed, we proceed to compute shared edges for each kernel. As seen in Figure 12(c),
we compute the shared edge a1 ∩ a2 (which represents the inter-kernel data reuse) and
add it to the list of inter-kernel edges (i edges). Finally, we update the local edges with
the necessary information (Lines 16–20), where a1 = ∅ and a2 = a2 − a1 ∩ a2 , as seen in
Figure 12(c). We update local edges so that there are no redundant data sets present in
the task graph and our mapping heuristic does not make unnecessary data placements
(which will affect our solutions both in power consumption and performance). After this
process is complete, both shared and local edges are merged into a single edges list.
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Clustering Algorithm
Do
initialize delta = # task graph nodes * max_task_exec_time
foreach shared edge (inter-kernel data reuse edge)
add the kernel pair (k1,k2) into clustering candidates list
foreach kernel k
compute expected initialization time (delta) with respect to its dependencies
foreach kernel pair (k1, k2)in the clustering candidate list
compute their clustering cost = reuse data / distance
for each kernel pair (k1, k2)
if cost > clustering threshold
create supernode k(1,2) = clustering of nodes k1, k2
add k(1,2 to task graph, and remove k1, k2 end
repeat until we cannot cluster any more

Fig. 13. Clustering algorithm.

Fig. 14. Task graph clustering.

5.2. Clustering

Once the augmented task graph has been generated, the next step is to find possible
clustering opportunities. Clustering serves as a means to minimize unnecessary data
transfers by clustering nodes that reuse the same data sets/arrays, reduce inter-task
data dependencies, as well as pipelining time. Clustering affects the amount of available parallelism, as well as early execution opportunities as explained in the next
section.
Figure 13 shows our clustering heuristic. The first step is to initialize the delta variable () used to calculate the cost of clustering nodes that determines the usefulness of
keeping data alive given the data’s lifespan (Line 2, Figure 13). Delta () is calculated
by multiplying the total number of tasks in the task graph by max task exec time (this
constant is tunable, and represents the maximum execution time among all tasks).
Figure 14 shows a total of six tasks (k1-k6), each task accesses a series of data arrays,
mapped to absolute addresses (the initial memory map calculated in Section 5.1). Since
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Fig. 15. Clustering candidates.

we have a total of 6 tasks, then we can compute  = 6 * max task exec time (10 in this
example) = 60. Tasks that can be accessed in parallel have a delta step of one ( = 1),
otherwise, their delta step is  = 60 as shown in Figure 14(a). Delta steps are used as
time units in our initial list schedule, and serve as a means to differentiate between
possible execution times of the different tasks. If no tasks have execution dependencies,
then they can potentially start at the same time (with some delay in case DMA access
is needed), so their delta step is one, so they can all fit within the same delta step.
In the worst case the task graph is a sequential task graph with each task depending
on its previous task, so each task is sequentially assigned to a continuous delta step,
starting from zero, to n * , where n is the number of tasks in the task graph.
We then calculate an initial list schedule of tasks disregarding number of available
processing cores. The next step is to determine the clustering candidates (Lines 3–4,
Figure 13) per inter-kernel (shared) edges from section 5.1. The list is traversed, and
for each edge, we add the pair k1, k2. Once a candidate pair is identified, we calculate
their delta initialization time (k1, k3 = 0, k2, k6 = 60, etc.) given their place in the
initial schedule, as well as their cost. As shown in Figure 15, where cost of clustering
(k1, k2) = (512 Bytes / distance ( = 60)) = 8.53, (Lines 6–11). For each kernel pair, if
the cost exceeds the clustering threshold (tunable parameter by the designer), then we
cluster the nodes k1 and k2, and add them back to the task graph as a super node (k1,
k2). As shown in Figure 14(b), candidate pairs (k1, k2) and (k4, k5) have been clustered
(Lines 13–16). Figure 15 shows the data affected by clustering the two candidate pairs.
As we can see, the number of dependencies is reduced as well as the number of tasks.
Dividing the total size of data reused obtained from clustering nodes (i.e. k1, k2) by
 allows us to efficiently maximize SPM utilization. If we instead clustered k1 with
k5, the memory space containing (k1, k5 = 128) data would be locked from the time
k1 starts its execution until k5 finishes its execution, which is, as soon as k3 finishes.
As we can see in Figure 15, distance (k1, k5) = 180, which is three orders magnitude
more than distance (k1, k2) = 60. Note that distance here refers to the execution time
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b: <128, 191, 64, r/o, local>
b: <128, 191, 64, w/o, local>
k1

k1

k2
a2- (a1

a1

k2

1 U a2 : <0, 127, 128, r/w, local>
a2)=<64, 127, 64, r/o, local>

a2 : <0, 63, 64, r/w, shared>
a) Cluster candidates

b) Nodes after clustering

Fig. 16. Kernel clustering.

Fig. 17. Early execution edges.

between data reuse, given distance (k1, k2) = 60, we see that k2 will reuse data from
k1 after 60 execution units. At this point, these execution units are abstract, and only
relevant to our clustering heuristic.
Figure 16(a) shows two clustering candidates, and their respective data dependence
edges. After clustering, we end up with a super node consisting of tasks k1, k2 in
Figure 16(b), where inter-kernel (shared) edges become local to the super node (a = a2 ∪
a1 ). If the union data between two kernels is greater than the available SPM space, we
do not cluster it as this clustering would cause our mapping algorithm to take the data
and map it to main memory, which would be detrimental to energy and performance.
5.3. Early Execution Edges

MultiMaKe exploits the idea of early execution edges which are a type of dependence
edge that allow our scheduling heuristic to determine whether or not it is possible to
start a task before its dependence finishes its entire execution. In order to obtain early
execution edges, the live-range for a set of array accesses is calculated and utilized to
find out at which iteration the given set is no longer referenced. Early execution edges
are useful when a kernel cannot be tiled due to intra-kernel dependencies or tiling is
not beneficial. Figure 17(a) shows two kernels, k1and k2. As we can see, both k1and k2
access array a. Standard approaches would schedule k2 after k1finishes its execution,
that is, when r > 255 and c > 255. Now, we can set up a test to check whether or not we
can start the execution of kernel k2 before r and c reach 255. If the test fails, then we
cannot start the execution of k2 before k1’s end because of inter-kernel dependencies.
However, in this case, we can see, that execution of k2 can start after k1’s execution
reaches the iteration point given by <r = 126, c = 254>. This technique allows us to
improve the application’s performance. As stated before, clustering might keep us from
finding these opportunities, if we were to cluster k1 and k2, then the execution of k1and
k2 would be done sequentially in a single core, thereby reducing performance. Early
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Fig. 18. Inter-kernel mapping.

execution requires support from the platform’s scheduler in order to take advantage of
this information at runtime. During runtime, the scheduler keeps a list of completed
tasks, a list of running tasks, and a small memory region allocated to early execution
information containing a list of ready early execution edges (EEs). When a task is
running and the early execution bounds are met, it adds its task ID to the list of EEs.
And so, its dependents can check the list of ready EEs, and if found, execution starts.
6. KERNEL SCHEDULING AND PIPELINING
6.1. Interkernel Data Mapping

Our mapping heuristic considers the following two cases when mapping data and tasks:
read-only shared, and shared with dependences. As shown in Figure 18(a), in the case
where two kernels use the same data as read-only (array b) with no other dependence,
it is possible to schedule them in parallel (tasks k1, k2), where k1 and k2 share SP M2 .
When a dependence exists as shown in Figure 18(b), we can see that since part of array
a is shared by both k1 and k2, we map it to SP M1 , which is locked during the execution
of both k1 and k2. SP M2 will contain array b while k1 executes, and the second half
of array a when k2 starts its execution. Note that each data array in our task graph
represents a data buffer that needs to be mapped onto an SPM or main memory.
6.2. QEA Mapping Algorithm

We use the quantum-inspired evolutionary algorithm (QEA) [Han and Kim 2002] to
map tasks onto multiprocessors [Ahn et al. 2008]. QEA has the advantage of obtaining
a set of best alternative solutions at the same time under multiple criteria. Its efficiency has been proven by comparing it to similar evolutionary algorithms as well as
exhaustive formulations [Kirkpatrick et al. 1983; Yang and Ha 2009]. We briefly go
over QEA in this section, for more details refer to Han and Kim [2002].
Figure 19 shows the overall mapping flow that is part of our MultiMaKe framework.
First, given an input model, QEA generates a series of mapping solutions. Like other
evolutionary algorithms, QEA is also characterized by the representation of the individual state, the evaluation function, and the population dynamics. The main difference
is that it uses a probabilistic representation called Q-bit instead of binary, numeric, or
symbolic representation. A Q-bit is the smallest unit of information (e.g. information
on task mapping to C PU0 or C PU1 ) which is defined with a pair of numbers (α, β)
where |α|2 + |β|2 = 1. |α|2 gives the probability of the Q-bit to be found in the ‘0’ state
and |β|2 gives the probability of the Q-bit to be found in the ‘1’ state. A Q-bit may be
in the ‘1’ state, in the ‘0’ state, or in a linear superposition of the two and this is how
ACM Transactions on Embedded Computing Systems, Vol. 12, No. 1s, Article 59, Publication date: March 2013.

MultiMaKe: Chip-Multiprocessor Driven Memory-Aware Kernel Pipelining

59:15

Fig. 19. Overall mapping and scheduling flow.

QEA keeps potential solutions in a compact way, thereby enabling much faster design space exploration than many well known evolutionary and exhaustive algorithms
[Kirkpatrick et al. 1983; Yang and Ha 2009]. All tasks√are represented by Q-bits, which
are initialized to have the same probability (α, β = 1/ 2). Next, the mapping algorithm
randomly generates a set of solutions by comparing the probability |β|2 of each Q-bit
with a random variable whose range is from ‘0’ to ‘1’. For example, if |β|2 is bigger
than the random variable, the Q-bit can be mapped to C PU1 processor and if not it is
mapped to C PU0 . The scheduling algorithm outputs the total latency, the number of
off-chip accesses, and the number of DMA transfers for each mapping solution. With
these outputs, the mapping algorithm evaluates the quality of the solution by using
the cost function specified as a weighted sum. The function drives solutions to have as
few off-chip accesses as possible and as less DMA access and latency as possible at the
same time. Finally, the solution with the best gain (minimal latency, minimal off-chip
data transfers, etc.) is used to update the probability of the Q-bits for next generations.
If the state of a Q-bit in the best solution is ‘1’, the algorithm drives the probability of
the Q-bit of the offspring towards ‘1’. Here, |β|2 (the prob. of ‘1’ state) is increased thus
the possibility to generate a better solution in the next generation increases
6.3. QEA Memory-Aware Pipelining

Once a mapping solution is found during the QEA step, the solution is evaluated
by our memory aware pipelined scheduler. Our memory-aware pipelined scheduling
heuristic is based on Chatha’s retiming heuristic [Chatha and Vemuri 1998]. The
retiming heuristic relies on the notion of the Minimum Initiation Interval (MII), which
serves as the minimum window for the execution of a set of tasks. The smaller the
MII the higher the throughput is. MII is calculated by analyzing two types of MIIs,
Resource constrained MII (ResMII) and Recurrence constrained MII (RecMII) [Rau
1994]. ResMII is the maximum among Resource constrained initiation intervals
(ResIIs) of all resources and RecMII is the maximum among Recurrence constrained
initiation intervals (RecIIs) for all inter-iteration dependencies. ResII is the sum of
execution times of all tasks mapped to a resource and RecII is the time elapsed by an
inter-iteration dependency. MII is set to the maximum between ResMII and RecMII.
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Next, our memory-aware list scheduling [Bathen et al. 2008] is used to schedule all
tasks within the calculated MII considering communication costs including communication delay and bus conflict. If the mapping is not schedulable within MII, retiming is
done for all possible tasks by converting an ILD (Intra Loop Dependency) into an LCD
(Loop Carried Dependency) which does not constrain the scheduler. Thus, the retimed
tasks are migrated to a different pipeline stage. In case the current mapping is still not
schedulable with the current MII, the MII is incremented by a determined constant
factor or one percent of the current MII. Our list scheduler sorts all tasks in descending
order based on their original execution time obtained through profiling. Tasks with
lower execution time are more flexible to when scheduling them as their impact on
the critical path is not as great as tasks with long execution times. When a given task
can start depends on whether its dependences have finished their execution or if there
are early execution edges for the task. For every early execution edge going to the
task, we use the edge’s information to determine if it is possible to execute the task at
the current time without having to wait for its dependence to complete its execution.
We verify that all dependencies meet the early execution criteria by looking at
their current loop’s iterator/iteration pair. If these match the iterator/iteration pair in
the early execution edge, we can assume that we can start the execution of the task. The
mappings are given by the mapping algorithm presented explained in Section 6.1. The
goal of our memory aware scheduling heuristic is to determine the mapping between
each task’s data and the memory space in order to minimize off-chip memory accesses
and DMA transfers. Before we schedule a task (t) mapped to CPU (p), we look at the
data size currently placed in p’s SPM. If there is currently enough space for t’s data to
be placed in the SPM, the data is mapped to the SPM. Otherwise, we next search for
the remote available SPM which has enough space. Our approach tries to map the data
to on-chip SPM as much as possible to minimize the number of off-chip accesses. If the
data of one task which is already scheduled is currently mapped to a remote SPM or
off-chip memory, another task depending on the data can bring the data to local SPM
by using DMA only when the local SPM has enough space. Note that this step is critical
as what data is placed on the SPM will affect the execution of the current schedule. So
each potential data mapping will have an effect on the schedule’s execution time.
7. RELATED WORK
7.1. Task Scheduling and Pipelining

The task scheduling problem has been investigated extensively in the field of parallel
computing and has been proven to be NP-complete [Banerjee et al. 1995]. Typically,
the scheduling algorithms start with a precedence graph and attempt to optimally map
tasks to a series of processors. Most of these algorithms [Bakshi and Gajski 1997; Shee
et al. 2006] are greedy heuristics that rely on list scheduling. The amount of parallelism
exploited by these techniques is limited, so researchers have continuously searched for
new methods to parallelize the execution of their applications. One efficient way towards performance maximization is pipelining. [Banerjee et al. 1995] have proposed the
macro-pipelining scheduling method for heterogeneous systems and compared conventional homogeneous and heterogeneous multiprocessor systems. [Chatha and Vemuri
1998] have developed a retiming heuristic called RECOD to optimize resource and
memory utilization by partitioning the system. [Bakshi et al. 1997] have proposed a
system level design method for pipelined implementation in hardware/software codesign. [Shee et al. 2006] and [Shee and Parameswaran 2007] proposed pipelining
a system with multiple heterogeneous Application Specific Instruction-set Processors
(ASIPs) using a heuristic to explore the design space of such systems and obtain optimal configurations. [Ko and Bhattacharyya 2006] have extended the concept of data
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parallelism to heterogeneous data parallelism and proposed pipeline decomposition
trees (PDTs) to explore various pipeline configurations. [Gordon et al. 2006] proposed
a stream compiler to exploit task, data, and pipeline parallelism. None of these approaches takes into account memory and power as cost functions like our approach
does. [Xue 2000] apply loop tiling to single kernels and distribute their execution as
well as their data across multiple processing elements. The main difference from our
approach and Xues is that we pipeline the execution multiple of tiles from multiple
kernels across multiple processors with data reuse in mind. Consider Figure 3, if we
follow Xues approach, we would distribute the execution of kernel k1 (k1a-k1d) across
all processing elements followed by k2 (k2a-k2d). With limited SPM space, by the time
tiles from k2 start execution, the chances of data being reused (k2a reusing data from
k1a) are much lower since the remaining tiles (k1b-k1d) could have evicted it from the
SPMs.
7.2. Data Placement

Unlike cache-based platforms where data is dynamically loaded into the cache with
hopes of some degree of reuse due to access locality, SPM based systems depend completely on the compiler to determine what data to load. Placement of data onto memory
is often done statically by the compiler through static analysis or application profiling,
the location of data is known prior to runtime which increases the predictability of
the system. [Panda et al. 1997] profiled the application and tried to allocate all scalar
variables onto the SPMs by identifying candidate arrays for placement onto the SPMs
based on the number of accesses to the arrays, and their sizes. [Verma et al. 2003] look
at an applications arrays, and identify candidate arrays for splitting. The goal is to
find an optimal split point in order to map the most commonly used area of the array
to SPM, leaving remaining array elements in main memory. Brockmeyer et al. [2003],
look at arrays, or parts of arrays, and determine copy candidates (CCs) based on the
arrays reuse information, once they identify a CC they try to optimize the assignment
of the CCs to each level in the memory hierarchy. Kandemir et al. [2001] use loop transformation techniques such as tiling to improve data locality in loop nests with array
accesses, and map array sections to different levels in the memory hierarchy. Issenin
et al. [2004] and Issenin et al. [2006] proposed a data reuse analysis technique for
uniprocessor and multiprocessor systems that statically analyses the affine index expressions of arrays in loop nests in order to find data reuse patterns. They derive buffer
sizes to hold these reused data sets, and could be implemented on the available SPMs
in the memory hierarchy. Cho et al. [2008] proposed a data allocation and clustering
algorithm for multiprocessor systems, where they group data accesses for both regular
and irregular arrays into clusters which are mapped onto the SPMs. Our approach differs from these techniques in that most of these techniques exploit intra-kernel reuse,
where as we exploit inter-kernel reuse. Another difference in our approach is none of
these techniques consider different schedules for their data placements.
7.3. Memory Aware Heuristics

Suhendra et al. [2006] propose an ILP formulation that combines task scheduling,
SPM partitioning, and data allocation. They show that by combining task scheduling
and data placement into a single problem, they can achieve high gains in performance.
Szymanek and Kuchcinski [2001]proposed a constructive memory aware scheduling
algorithm that builds a schedule around the critical path and progressively schedules
tasks in order to balance the memory utilization across processors. The main difference in our work from existing approaches is that we are exploiting the applications
parallelism, pipelining, and data-reuse opportunities by applying different source level
transformations to the applications tasks. These transformations allow us to break
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the workload into smaller units of computation, where each kernel has the potential of
reusing data from a previous kernel. We distribute computations among the different
computational resources with the ultimate goal of reducing unnecessary data transfers.
7.4. Task Clustering Heuristics

Sarkar [1987] proposed the idea of edge zeroing scheduling, where tasks with longest
communication delay between them would be clustered into a single super node in order
to minimize communication overhead. Chiou Liou and Palis [1996] and Gerasoulis
et al. [1990] base their clustering on critical paths, where nodes on a critical path are
clustered and assigned to a single processor. Once a critical path is mapped, they update
the task graph, and find the next critical path. Our clustering heuristic is similar to
edge zeroing in the sense that we too try to minimize unnecessary data transfers,
however, MultiMakes memory-aware pipelining heuristic may distribute data within
local on-chip memories, rather than completely remove any communication between
tasks by assuming a processing node has enough memory to fit all data needed by super
nodes. Scheduling around a critical path would not take advantage of early-execution
opportunities. These approaches focus purely on performance of a system, in our case,
we also take power into consideration.
8. EXPERIMENTAL RESULTS

Due to limited space we will mostly cover newer results. For more results please refer
to Bathen et al. [2008] and Bathen et al. [2009].
8.1. Experimental Setup

We have taken three applications from the MediaBench II suite (JPEG Encoder, JPEG
Decoder and JPEG2000 Encoder) [Lee et al. 1997] to describe the developed algorithms
and heuristics presented in the MultiMaKe, as well as to show the effectiveness of the
framework in the experimental section. For this article, we mainly focus on performance and off-chip memory accesses as they are the main causes for dynamic power
consumption in these applications. MultiMaKe has been developed in C++, and has
been tested under Linux/Cygwin. To obtain the initial execution of each kernel, we
profile them using simplesim from the Simplescalar 3.0 tool set [Austin et al. 2002].
To evaluate the dynamic power due to memory accesses we used the CACTI tool set
[Thoziyoor et al. 2004] assuming 65nm SRAM technology. We assumed a 78nm 1Gb
DDR3 main memory. We first evaluate our memory-aware scheduler, and then proceed to evaluate our pipelining heuristic. Both of which will utilize our concept of task
splitting/tiling as well as early execution edges.
8.2. Memory-Aware Scheduling

We show progressively the improvements of our approach over the state-of-the-art
techniques; in this case, the base case was scheduled using the insertion scheduling heuristic [Suhendra et al. 2006]. The fist point of comparison incorporates our
task partitioning technique (TP), and the second approach incorporates our task partitioning and early execution edges techniques (EE). Finally, the last approach shows
improvements due to our memory-aware scheduling. Figure 20 shows performance
improvement in terms of latency reduction (end-to-end execution time) for the two progressive approaches (TP and EE) as well as our scheduling technique (Memory Aware
in Figure 20) which is a combination of TP, EE and our memory-aware scheme compared to the base case with an 8KB/8CPUs configuration, and 16, 32, and 64 task sets
being scheduled at the same time. The positive effects of our approach include higher
throughput due to increased task level parallelism and load balancing as more CPUs
are busy, as well as being able to fit more task specific data on local SPMs. On the other
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Fig. 20. Progressive performance improvement.

Fig. 21. Scheduling multiple tiles simultaneously.

hand, increasing the number of tasks may lead to an increased amount of stall cycles
due to increased number of dependencies, main memory contention, and thrashing, as
every task wants to bring its own data to local SPM. As our algorithm tries to bring
tasks to where data is, rather than data to where tasks are, we minimize thrashing.
8.3. Motivation for Pipelining

Most multimedia applications consist of a main loop that repeats the execution of a
series of tasks many times. For instance, the JPEG encoder consists of a main loop that
executes n iterations of the same kernels, where each iteration corresponds to a set of
data (8x8 pixel blocks). The only difference in the execution is the data being propagated through the kernels. As our insertion based scheduler tries to schedule tasks on
idle CPUs, how many tasks to look ahead (how many 8x8 blocks to fetch and schedule concurrently) has an impact on the schedules performance. Ideally, scheduling all
kernels at the same time would minimize idle time between CPU executions, however,
this might not always be the case as aggressively inserting kernels to maximize CPU
utilization might increase the thrashing effect as well as the stalls due to dependencies. Take JPEG2000 for example, where it is possible to schedule the processing of all
JPEG2000 tiles concurrently. Figure 21 shows that there are cases when scheduling
more tiles at the same time is not as beneficial, given the platform being targeted. For
instance, for a CMP with 16KB/16CPUs it would be better to schedule 64 tiles, than
schedule 16, or 32 tiles. On the other hand, if a platform had less CPUs and SPM space
(4KB, 4CPUs), scheduling 16 tiles concurrently would be more beneficial. One could
guess, for smaller platforms, schedule less tiles, and for bigger platforms, schedule
more, however, this is not always the best approach as we can see in the 8KB/16CPUs
and 16KB/4CPUs configurations.
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Fig. 22. Latency trade-off for tiled JPEG2000 (B=Both, M=Off-chip, L=Latency).
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Fig. 23. Off-chip memory accesses trade-off for tiled JPEG2000 (B=Both, M=Off-chip, L=Latency).

8.4. QEA Trade-Off Analysis

Our QEA heuristic is an improvement over our memory-aware scheduling in that
we pipeline execution of kernels in order to 1) improve performance and 2) reduce
scheduling time. We can tune our heuristic to search for power/performance or both
(power and performance) aware schedules. This is useful in cases where designers
might want to do a trade-off analysis. Figure 22 shows an example where we look
at performance variations between different CMP configurations and different costfunctions. Figure 23 shows off-chip data (tiles) accesses for the same configurations as
in Figure 22. As we can see here, the examples where performance was the cost-function
(denoted by points ending in (L)), the latency was minimized with no regard to off-chip
accesses (Tiled 16KB, 4/8CPU with 16KB SPMs). If we look at the same point, when
we use off-chip memory accesses as the cost function (denoted by points ending in (M)),
the latency doubles while the off-chip accesses are more than halved. We demonstrates
that for the same CMP configurations, MultiMaKe can find the best schedule given the
cost-function. It is also possible to find a middle ground where both performance and
off-chip accesses are taken into account as seen in the bar <Tiled 16KB, SPM 16KB
(M), 4 and 8CPU>, where off-chip memory accesses were kept as low as if the costfunction was off-chip accesses, while keeping latency overhead at a minimum.
8.5. Pipelining + Clustering JPEG Encoder/Decoder Performance

We now look at the effects on performance/latency when considering both pipelining and
clustering of kernels. For these set of experiments, we defined the base case as the initial
task-graph pipelined with no tiling, no clustering, and no early execution analysis. As
we can see from Figure 24, when we apply our task decomposition and splitting/tiling
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Fig. 24. Latency trade-off with both pipelining and clustering.

to each task, we can see up to 79% latency reduction for the JPEG Decoder and 64%
latency reduction for the JPEG Encoder when pipelining our augmented task graph and
compare the results to those obtained by pipelining the original task graph. Since our
task graph is larger than the original because of task decomposition/kernel generation,
we can better utilize the CMP resources. With the original task graph we see that in
some cased there is no point in using more than 8 CPUs, where as the parallelism
achieved by MultiMaKe can use up to 64 cores for the same application.
8.6. Pipelining + Clustering JPEG Encoder/Decoder Off-chip Accesses

MultiMaKe can reduce off-chip memory accesses by up to 94% and 97% for the JPEG
Encoder and Decoder, as shown in Figure 25 with respect to pipelining the original task
graph. This reduction is due to the fact that MultiMake tightly couples the computation
with its data. By applying our memory-aware scheduling heuristic, we are able to
reduce unnecessary data transfers since rather than bringing the data to where the
computation will take place, MultiMaKe maps the computation to where the data is
located. Furthermore, by tiling/splitting kernels into smaller computational units, their
memory requirements are also reduced, thereby efficiently using the CMPs resources.
8.7. JPEG2000 Clustering Effects in On-Chip/Off-Chip Transfers

Figure 26 shows the effects of clustering on both on-chip data transfers as well as
off-chip data transfers. Here, clustering greatly reduces on-chip data transfers, up
to 30%, with an average of 22% for all platform configurations. Similarly, off-chip
access reduction due to clustering ranges from 0 to 18% with an average of 6%. This
shows that clustering of nodes greatly helps reducing both on-chip as well as offchip data transfers. However, as stated before, clustering may reduce performance, as
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Fig. 25. Off-chip Trade-off with both pipelining and clustering.

Fig. 26. Clustering effect for JPEG2000 (128x128 and 256x256 tiles).
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early execution opportunities may disappear, as is the case for the 64CPU4KB CMP
(256 Tile), where on-chip transfers were reduced by 30% at a cost of 9% performance
degradation.
9. CONCLUSIONS AND FUTURE WORK

In this article we introduced MultiMaKe, an application mapping design flow capable
of discovering and enabling parallelism opportunities via code transformations,
efficiently distributing the computational load across resources, and minimizing
unnecessary data transfers. Our approach decomposes the applications tasks into
smaller units of computations called kernels, which are distributed and pipelined
across the different processing resources. Our experiments show up to 97% off-chip
memory access reduction and up to 80% execution time reduction over standard
mapping and task-level pipelining approaches. We showed that clustering can further
reduce on-chip data transfers by up to 30%, however, it must be done wisely as we saw
performance degradation in some cases because of missed opportunities to execute
kernels in parallel or to take advantage of early execution edges. We are extending
our approach to take into account intra-kernel data reuse and exploring more complex
platforms such as heterogeneous MPSoCs, with different memory hierarchies and
different types of communication infrastructures.
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