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Abstract— As high performance computing systems contin-
ually become faster, the operating cost to run these systems
has increased. A significant portion of the operating costs
can be attributed to the amount of energy required for these
systems to operate. To reduce these costs it is important for
system administrators to operate these systems in an energy-
efficient manner. To help facilitate a transition to energy-
efficient computing, the trade-offs between system perfor-
mance and system energy consumption must be analyzed and
understood. We analyze these trade-offs through bi-objective
resource allocation techniques, and in this paper we explore
an analysis approach to help system administrators inves-
tigate these trade-offs. Additionally, we show how system
administrators can perform “what-if” analyses to evaluate
the effects of adding or removing machines from their
high performance computing systems. We perform our study
using three environments based on data collected from real
machines and real applications. We show that by utilizing
different resource allocations we are able to significantly
change the performance and energy consumption of a given
system, providing a system administrator with the means to
examine these trade-offs to help make intelligent decisions
regarding the scheduling and composition of their systems.

Keywords: bi-objective optimization; energy-aware computing;
heterogeneous computing; resource allocation

1. Introduction

As large computing systems (e.g., supercomputers, clus-
ters, datacenters) have increased in size and performance, the
costs of operating these systems have increased as well. A
significant portion of these costs can be attributed to the
amount of energy that is required to run these systems.
Between the years 2000 and 2006 the energy consumption
more than doubled for high performance computing (HPC)
systems, resulting in servers and datacenters accounting for
approximately 1.5% of the total United States energy con-
sumption for that year [1]. This amounts to approximately
61 billion kWh, or $4.5 billion in electricity costs. Energy
consumption by HPC systems has continued to increase;

from 2005 - 2011 the electricity consumption of these
systems has increased by 56% worldwide [2].

Due to the increased electricity use and costs, some system
administrators are now faced with the challenge of operating
under limitations on electricity usage. To operate efficiently
under these limitations, it is important to understand the
trade-offs between system performance and system energy
consumption. In [3] and [4] it was shown that increasing the
energy consumption of a system often leads to an increase
in the performance of the system, and vice-versa. Based
on these studies, it is imperative for system administrators
to analyze the trade-offs between energy consumption and
performance of their systems to operate at a desirable level.

In this research, we examine how utilizing different re-
source allocations (i.e., mapping of tasks to machines) on a
given system can allow us to analyze the trade-offs between
energy consumption and performance for that system. The
current state of the art resource managers, such as MOAB,
are unable to reasonably determine the trade-offs between
performance and energy based on our experience with it in
cluster computing environments.

We model a heterogeneous distributed computing environ-
ment used to execute a workload consisting of a bag of tasks.
In such an environment, a task may have different execution
and power consumption characteristics when executed on
different machines. This behavior requires one to explore
different resource allocations to optimally manage the energy
consumption and performance of the system. We define a
resource allocation to be a complete mapping of all the
tasks in the bag to the machines. The competing nature
of minimizing energy consumption and increasing system
performance allows this problem to be modeled as a bi-
objective optimization problem.

Many bi-objective optimization algorithms exist, such
as those found in [5], that can be adapted and used to
produce resource allocations for our problem. We take the
solutions produced by such algorithms and create graphical
representations that allow us to analyze the performance and
energy trade-offs. We produce plots that show general trends
between performance and energy consumption, as well as
more detailed graphs that allow us to analyze how different




allocations use the system on a machine-by-machine basis.
Analysis of these graphs can help system administrators find
allocations that will allow the system to run at a specified
energy/performance level as well as identify inefficiencies
in their systems. Additionally, system administrators may
desire to simulate the effect and observe the performance
and energy consumption implications of adding or removing
machines to the system. This could lead to the design of
more efficient and cost effective computing systems.

We examine the trade-offs between energy consumption
and performance for three different environments. Each
environment is based on a set of real machines and real tasks.
By analyzing numerous resource allocations, we show that
for each environment the behavior of the systems can differ
greatly, allowing system administrators to select a resource
allocation that best fits the needs of their system.

In this paper we make the following contributions:

1) Perform a machine-by-machine analysis of how dif-
ferent resource allocations can affect the perfomance
and energy consumption of a given system.

2) Provide an analysis approach that can identify both
energy efficient and energy-inefficient machines, al-
lowing system administrators to use this knowledge to
help build and manage their systems.

3) Demonstrate the versatility of our analysis technique
using three different heterogeneous environments.

The remainder of the paper is organized as follows.
Related work is discussed in Section 2. We explain the
system model in Section 3. In Section 4, we describe our
bi-objective optimization problem. Our experimental setup
is detailed in Section 5. Section 6 analyzes our simulation
results. Finally, our conclusion and future work is given in
Section 7.

2. Related Work

Several prior efforts have examined bi-objective resource
allocation problems in large computing environments.

The bi-objective genetic algorithm NSGAII [6] is adapted
for use within the resource allocation domain in [3] and [4].
System-level analyses are performed, specifically looking at
the trade-offs of energy and makespan [3] or energy and
utility [4]. Our current work performs an in-depth analysis on
a machine-by-machine level with a realistic system model.

A bi-objective heterogeneous task scheduling problem
between makespan and reliability is presented in [7] and
[8]. Instead of reliability, our work investigates the trade-offs
between makespan and energy consumption with a machine-
by-machine allocation analysis.

In [9], the authors solve a bi-objective optimization be-
tween makespan and robustness for a heterogeneous schedul-
ing problem. Solutions are created using a weighted sum
simulated annealing heuristic, where one run of the heuristic
produces a single solution. In our work we are concerned

with multiple solutions, and analyzing how their allocations
change based on their location in the search space.

A bi-objective flowshop scheduling problem between
makespan and total tardiness is modeled in [10]. Solutions
are created using a Pareto-ant colony optimization approach.
While we could use methods such as this Pareto-ant ap-
proach, the focus of our paper is on the resulting allocations,
not how they are created.

The authors of [11] model a homogeneous job-shop
scheduling problem between makespan and energy con-
sumption. We are interested in analyzing the behavior of
systems that consist of heterogeneous machines, which sig-
nificantly changes the problem and solution space.

An energy-constrained heterogeneous task scheduling
problem is examined in [12]. In this environment, the energy
constraint is realized by modeling devices with limited
battery capacity in an ad-hoc wireless network. In our work,
we are not directly concerned with an energy constraint,
though by analyzing different solutions from a Pareto front,
a solution could be picked that meets an energy constraint
if it was needed.

In [13], the authors try to minimize energy consumption
while trying to meet a makespan robustness constraint.
Because there is a constraint on the makespan robustness,
this is not a bi-objective optimization problem, and does not
involve the type of machine-by-machine analysis that we
preform.

There are many environments that can be modeled as dy-
namic resource allocation problems. One such environment
is [14], where the system must complete as many tasks as
possible by their individual deadlines while staying within
the energy budget of the system. This environment does not
perform a machine-by-machine analysis to to investigate the
trade-offs between energy and makespan.

3. System Model
3.1 Machines

We model a heterogeneous suite of M machines, where
each machine is one of MT machine types. Because we
are modeling a heterogeneous system, machine type A may
be faster for some tasks than machine type B, but may be
slower for other tasks [15]. Machines are also heterogeneous
in power consumption. We assume that each machine can
only execute a single task at a time, similar to the Colorado
State University ISTeC Cray [16]. Once a machine finishes
executing all of its assigned tasks it shuts down, and no
longer consumes any energy.

3.2 Workload

We model a workload environment where we have a bag
of T tasks, and each task belongs to a given task type.
Every task is known before the schedule is created. Due
to the heterogenous nature of the system, each task type



i executing on machine type j will have known execution
(Estimated Time to Compute (ETC)) and power consump-
tion (Estimated Power Consumption (EPC)) characteristics
denoted as ETC(z,5) and EPC(7,5). Tasks of the same task
type have the same ETC and EPC characteristics. In resource
allocation, it is common to assume the availability of such
characteristics (e.g. [17], [18], [19], [20], [21]). These values
may be taken from historical sources ([20], [19]) or may
be constructed synthetically for simulation purposes ([22],

[15D).

4. Bi-Objective Optimization
4.1 Overview

Many interesting engineering problems deal with mul-
tiple objectives. It is often the case that these objectives
are competing with one another, and optimizing for one
objective may cause the performance of another objective
to decrease. It therefore becomes important for one to
analyze the behavior (trade-offs) between these objectives.
In our research we are trying minimize system makespan
(Section 4.2.1) while trying to minimize system energy
consumption (Section 4.2.2).

4.2 Objective Functions
4.2.1 Minimizing Makespan

One objective is to minimize makespan, which is defined
as the time when all tasks have finished executing. Makespan
is used to measure the performance of the system.

The makespan for a specific resource allocation, denoted
1, is the maximum machine finishing time in the system.
The finishing time of a machine is the time at which all
tasks T, assigned to machine m have finished executing.
Let t,, € Ty, Y(t,,) be the task type of t,,, Q2(m) be the
machine type of m, and

F= Y ETC(Y(tm),Q(m)). (1)

Vtm €Tm

Makespan is given as

= Fm . 2
hE ?

4.2.2 Minimizing Energy Consumed

The other objective is to minimize total energy consumed.
This is defined as the total amount of energy consumed
by the machines to execute all tasks. The Expected Energy
Consumption (EEC) of a given task ¢ on a given machine
m is

EEC[Y(t),Q(m)] = ETC[Y(t), 2(m)]x EPC[Y(t), (m)).

3

The total energy consumption for the system is

E= Z Z EEC[Y(t,), Q(m)]. )

VmeM YVt €Ty,
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Fig. 1: Illustration of solution dominance for three solutions:
A, B, and C. Solution A dominates solution B because A
has lower energy consumption as well as a lower makespan.
Neither solution A nor C dominate each other because A
uses less energy, while C has a lower makespan.

4.3 Generating Solutions

In general, bi-objective optimization problems have a set
of optimal solutions (not a single solution). This set of
solutions is known as the Pareto optimal set, represented
as the Pareto front in objective space, defined as the set
of known solutions for which no better solutions in any
objective have been found [23]. Pareto fronts are useful for
analyzing the trade-offs between two objectives. A Pareto
front is calculated from existing solutions, but it is not known
where the true optimal set lies.

For a solution to exist within the Pareto optimal set, it
must not be dominated by any other solution. Domination is
defined as one solution being better than another solution in
at least one objective, and better than or equal to in the other
objective. A simple illustration of dominance is shown in
Fig. 1. We have three solutions: A, B, and C. B is dominated
by A because A has a lower makespan as well as a lower
energy consumption. Thus any solution located in the upper
right quadrant would be dominated by A, while any solution
located in the lower left quadrant would dominate A. Neither
solution A nor C dominate each other because A has a lower
energy consumption, and C has a lower makespan. Both of
these solutions would then be a part of the Pareto optimal
set.

Pareto fronts can be generated using any number of
algorithms, such as those found in [5]. The Pareto fronts
found in this paper were created using the Non-Dominating
Sorted Genetic Algorithm II (NSGAII) [6] adapted for use
within the scheduling domain as described in [3]. Note that
The method for generating the Pareto fronts are not the
focus of this paper, rather it is the analysis of the resource
allocations on the Pareto front.




Table 1: Machines Types (designated by CPU)
AMD A8-3870k
AMD FX-8159
Intel Core i3 2120
Intel Core i5 2400S
Intel Core i5 2500K
Intel Core 17 3960X
Intel Core i7 3960X @ 4.2 GHz
Intel Core i7 3770K
Intel Core i7 3770K @ 4.3 GHz

O 00| | O\ | | L B =

Table 2: Task Types
C-Ray
7-Zip Compression
Warsow
Unigine Heaven
Timed Linux Kernel Compilation

N B W | —

5. Experimental Setup
5.1 Datasets

To accurately model the relationships between machine
performance and energy consumption in the ETC and EPC
matrices, we used the method outlined in [4] where a dataset
consisting of five applications executed on nine machines
[24] is used to create a larger synthetic dataset. The synthetic
data set resembles the original data set in terms of hetero-
geneity characteristics, such as the coefficient of variation,
skewness, and kurtosis [25]. The original machine types
(designated by CPU) are listed in Table 1 and the original
task types are listed in Table 2. The original data contained
both execution times and total system power consumption
(measured at the outlet) for each task on each machine. Each
machine used 16GB of memory, a 240GB SSD, and ran
Ubuntu 12.04 (but had different processors).

5.2 Experiments

We considered three test environments each with 36
machines. The first test environment only used machine
types 1 and 2 and there were 18 machines of each type in
the system. The second test environment utilized machine
types 1-6, and there existed six machines per type. Finally
the third test environment consisted of the full set of nine
machine types with four machines belonging to each type.
The bag of tasks for each test environment was identical and
consisted of 1000 tasks distributed among 30 task types (the
five original task types and 25 synthetic task types).

6. Results

In Figs. 2- 4 we present the results of our experiments
for the two machine type, six machine type, and nine
machine type environments, respectively. In each fig., the
subfig. “F” shows the Pareto front for each environment,
where the x-axis is the total system energy consumption
measured in megajoules(smaller is better) and the y-axis is

the makespan of the system measured in minutes (smaller
is better). Each individual marker in these plots represents a
complete resource allocation. In each of these Pareto fronts,
we see that makespan decreases (e.g. system performance
increases) as the energy consumption of the system in-
creases. This is consistent with the results from [3] and [4].
To better understand why this trend occurs, we analyzed
five separate resource allocations from the Pareto front (the
square markers in each of the Figs. 2F, 3F, and 4F).

For each of our selected resource allocations for each
environment, we plotted the completion time and energy
consumption of each machine, and grouped the machines
by machine type as seen in subfigs. A-E for each envi-
ronment. Subfigs. A-E range from illustrating the minimum
energy consumption allocation in subfig. A to the minimum
makespan allocation in subfig. E. For the minimum energy
allocations (subfig. A), each task ends up being assigned to
a machine that is part of the machine type that executes that
task with the least amount of energy.

In the A subfigs. (in all three environments), we find that
for each environment there is one machine type that has
a longer finishing time than the other machine types (the
left graph in the subfig.), and thus determines the makespan
for this solution. This occurs because that machine type has
more tasks for which it is the minimum energy machine
type (implying it is a more energy-efficient machine type),
thus those tasks will prefer to run on machines of that type,
forcing the completion time for those machines to increase.
There can exist many allocations that minimize energy
consumption, therefore to be in the Pareto front, a minimum
energy allocation must dominate by lowering the makespan
of the system. The resource allocation heuristic accomplishes
this by decreasing the finishing times of machines in the
longest finishing time machine type. This results in balanced
finishing times for machines of that type as can be seen in the
subfigs. The other machine types have unbalanced finishing
times among their machines because they do not have any
effect on the makespan of the system. Another interesting
observation is that in the environments with six and nine
machine types (Subfigs. 3A and 4A) there exist machines
that do not execute even a single task. This is because these
machine types are not the minimum energy machines for
any task.

Examining the subfigs. from A to E, we find the com-
pletion times of all the machines start to become balanced.
This is because to lower the system makespan, a resource
allocation must distribute the tasks to all the machines so that
one machine (or machines in a machine type) is not forced
to execute significantly more tasks than the other machines.
Hence, working through the Pareto front (from left to right)
the machine completion times become more balanced (lower
makespan) by forcing tasks to run on machine types that
consume higher amounts of energy. This becomes most
apparent in the E subfigs., where the machines have balanced
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finishing times (left graph) but their energy consumptions
(right graph) are not balanced. This shows that as makespan
decreases, the amount of energy consumed increases.

It is important to note in Figs. 3 and 4 that even as the
allocations are decreasing makespan, there are still certain
machines that execute very few tasks, and it is not until the
lowest makespan allocation that they execute a comparable
number of tasks as the other machines. This occurs because
the trade-off in decreasing makespan versus the amount of
energy the system would consume is not large enough to
warrant using these energy-inefficient machines.

By examining Pareto fronts and various resource alloca-
tions from within those Pareto fronts, system administrators
can gather important information about the operation of their
systems. This includes finding machines and machine types
that are energy-inefficient. With this knowledge, a system
administrator may decide to leave these machines off to save
energy unless it is absolutely necessary to finish a workload
as fast as possible. Additionally, they can see which machine
types are being utilized the most and make future purchasing
decisions based on this information.

Finally, this study provides and example of how system
administrators can perform “what-if”” analyses. For example,
what if we add more machine types to the system, what if
we add more machines of a specific machine type, or what
if we turn off certain machines? All of these scenarios could

be simulated and then analyzed by the system administrator
to help them decide how to best manage their system. We
illustrate the power of these type of questions by comparing
our three test environments against one another. We see that
as we increase the number of machine types in the environ-
ment, we are able to both lower the makespan and have a
smaller total energy consumption for the system. There are
many reasons this may occur, the most straightforward is
that more powerful and energy efficient machine types are
added. Another reason is that additional machine types may
increase the heterogeneity of the system, resulting in task-
machine affinity being exploited. We are also able to see
that it may be better to invest in machines that are of types
8 and 9 as they are the machines that execute the most tasks
in the most energy efficient manner, while it may be best to
not use machine types 1 or 2 at all as they both consume
more energy than the other machine types.

The analyses performed in this work cannot be done by
evaluation of only the ETC and EPC characteristics, rather,
they require a more comprehensive analysis of the complex
interaction between the workload, machines, two objectives.

7. Conclusions and Future Work

Energy-efficient computing is becoming very important
due to the need for greater performance and the rising



costs of energy consumption. System administrators must
have tools that will allow them to evaluate the energy and
performance characteristics of their systems. In this work, we
provide a tool that allows system administrators to study the
trade-offs between system performance and system energy
consumption. We show that by analyzing individual resource
allocations we can examine how a given system is dis-
tributing and executing tasks depending on the performance
and energy consumption desired. This investigation can help
identify the degree of energy-inefficiency of the machines,
as well as allow system administrators to perform ‘“what-
if” analyses to determine the effect of adding or removing
machines from their systems.

There are many directions for future work. These include
examining different performance and cost objectives such as:
maximizing robustness, minimizing temperature, maximiz-
ing utility, and minimizing monetary costs. We would like
to enhance our power model by utilizing dynamic voltage
and frequency scaling techniques to save additional energy.
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