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Abstract—Multiple Voltage Frequency Island (VFI)-based designs can reduce the energy dissipation in multicore chips. Indeed, 

by tailoring the voltages and frequencies of each VFI domain, we can achieve significant energy savings subject to specific 

performance constraints. The achievable performance of VFI-based multicore platforms depends on the overall communication 

backbone, which relies predominantly on Networks-on-Chip (NoCs). Traditionally mesh-based NoCs have been used in VFI-

based systems. However, the mesh-based NoCs have large latency and energy overheads due to their inherently long multihop 

paths. Emerging paradigms such as the millimeter (mm)-wave small-world wireless Networks-on-Chip (mSWNoCs) have lately 

been observed to help reduce the impact of the communication backbone on the performance of the multicore chips. In this work, 

we demonstrate that not only do mSWNoC-enabled VFI designs mitigate some of the full-system performance degradation 

inherent in VFI-partitioned multicore designs, but they also help in eliminating it entirely for certain applications. We also 

demonstrate that the VFI-partitioned designs used in conjunction with a novel NoC architecture like mSWNoC can achieve 

significant energy savings while minimizing the impact on the performance for each application under consideration.  

Index Terms— Multicore, Voltage and Frequency Islands, Small-world Networks, Wireless NoC, Energy, Execution time 
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1 INTRODUCTION

ETWORK-ON-CHIP (NoC) architectures partitioned 
into multiple voltage-frequency islands (VFIs) are ca-

pable of reducing the energy dissipation subject to certain 
performance constraints. With such architectures, it be-
comes possible to do efficient power and thermal manage-
ment of multicore platforms via dynamic voltage and fre-
quency scaling (DVFS). DVFS-based approaches can be ap-
plied to individual cores independently, or to the entire 
system in a centralized or distributed manner. Either way, 
the state of the system needs to be known entirely or par-
tially; this involves information transfer among various 
parts of the multicore platform via the backbone NoC.  

Most of the existing VFI-partitioned designs use the 
conventional multi-hop, mesh-based NoC architecture. 
However, for large-scale systems, the inter-VFI data ex-
changes through traditional mesh NoCs introduce unnec-
essary latency and energy overheads. In terms of design 
optimization, it has been shown that small-world network 
architectures with long-range wireless shortcuts can signif-
icantly improve the energy consumption and data rates in 
massively integrated multicore platforms [1].  

In this context, the millimeter-wave small-world wire-
less NoC (mSWNoC) architecture can enable high perfor-
mance and energy efficiency [1]. Fortunately, the multi-
VFI platform represents a natural fit for the mSWNoC ar-
chitecture; indeed, the synchronous buffers in some of the 
NoC routers can be replaced with multi-clock FIFOs as 
needed. We conjecture that mSWNoCs can and should 
complement the core-level energy savings achieved by a 
suitable assignment of the voltage/frequency (V/F) values 
by providing a low-power and low-latency communica-
tion infrastructure for inter-VFI data exchanges. The main 
contributions of this work are as follows: 

 We demonstrate that the mSWNoC architecture en-
ables the design of a VFI-based multicore system 
that achieves energy savings without noticeable per-
formance degradation. Moreover, for some of the 
applications investigated, e.g. FFT, RADIX, CAN-
NEAL, and VIPS, there is no performance penalty.  

 We present a detailed energy-performance trade-off 
by considering the traffic patterns generated by the 
several SPLASH-2 and PARSEC benchmarks. Con-
sequently, we demonstrate that the energy savings 
also depends on the spatial traffic distributions and 
the injection rates that the benchmarks generate.  

 Benchmarks with high injection rates and 
higher amounts of long-range communication 
have a greater degree of energy savings when 
using the VFI mSWNoC system.  

xxxx-xxxx/0x/$xx.00 © 200x IEEE        Published by the IEEE Computer Society 

N 

———————————————— 

 Ryan Kim, Wonje Choi, Ehsan Mohandesi, and Partha Pratim Pande are 

with Washington State University, Pullman, WA 99164. E-mail: {rkim, 

wchoi, emohande, pande}@eecs.wsu.edu 

 Guangshuo Liu, Diana Marculescu and Radu Marculescu are with Carne-

gie Mellon University, Pittsburgh, PA 15213. E-mail: {gsliu, dianam, 

radum}@cmu.edu 



2 IEEE TRANSACTIONS ON COMPUTERS,  MANUSCRIPT ID 

 

 

 On the other hand, benchmarks with low injec-
tion rates and lower amounts of long-range 
communication have limited energy savings 
from the VFI mSWNoC system.  

 Our experimental results show savings up to 
47.1% (and on average 22.2%) of the overall en-
ergy-delay product (EDP) over non-VFI mesh 
while paying a maximum of 4.9% execution 
time penalty for all benchmarks considered. 

The rest of this paper is organized as follows: In section 
2, we outline the related work. Section 3 elaborates on the 
VFI configuration and the associated mSWNoC architec-
ture. Section 4 presents the experimental results. Finally, 
Section 5 concludes the paper by summarizing the salient 
contributions of this work. 

2 RELATED WORK 

Multiple VFI designs have become the de facto plat-
forms for both embedded and high performance multi-
core platforms [2], [3], [4], [5]. Most of these designs use 
mixed-clock/mixed-voltage FIFO interfaces for inter-VFI 
communication, similar to the one described in [6] and 
popularly referred to as Globally Asynchronous, Locally 
Synchronous (GALS) architectures [7]. 

The limitations and design challenges associated with 
existing NoC architectures are discussed in [8] and [9]. 
Conventional NoCs use multi-hop, packet-switched com-
munication, which contributes to considerable power, 
throughput, and latency overheads. A methodology pro-
posed in [10] improves performance by automatically syn-
thesizing architectures with a few application specific 
long-range links inserted into a regular mesh. Subse-
quently, the authors of [11] discuss the performance ad-
vantages achievable by inserting a few long-range wireline 
links following principles of small-world graphs [12]. The 
concept of express virtual channels is introduced in [13]. 
Despite significant performance gains, in all of the above 
schemes the long-range links are designed with conven-
tional wires. However, it has been already shown that be-
yond a certain length, wireless links are more energy effi-
cient than conventional metal wires [1]. Hence, the perfor-
mance improvements by using long-range wireless links 
will be more than that using wireline links.  

A comprehensive survey regarding various Wireless 
NoC (WiNoC) architectures and their design principles are 
presented in [8]. Roughly speaking, the WiNoC architec-
tures can be divided into two sub categories, viz. mesh 
with overlaid wireless links [14], [15], [16] and hierarchical 
architectures with long-range wireless shortcuts. Possibili-
ties of creating novel architectures aided by the on-chip 
wireless communication have been explored in [1] and 
[17]. These two works propose to design hierarchical and 
hybrid WiNoC architectures using long-range wireless 
shortcuts. In contrary to the mSWNoC architecture 
adopted in this work, the architectures in [1] and [17] do 
not have perfect (power-law based) small-world topolo-
gies. More precisely, the upper level of the hierarchy of [1] 
and [17] has either a mesh or ring topology with wireless 

shortcuts. The principal drawback of these architectures is 
that in presence of wireless link failures, the inter-switch 
data exchange in the upper level will be dominated by the 
multi-hop wireline ring or mesh and hence the perfor-
mance degradation can become significant [18]. In [18] and 
[19], it has been already shown that a WiNoC, where the 
network architecture is designed following the power-law 
based small-world connectivity [20], is robust in presence 
of wireless link failures compared to its hierarchical coun-
terpart. A WiNoC architecture suitable for VFI-based sys-
tems has been presented in [21]. However, the work in [21] 
focuses on the energy and latency profiles of the NoC and 
does not consider the full-system. Since the VFIs typically 
extend to both cores and the associated network infrastruc-
ture, the evaluation would be incomplete without showing 
full-system results. Also, [21] uses only communication or 
computation characteristics but not both during VFI crea-
tion. Lastly, [21] does not utilize the knowledge of the VFI 
structure when optimizing the wireless architecture. 

Although exploiting the small world effects has been 
initially used to improve the multicore performance [10], 
[11], it has been later demonstrated that small-worldness 
can also benefit the power management via control-theo-
retic approaches [22]. More recently, it has been shown that 
mSWNoC can help improve the temperature profile of the 
NoC switches and links compared to a traditional mesh in 
presence of DVFS [23]. But [23] considered distributed 
DVFS where the voltage and frequency on each NoC ele-
ment are fine-tuned as per traffic distribution. However, 
with VFI-based designs, the area overhead of implement-
ing per core DVFS can be reduced. 

To realize their full potential, VFI-partitioned systems 
require efficient communication architectures. Hence, in 
this work, we improve the state-of-the-art by proposing a 
new design methodology that exploits the emerging 
WiNoC paradigm to improve the energy dissipation and 
latency profiles for VFI-partitioned multicore chips when 
compared to the traditional mesh-based architecture. 

3 VFI ARCHITECTURE ENABLED BY MSWNOC 

In this section, we first describe how exactly we create var-
ious VFI clusters in a multicore chip. Then, we elaborate on 
the design of the mSWNoC architecture for the VFI-parti-
tioned system. Finally, we describe how the overall archi-
tecture needs to be fine-tuned to make it more suitable for 
the set of target applications.  

3.1 VFI Creation 

Generally speaking, VFI in multicore systems can be desir-
able from two perspectives: 1) Reducing the overall com-
munication cost; and 2) Improving the energy efficiency by 
producing better opportunities for V/F scaling. From the 
perspective of the overall network cost, the communica-
tion between two cores within the same VFI is significantly 
cheaper than communication between two cores residing 
in two different VFIs. This is because in the former case, 
fewer hops are needed to exchange data and no mixed 
clock and voltage interfacing is required. Thus, it is desira-
ble that the subsets of cores that heavily communicate with 
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each other get clustered into the same VFI. From the per-
spective of energy efficiency, it is desirable to cluster to-
gether cores that have similar utilizations. This way, cores 
running similarly behaved workloads can share the same 
V/F pair; this can help reduce the number of such distinct 
pairs without violating the performance constraints. 

There are three different ways of implementing VFI-
based clustering: 1) clustering based on communication, 2) 
clustering based on core utilization and 3) hybrid cluster-
ing that takes both utilization and communication into ac-
count. To understand VFI clustering, we need to briefly in-
troduce the salient features of these three types of VFI clus-
tering. The baseline architecture consists of 𝑛� homogene-
ous cores clustered into 𝑚� equally sized VFIs. We assume 
𝑛� is a multiple of 𝑚� so that an equally sized VFI clustering 
always exists. We also introduce some clustering nota-
tions. A vector of length 𝑛� containing per-core utilization 
is denoted by u �∈ [0, 1]𝑛𝑥1 . Utilization is defined by the 
number of instructions committed on average in each cycle 
normalized with respect to the issue width of the core.  

The traffic data between every source-destination pair, 
𝑓 is represented by an 𝑛 × 𝑛 matrix. For example, 𝑓𝑖𝑝  de-

notes the number of packets sent from core 𝑖� to core 𝑝� per 
unit of time. We also use a matrix 𝑋 to indicate whether or 
not a core is assigned to a cluster. Elements in 𝑋 can only 
be either 0 or 1, e.g., 𝑋𝑖𝑗, if and only if core 𝑖� is assigned to 

cluster 𝑗�, otherwise,�𝑋𝑖𝑗 �=�0.�Since we assume a total of 𝑚� 

clusters, 𝑋� is of size 𝑛 × 𝑚. Also, since 𝑓 and 𝑢 vary per 
benchmark the creation of VFIs is benchmark specific.  

3.1.1 Communication-Based VFI Creation 

We define the objective of the communication cost as: 

min∑ 𝑋𝑖𝑗𝑋𝑝𝑞𝑓𝑖𝑝𝜑𝑐𝑜𝑚𝑚(𝑗, 𝑞)𝑖,𝑗,𝑝,𝑞 ,                    (1) 

where 𝜑𝑐𝑜𝑚𝑚 is defined as: 

𝜑𝑐𝑜𝑚𝑚(𝑗, 𝑞) = {
1������������if�𝑗� ≠ 𝑞

1/√𝑚�������if�𝑗 = 𝑞
.                    (2) 

This assumes that the intra-cluster communication cost 
evaluates as one mth of the inter-cluster communication 
cost. This is because, on average, the number of hops re-
quired for inter- vs. intra-cluster communication comes as 

a ratio of √𝑚:1 if an m-cluster (i.e., m equal partitions) im-
plementation is assumed and the m clusters form a square 
grid. Indeed, in such a scenario, the height and width of a 

cluster are both 1/√𝑚 of those of the entire die. Therefore, 
the Manhattan distance between two cores within the same 

cluster is on average 1/√𝑚 of the Manhattan distance be-
tween two cores in different clusters. We note, however, 
that we use this simple communication cost function with-
out loss of generality for the purpose of providing a base-
line analysis. The communication cost function can be fur-
ther relaxed to include a more accurate cost function re-
flecting the exact number of intra- and inter-cluster hops 
based on a particular (uniform or non-uniform) clustering.  

The optimization objective in (1) is subject to the follow-
ing constraints. Firstly, any core can only be in a single VFI: 

∀𝑖:� ∑ 𝑋𝑖𝑗 = 1𝑗 .                                    (3) 

Also, each VFI contains precisely n/m cores: 

∀𝑗:� ∑ 𝑋𝑖𝑗 = 𝑛/𝑚𝑖 .                                 (4) 

Finally, 

𝑋𝑖𝑗 ∈ {0, 1}.                                      (5) 

Intuitively, the optimization process attempts to find the 
most communication-cost-effective way for clustering n 
cores into m VFIs, where the pairwise communication cost 
function is defined separately for inter-cluster and intra-
cluster situations. 

3.1.2 Utilization-Based VFI Creation 

To find the optimal utilization-based clustering, we group 
the cores that are in each m-quantile of the utilization val-
ues within a single VFI. In other words, this solution is to 
rank cores by their utilization value and then take the m 
partitions of the ranked data as the m VFIs. The resulting 
VFIs have minimum utilization variation, which can be 
easily proved by contradiction.  

3.1.3 Hybrid VFI Creation 

We also make the clustering aware of both communication 
and utilization, which is a more general formulation. To-
wards this end, from the utilization-based clustering, we 
take the mean values of utilization for each cluster, de-
noted as �̅�𝑗 for cluster j. We can treat these mean values as 

target values and add the utilization cost function as an ob-
jective for the formulation of communication-based clus-
tering (Eq. (1)), which can be re-written as follows,  

min�𝜔𝑐 ∑ 𝑋𝑖𝑗𝑋𝑝𝑞𝑓𝑖𝑝𝜑𝑐𝑜𝑚𝑚(𝑗, 𝑞)𝑖,𝑗,𝑝,𝑞 + 𝜔𝑢 ∑ 𝑋𝑖𝑗(𝑢𝑖 − �̅�𝑗)
2

𝑖𝑗   

subject to 
∀𝑖:� ∑ 𝑋𝑖𝑗 = 1𝑗   

∀𝑗:� ∑ 𝑋𝑖𝑗 = 𝑛/𝑚𝑖   

𝑋𝑖𝑗 ∈ {0, 1},                                    (6) 

where 𝜔𝑐  and 𝜔𝑢  denote the weights for communication 
cost and utilization cost, respectively. 𝜔𝑐 and 𝜔𝑢 can be ar-
bitrary real numbers and only the relative magnitude of 
these two parameters matters. Indeed, if 𝜔𝑐 is significantly 
larger than 𝜔𝑢, the solution will be very similar to that re-
sulting from the communication-based clustering. On the 
contrary, if 𝜔𝑐  is negligible when compared to 𝜔𝑢 , then 
cores i will tend to fall in the cluster j, where �̅�𝑗 is closest to 

𝑢𝑖  among all the target values. Such a case is essentially the 
same as the utilization-based clustering. In our setup, we 
normalize elements in f and u with respect to their maxi-
mum values and choose 𝜔𝑐 = 𝜔𝑢 = 1. 

The objective in (6) is a quadratic function in X; the 
problem is therefore a 0-1 quadratic programming which 
is NP-hard and needs to be solved using a branch-and-
bound approach since the variables are all discrete. We use 
a commercial solver named Gurobi [24] to solve it. As the 
hybrid clustering is more generic and takes into account 
both communication and utilization parameters, we adopt 
this mechanism in further performance analysis.  

Fig. 1 compares the three types of clustering for one of 
the PARSEC [25] benchmark VIPS in terms of both inter-
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cluster communication and intra-cluster utilization. As ex-
pected, the utilization-based VFI clustering (left) has the 
least utilization variation. Communication-based cluster-
ing (middle) encapsulates the inter-core communication 
within clustering with best effort. By comparing the inter-
cluster communication for both utilization-based and com-
munication-based clustering, we can see how the traffic 
hotspots get grouped together when considering the com-
munication when clustering. Hybrid clustering (right) per-
forms well from both perspectives as it groups a significant 
portion of the inter-core communication within cluster 4, 
similar to cluster 3 in communication-based clustering. 
Comparing the intra-cluster utilization distribution, hy-
brid clustering is nearly as good as utilization-based clus-
tering. Therefore, with a reasonable weights, 𝜔𝑐  and 𝜔𝑢 , 
hybrid clustering can achieve the best of both worlds.  

3.1.4 V/F Pair Assignment 

Given a VFI clustering configuration, a set of V/F pairs and 
a performance constraint, we employ the power and per-
formance models proposed in [26] for assigning V/F pairs. 
The power model, as a function of frequency, consists of 
dynamic and static power.  Dynamic power is modeled as 
the product of peak dynamic power, a fitted polynomial 
and a utilization term, which is also a function of fre-
quency. Static power is similarly captured by a peak value 
multiplied by a polynomial. Mathematically, it is given by: 

𝑃𝑜𝑤𝑒𝑟(ℑ) = 𝑃𝑑𝑦𝑛
𝑝𝑒𝑎𝑘(∑ 𝑎𝑖ℑ

𝑖4
𝑖=0 )(𝑐1𝑢(ℑ) + 𝑐2) + 𝑃𝑠𝑡𝑎

𝑝𝑒𝑎𝑘
(∑ 𝑎𝑗ℑ

𝑗6
𝑗=0 )   (7) 

where ℑ denotes frequency and 𝑃𝑑𝑦𝑛
𝑝𝑒𝑎𝑘

, 𝑃𝑠𝑡𝑎
𝑝𝑒𝑎𝑘

 are peak dy-

namic power and static power, respectively. u(ℑ) is utiliza-
tion, which is a function of frequency. ai, aj, c1 and c2 are 
fitting coefficients.  

The power model is trained and cross-validated for 
PARSEC and SPLASH-2 benchmarks with root-mean-
squared-percentage-error (RMSPE) of 4.37% [26]. Note 
that utilization is a function of core frequency since it in-
corporates both core and uncore (memory and network) 
effects, assuming uncore frequency is not dynamically 

scaled. The performance metric is:  

𝑃𝑒𝑟𝑓𝑜𝑟𝑚𝑎𝑛𝑐𝑒(ℑ) = 𝑓 ∙ 𝑢(ℑ)                      (8) 

We optimally solve (8) for the V/F value of each VFI to 
minimize total power of the system subject to a perfor-
mance constraint specified by a target�𝛼 ∈ (0,1) which in-
dicates that the resulting system delivers at least 𝛼 of per-
formance observed at its nominal frequency.  

3.1.5 VFI Interface 

In this VFI-enabled system, each island can work with its 
own voltage and frequency. As such, communication 
across different VFIs is achieved through mixed-
clock/mixed-voltage first-input first-output (FIFO) inter-
faces. This provides the flexibility to scale the frequency 
and voltage of various VFIs in order to minimize the over-
all energy consumption [27]. We present the latency and 
energy models used in our simulations in section 4.1.  

3.2 mSWNoC Architecture to Support VFI 

An mSWNoC architecture, where the long-range shortcuts 
are implemented through mm-wave wireless links operat-
ing in the 10-100 GHz range, is shown to improve the en-
ergy dissipation profile and latency characteristics of mul-
ticore chips [1].  Fig. 2 shows such an mSWNoC with 16 
cores divided into 4 VFIs. Each core is also associated with 
a NoC switch (not shown for clarity).  The mSWNoC has 
many short-range local links, as well as, a few long-range 

 

Figure 1. Comparison among utilization clustering, communication clustering and hybrid clustering in terms of communication pattern and 

utilization distribution for the VIPS benchmark. Red boxes highlight the cluster with the most communication, which is measured by the 

number of packets sent from one core to another per unit time. Boxplots illustrate core utilization distribution within each cluster. Hybrid 

clustering encapsulates communication within clusters reasonably well while still maintaining low variation for intra-cluster utilization. 

 

 

Figure 2. Small-world interconnection architecture with short- and 
long-range links shown for a multi-VFI platform. 
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shortcuts schematically represented by the dashed inter-
connects. This mSWNoC can be used as the communica-
tion backbone for a VFI-partitioned multicore platform. 
We note that the long-range wireless links can play im-
portant roles in achieving various goals, e.g. optimization 
for performance, exchanging control signals between mul-
tiple VFIs for efficient power management, etc. Hence, in 
this work we design the mSWNoC architecture to support 
efficient data exchange among various VFI domains. This 
is done by creating the wireline network, physically plac-
ing the cores, and placing the wireless links using the 
knowledge of the VFI domains and their traffic patterns.  

3.2.1 Wireline Network Architecture 

In the mSWNoC, the wireline links are designed using a 
power-law model [20]. We assume an average number of 
connections, ⟨𝑘⟩ , from each NoC switch to the other 
switches. The value of ⟨𝑘⟩ is chosen to be four so that the 
mSWNoC does not introduce any additional switch over-
head with respect to a conventional mesh.  Also, an upper 
bound, 𝑘𝑚𝑎𝑥, is imposed on the number of ports attached 
to a particular switch so that no switch becomes unrealisti-
cally large in the mSWNoC.  This also reduces the skew in 
the distribution of links among the switches. There is no 
specific lower bound on the number of ports attached to a 
switch but a fully connected network implies that this 
number must be at least 1. Both ⟨𝑘⟩ and 𝑘𝑚𝑎𝑥  do not in-
clude the local NoC switch port to the core. 

Due to the nature of the VFI clustering, additional con-
straints need to be applied to the connectivity of the 
mSWNoC. The distribution of links is divided into two 
steps: VFI intra-cluster connections, to ensure each clus-
ter’s connectivity and communication, and VFI inter-clus-
ter connections, to enable communication between the 
clusters. This is to ensure that both intra-cluster and inter-
cluster communications have sufficient resources and nei-
ther bottleneck the overall data exchange.  

For each switch, ⟨𝑘⟩ is divided into two parts, ⟨𝑘𝑖𝑛𝑡𝑟𝑎⟩ 
and ⟨𝑘𝑖𝑛𝑡𝑒𝑟⟩, the average number of intra-cluster and inter-
cluster connections respectively, such that (9) is satisfied. 

〈𝑘〉 �= � 〈𝑘𝑖𝑛𝑡𝑟𝑎〉 + 〈𝑘𝑖𝑛𝑡𝑒𝑟〉                        (9) 

For the VFI intra-cluster connections, each cluster is treated 
separately. A network is created for each cluster such that 
the connectivity follows the power-law model in [20]; the 
network is fully connected, has an average intra-cluster 
connectivity, ⟨𝑘𝑖𝑛𝑡𝑟𝑎⟩, and has an upper bound, 𝑘𝑚𝑎𝑥𝑖𝑛𝑡𝑟𝑎, 
on the number of wireline links attached to a particular 
switch at the intra-cluster connection stage. 𝑘𝑚𝑎𝑥𝑖𝑛𝑡𝑟𝑎  is 
bounded as in (10):  

〈𝑘〉 �≤ 𝑘𝑚𝑎𝑥𝑖𝑛𝑡𝑟𝑎 ≤ 𝑘𝑚𝑎𝑥                       (10) 

These bounds are created since 𝑘𝑚𝑎𝑥𝑖𝑛𝑡𝑟𝑎 can be at most the 
maximum number of connections to a switch, 𝑘𝑚𝑎𝑥 , and 
should be at least the average connectivity of the network 
⟨𝑘⟩. The value 𝑘𝑚𝑎𝑥𝑖𝑛𝑡𝑟𝑎 is imposed while creating the in-
tra-cluster connections in order to give the (relatively) 
highly communicating cores within different clusters a 
chance to have a certain amount of connections.  

The VFI inter-cluster connections are created such that 
the connectivity also follows the same power-law model as 
the intra-cluster connections, has an average inter-cluster 
connectivity, ⟨𝑘𝑖𝑛𝑡𝑒𝑟⟩, and the number of links going from 
one cluster to another is proportioned according to the in-
ter-VFI traffic. To determine the proportion, we look at the 
inter-VFI traffic between two clusters k and m, 𝑐𝑘𝑚, using 
the Xij notation from (3):  

𝑐𝑘𝑚 = ∑ ∑ 𝑋𝑖𝑘𝑋𝑗𝑚𝑓𝑖𝑗∀𝑗∀𝑖                         (11) 

Then the proportion of the links between cluster k and clus-
ter m is determined as the proportion of inter-VFI traffic 
going from cluster k to cluster m of the total inter-VFI traffic 
leaving cluster k.  

𝐼𝑛𝑡𝑒𝑟𝐿𝑖𝑛𝑘𝑠𝑘𝑚 =
𝐶𝑘𝑚

Σ∀𝑚𝐶𝑘𝑚
�                       (12) 

where InterLinkskm is the proportion of inter-cluster links 
allocated for cluster k that connect cluster k to cluster m.  

3.2.2 Wireless Link and Core Placement 

To help facilitate predominantly the inter-cluster commu-
nication, we use mm-wave wireless links to connect 
switches that are separated by long distances. In [1], it is 
demonstrated that it is possible to create three non-over-
lapping channels with on-chip mm-wave wireless links. 
Using these three channels, we can overlay the wireline 
small-world connectivity with the wireless links such that 
a few switches get an additional wireless port. Each of 
these wireless ports will have the wireless interfaces (WIs) 
tuned to one of the three different frequency channels. In 
[1] it is shown that WI placement is most energy-efficient 
when the distance between them is at least 7.5 mm for the 
65 nm technology node. The optimum number of WIs is 12 
for a 64-core system size [23]. Therefore, we assign three 
WIs, working in the three non-overlapping channels, to 
each of the four clusters.  

In this work, we propose two methodologies to place 
the wireless links and physically arrange the cores: One 
such strategy is to minimize the traffic-weighted hop 
count, while another is to maximize the wireless utiliza-
tion. These methodologies are outlined in the flow chart 
presented in Fig. 3.  To clarify, we do not modify the default 

  

Figure 3. Network design methodologies. 
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task mapping or scheduling strategies. Instead we deter-
mine the physical locations of all the cores running a par-
ticular thread. Examples of the two wireless placement 
methods are shown in Figs. 4 and 5. The four quadrants 
represent the four VFIs in our system while each of the 
smaller blocks represent a core in the system, a total of 64 
in our study. The colored cores represent those with WIs 
where each color denotes one of the three non-overlapping 
wireless channels that they belong to.  

The first methodology physically arranges the cores in 
their specific VFI configurations in order to minimize the 
distance of highly communicating cores. Effectively, the 
objective is to minimize the average weighted hop count: 

𝑦1 = ∑ 𝑓𝑖𝑗𝑙𝑖𝑗∀𝑖,∀𝑗                                 (13) 

where fij is the apriori knowledge of the frequency of inter-
action between cores i and j and lij is the Euclidean distance 
between cores i and j. Then, the wireline network is created 
as described in section 3.2.1. Simulated annealing is then 
used to find the optimal WI placements such that there are 
three WIs per cluster, wireless transmissions traverse at 
least 7.5 mm, and maximizes the metric in (14):  

Σ∀𝑤Σ∀𝑚Σ∀𝑛𝑝𝑎𝑡ℎ(𝑚, 𝑛) ∗ 𝑓𝑚𝑛                   (14)  

where w is a particular wireless channel, m and n are the 
switches with attached WIs that are tuned to the wireless 
channel w, and path(m,n) is the path length from switch m 
to switch n. This ensures that the highly communicating, 
but distant nodes, will attempt to communicate via wire-
less channels. This maximizes the energy efficiency of each 
wireless transmission. An example of this wireless 
placement is shown in Fig. 4. An example of path(m, n) for 
a system with 16 cores between two possible wireless 
nodes is shown in Fig. 6.  

In the second methodology, we aim at increasing the 
amount of traffic going through the wireless links. The 
wireless nodes are placed near the center of each VFI clus-
ter, as shown in Fig. 5. This allows most of the cores to have 
wireless access opportunities while maintaining the mini-
mum distance requirement to make wireless transmission 
energy efficient compared to corresponding wireline links 
as discussed earlier. Then the physical core placement uses 
this knowledge and the idea of logically near, physically 
far (by using the wireless links) to place highly communi-
cating cores closer to the WIs. The distance lij, is modified 

to: 

𝑙𝑛𝑒𝑤𝑖𝑗
= 𝑙𝑖𝑗[1 − 𝑃(𝑤𝑖𝑟𝑒𝑙𝑒𝑠𝑠)]�������������������������������������������(15) �����

+ 𝑚𝑖𝑛(𝑙𝑖𝑘 + 𝑙𝑤𝑖𝑟𝑒𝑙𝑒𝑠𝑠 + 𝑙𝑚𝑗 , 𝑙𝑖𝑗)𝑃(𝑤𝑖𝑟𝑒𝑙𝑒𝑠𝑠) 

where k and m are the wireless nodes at the ends of a wire-
less link in the source and destination clusters respectively, 
lwireless is the logical distance of a wireless link, in this case 
one hop, and P(wireless) is the probability of taking the 
wireless link. This physical core placement uses this new 
length measurement to place the cores in their assigned 
VFIs while taking into account the WI placement. The ob-
jective from (13) is modified to minimizing: 

𝑦2 = ∑ 𝑓𝑖𝑗𝑙𝑛𝑒𝑤𝑖𝑗∀𝑖,∀𝑗 �                            (16) 

This strategy allows us to utilize the energy-efficient wire-
less links for a higher number of flits. This wireless link 
placement will affect the overall network latency. We will 
choose between the minimized hop-count and maximized 
wireless utilization wireless placement methodologies de-
pending on their achievable performances.  

3.3 Communication and Channelization 

This section describes the WI components and overall com-
munication mechanism, which includes flow control and 
routing strategies for the mSWNoC. 

3.3.1 Wireless Interface (WI) 

The two principal WI components are the antenna and the 
transceiver. The on-chip antenna for the mSWNoC has to 
provide the best power gain for the smallest area overhead. 
A metal zigzag antenna has been demonstrated to possess 
these characteristics, and hence is used for this work [28]. 

 

Figure 5. Wireless placement for maximized wireless utilization 

methodology discussed in section 3.2.2. 

 

Figure 6. Example wireless selection using (14) for the mini-

mized hop-count methodology. 

 

Figure 4. Example wireless placement for minimized hop count 

as discussed in section 3.2.2. 
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To ensure high throughput and energy efficiency, the WI 
transceiver circuitry has to provide a wide bandwidth, as 
well as low power consumption. The detailed description 
of the transceiver circuit is out of the scope of this paper. 
However, the transceiver was designed and fabricated, all 
the details are provided in [1], [29], [30]. With a data rate of 
16 Gbps, the wireless link dissipates 1.95 pJ/bit. The total 
area overhead per wireless transceiver is 0.25 mm2.  

One of the salient features of mm-wave wireless link 
is that it is CMOS compatible and no new technology is 
needed to implement this.  Moreover, one of the benefits of 
having the small-world network-based architecture is that 
it minimizes the effect of wireless link failures on the per-
formance of the NoC [31].  

3.3.2 WI Flow Control 

In the mSWNoC, data is transferred via a flit-based, worm-
hole routing [32]. Between a source-destination pair, the 
wireless links, through the WIs, are only chosen if the wire-
less path reduces the total path length compared to the 
wireline path. This potentially gives rise to hotspot situa-
tions in the WIs. Many messages will try to access the wire-
less shortcuts simultaneously, overloading the WIs, which 
would result in higher latency and energy dissipation. To-
ken flow control [33] is used to alleviate overloading at the 
WIs. An arbitration mechanism is designed to grant access 
to the wireless medium to a particular WI, including the 
gateway WI, at a given instant to avoid interference and 
contention between the WIs with the same frequency.  

To avoid the need for centralized control and synchro-
nization, the arbitration policy adopted is a wireless token 
passing protocol [1]. In this scheme, a single flit circulates 
as a token in each frequency channel. The particular WIs 
possessing a wireless token can broadcast flits into the 
wireless medium at their respective frequencies. The wire-
less token is forwarded to the next WI operating in the 
same frequency channel after all flits belonging to a mes-
sage at a particular WI are transmitted.  

Packets are rerouted, through an alternate wireline 
path, if the WI buffers are full or, they do not have the to-
ken. As rerouting packets can potentially lead to deadlock, 
a rerouting strategy similar to Dynamic Quick Reconfigu-
ration (DQR), as presented in [34], is used to ensure dead-
lock freedom. In this situation, the current WI becomes the 
new source for the packet, which then is forced to take a 
wireline only path to the final destination. 

3.3.3 Adopted Routing Strategy 

The adaptive layered shortest-path routing (ALASH) algo-
rithm is the routing adopted for the mSWNoC as it repre-
sents the most suitable routing algorithm for this architec-
ture [35]. ALASH is built upon the layered shortest path 
(LASH) algorithm [36], but has more flexibility by allowing 
each message to adaptively switch paths. Here we briefly 
explain the basic characteristics of the routing mechanism. 

The LASH algorithm takes advantage of the multiple 
virtual channels in each switch port of the NoC switches in 
order to route messages along the shortest physical paths. 

In order to achieve deadlock freedom, the network is di-
vided into a set of virtual layers, which are created by ded-
icating the virtual channels from each switch port into 
these layers. The shortest physical path between each 
source-destination pair is then assigned to a layer such that 
the layer’s channel dependency graph remains free from 
cycles. A channel dependency is created between two links 
in the source-destination path when a link from switch i to 
switch j and a link from switch j to switch k satisfies the 
following condition, pathlength(i) < pathlength(j) < path-
length(k), where pathlength(X) is the length of the minimal 
path between switch X and the original source switch. 
When a layer’s channel dependency graph has no cycles, it 
is free from deadlocks [36].  

For ALASH, the decision to switch paths is based on the 
current network conditions. We use virtual channels’ 
availability and current communication density of the net-
work as the two most relevant parameters for this purpose. 
The communication density is defined as the number of 
flits traversing a given switch or link over a certain time 
interval. In order to increase the adaptability of the rout-
ing, multiple shortest paths between all source-destination 
pairs are found and then included into as many layers as 
possible. It is possible to induce deadlocks if a message is 
allowed to switch back and forth between two or more lay-
ers. Hence, a message is not allowed to revisit a layer to 
maintain deadlock freedom.  

4.  EXPERIMENTAL RESULTS 

4.1 Experimental set up  

In this section, we evaluate the performance and energy 
dissipation of the mSWNoC-enabled multicore chip com-
pared to the conventional wireline mesh-based design in 
the presence of the hybrid VFI clustering as elaborated in 
section 3.1.3. We use GEM5 [37], a full system simulator, to 
obtain detailed processor and network-level information. 
In all experiments, we consider a system running Linux 
within the GEM5 platform in full-system (FS) mode. Since 
FS mode running Linux with alpha cores is limited to a 
maximum of 64 cores, all experiments are done on a 64-
core system. All full-system simulations were run with the 
default GEM5 packet size of 6-flits of 128-bits. The 
MOESI_CMP_directory memory setup is used with pri-
vate 64KB L1 instruction and data caches and a shared 
8MB (128 KB distributed per core) L2 cache. Four SPLASH-
2 benchmarks, i.e., FFT, RADIX, LU, and WATER [38], and 
four PARSEC benchmarks, i.e., CANNEAL, DEDUP, FLU-
IDANIMATE (FLUID), and VIPS [25] are considered. The 
processor-level statistics generated by the GEM5 simula-
tions are incorporated into McPAT to determine the pro-
cessor-level power values [39].  

In order to evaluate the characteristics of the mSWNoC 
and generate detailed statistics for the various network pa-
rameters discussed in section 3.2, we use a stand-alone 
NoC simulator before we run the full system simulation. 
The NoC simulator uses switches synthesized from an RTL 
level design using TSMC’s 65-nm CMOS process, using 
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Synopsys™ Design Vision. Each NoC switch port has 4 vir-
tual channels. Hence, four layers are created for ALASH.  
All ports except those associated with the WIs have a 
buffer depth of two flits. The ports associated with the WIs 
have an increased buffer depth of eight flits to avoid exces-
sive latency penalties while waiting for the token. Increas-
ing the buffer depth beyond this limit does not produce 
any further performance improvement for this particular 
packet size, but will give rise to additional area overhead. 
Energy dissipation of the network switches was obtained 
from the synthesized netlist by running Synopsys™ Prime 
Power, while the energy dissipated by wireline links was 
obtained through HSPICE simulations taking into consid-
eration the length and layout of the wireline links.  The 
width of all wired links is considered to be the same as the 
flit width, which is considered to be 32 bits in this work. 
Each packet consists of 64 flits. We use this packet size only 
to run the network-level simulations to characterize the 
NoC architectures. It has been shown in [35] that the per-
formance gain of an mSWNoC with respect to a mesh does 
not depend on the packet size.  

The synchronization delay associated with the mixed-
clock/mixed-voltage FIFOs at the boundaries of each VFI 
has been incorporated into the simulations following [40]. 
The energy overhead for each VFI has been taken into the 
simulations as proposed in [27]. 

𝐸𝑉𝐹𝐼 = 𝐸𝐶𝑙𝑘𝐺𝑒𝑛 + 𝐸𝑉𝑐𝑜𝑛𝑣 + 𝐸𝑀𝑖𝑥𝐶𝑙𝑘𝐹𝑖𝑓𝑜           (17) 

where 𝐸𝐶𝑙𝑘𝐺𝑒𝑛 is the energy overhead of generating addi-
tional clock signals [41] and 𝐸𝑉𝑐𝑜𝑛𝑣 denotes the energy over-

head of voltage conversion. 𝐸𝑀𝑖𝑥𝐶𝑙𝑘𝐹𝑖𝑓𝑜 is the energy over-

head of the mixed-clock/mixed-voltage FIFOs. We should 
also note that this overhead is same irrespective of the in-
terconnect architecture considered. Indeed, this is a fixed 
overhead to energy dissipations of all the VFI NoC archi-
tectures considered in this work.  

4.2 VFI parameters  

Following the methodology described in Section 3.1, we 
determine the V/F pairs for all clusters using the hybrid 
clustering approach. We simulate the above-mentioned 
SPLASH-2 and PARSEC benchmarks on a 64-core system 
with all cores running at the nominal frequency. For each 
benchmark, we collect core utilization and the normalized 
amount of traffic between each two distinct core pairs. Ta-

ble 1 shows the V/F pairs obtained by the clustering ap-
proach described in Section 3.1 for a performance target of 
𝛼 = 95%, which means achieving at least 95% of perfor-
mance of the system with all clusters running at the nomi-
nal V/F, i.e. 1.0/1.0. These V/F pairs are used in the re-
maining experimental results reported.  

4.3 Creation of mSWNoC networks 

For the mSWNoC networks, we focus on two major pa-
rameters as discussed in Section 3.2.  The first being the “k” 
parameters which dictates the connectivity of the network 
switches. The “k” parameters include the average total, in-
tra-cluster and inter-cluster switch connections ⟨𝑘⟩, ⟨𝑘𝑖𝑛𝑡𝑟𝑎⟩ 
and ⟨𝑘𝑖𝑛𝑡𝑒𝑟⟩ respectively and the maximum overall and in-
tra-cluster switch connections 𝑘𝑚𝑎𝑥  and 𝑘𝑚𝑎𝑥𝑖𝑛𝑡𝑟𝑎  respec-
tively. The second parameter of the mSWNoC that we fo-
cus on is the wireless placement methodology. It is our 
goal here to demonstrate which set of configurations pro-
vides the best latency and energy profiles.  

4.3.1 Switch Connectivity Determination 

First, we determine the mSWNoC architecture suitable for 
the VFI configurations mentioned above. To do so, our first 
aim is to determine the distribution of ⟨𝑘⟩ between ⟨𝑘𝑖𝑛𝑡𝑟𝑎⟩ 
and ⟨𝑘𝑖𝑛𝑡𝑒𝑟⟩ following (9) as mentioned in section 3.2.1 for 
all the benchmarks. Due to the nature of fully connected 
networks, ⟨𝑘𝑖𝑛𝑡𝑟𝑎⟩ has a lower bound of:  

〈𝑘𝑖𝑛𝑡𝑟𝑎〉 �≥ (
𝑐𝑜𝑛𝑛𝑒𝑐𝑡𝑖𝑜𝑛

𝑒𝑑𝑔𝑒
) ∗

(
𝑚𝑖𝑛.𝑒𝑑𝑔𝑒𝑠

𝑐𝑙𝑢𝑠𝑡𝑒𝑟
)

(
𝑛𝑜𝑑𝑒𝑠

𝑐𝑙𝑢𝑠𝑡𝑒𝑟�
)

                 (18) 

where (connection/edge) is 2, (min. edges/cluster) is Ncluster – 1, 

  

Figure 8. Normalized throughput and energy for small-world net-

works at various values of kmax. Optimal value according to nor-

malized throughput and energy tradeoff for kmax is 7. 

 

0.6

0.7

0.8

0.9

1

0.9

0.95

1

5 6 7 8 9 10

N
o

rm
alize

d
 En

e
rgy

N
o

rm
al

iz
e

d
 

Th
ro

u
gh

p
u

t

kmax

Throughput Energy

TABLE  1 
VFI CLUSTER V/F PAIRS 

 cluster 1 cluster 2 cluster 3 cluster 4 

CANNEAL 1.0/1.0 0.9/0.9 0.8/0.8 0.9/0.9 

DEDUP 0.9/0.9 1.0/1.0 0.9/0.9 0.9/0.9 

FFT 1.0/1.0 0.9/0.9 0.9/0.9 0.9/0.9 

FLUID 0.9/0.9 1.0/1.0 0.9/0.9 1.0/1.0 

LU 0.6/0.6 0.9/0.9 0.9/0.9 0.8/0.8 

RADIX 0.9/0.9 1.0/1.0 0.9/0.9 1.0/1.0 

VIPS 0.9/0.9 0.7/0.7 0.8/0.8 0.7/0.7 

WATER 1.0/1.0 0.8/0.8 0.7/0.7 0.9/0.9 

 

Figure 7. Minimum ⟨𝒌𝒊𝒏𝒕𝒓𝒂⟩ for respective 𝑵𝒄𝒍𝒖𝒔𝒕𝒆𝒓 sizes. Demon-

strates the minimum required ⟨𝒌𝒊𝒏𝒕𝒓𝒂⟩ to maintain fully connected 

VFI clusters of 𝑵𝒄𝒍𝒖𝒔𝒕𝒆𝒓 size. 
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which is the minimum number of edges required to fully 
connect a graph with Ncluster nodes, and (nodes/cluster) is 
Ncluster. Substituting the proper terms into (18) we get:  

〈𝑘𝑖𝑛𝑡𝑟𝑎〉 �≥ 2 ∗
𝑁𝑐𝑙𝑢𝑠𝑡𝑒𝑟−1

𝑁𝑐𝑙𝑢𝑠𝑡𝑒𝑟
                          (19) 

Using (19) we obtain Fig. 7 demonstrating the minimum 
⟨𝑘𝑖𝑛𝑡𝑟𝑎⟩ as a function of 𝑁𝑐𝑙𝑢𝑠𝑡𝑒𝑟. For this work, our VFI clus-
tering, 𝑁𝑐𝑙𝑢𝑠𝑡𝑒𝑟 , is 16; therefore the lower bound on ⟨𝑘𝑖𝑛𝑡𝑟𝑎⟩ 
is 1.875.  Hence, for (⟨𝑘𝑖𝑛𝑡𝑟𝑎⟩, ⟨𝑘𝑖𝑛𝑡𝑒𝑟⟩) we choose (2, 2) and 
(3, 1) when creating our mSWNoC for the VFI application 
as the value of overall <k> is 4. As mentioned in section 
3.2.1, we impose this constraint so that we do not introduce 
any additional switch area overhead with respect to a tra-
ditional mesh.  In addition, Fig. 8 demonstrates the 
throughput and energy characteristics for an mSWNoC 
without any clustering for different values of 𝑘𝑚𝑎𝑥. It is ev-
ident that when 𝑘𝑚𝑎𝑥  is 7 that provides the highest 
throughput with lowest energy dissipation [19].   

In order to evaluate the remaining “k” parameters, we 
investigate their effects on the network latency and energy 
characteristics. We do this by evaluating the wireline 
characteristics on their own by creating mSWNoC 
networks without wireless connectivity (SWNoC).  

Fig. 9 shows the latency characteristcs of the SWNoC, 
while Fig. 10 shows the energy characterisitcs of the (3,1) 
network normalized with respect to the (2, 2) networks. 
From these figures it can be clearly seen that (3, 1) 
outperforms (2, 2) in both latency and energy dissipation 
for all values of 𝑘𝑚𝑎𝑥𝑖𝑛𝑡𝑟𝑎. For example, (3, 1) with 𝑘𝑚𝑎𝑥𝑖𝑛𝑡𝑟𝑎 
of 4 provides the optimal latency and energy for the FFT 
benchmark. Table 2 shows the optimal ⟨𝑘𝑖𝑛𝑡𝑟𝑎⟩ , ⟨𝑘𝑖𝑛𝑡𝑒𝑟⟩ , 
and 𝑘𝑚𝑎𝑥𝑖𝑛𝑡𝑟𝑎 values for all of the benchmarks considered. 
Since (3, 1) has much better network latency and energy 
profiles, it will be used in all further analysis.   

4.3.2 Wireless placement  

In addition to the “k” parameters, another important com-
ponent of the mSWNoC architecture is the placement of 
the WIs. We consider the two wireless placement method-
ologies discussed in section 3.2.2. We apply these WI place-
ment methodologies to the wireline networks that we have 
found to be optimal (shown in Table 2).   

Of special concern in this analysis is the difference in 
wireless usage between the two types of wireless place-
ment methodologies. For this, we analyze two metrics, the 
wireless opportunity and the wireless utilization of both 
methodologies.  Wireless opportunity is defined by (20). 

𝑊𝑖𝑟𝑒𝑙𝑒𝑠𝑠�𝑂𝑝𝑝𝑜𝑟𝑡𝑢𝑛𝑖𝑡𝑦 = ∑ 𝑓𝑖𝑗 ∗ 𝑤𝑖_𝑝𝑎𝑡ℎ(𝑖, 𝑗)∀𝑖,∀𝑗    (20) 

where wi_path(i, j) is 1 if there is a wireless path between 
cores i and j and 0 otherwise. Since ALASH is used as the 
routing methodology, wi_path(i, j) will only be 1 if the wire-
less path is the shortest path between the two cores. This 
metric is important because it represents the maximum 
possible wireless utilization. Increasing the wireless op-
portunity will in turn allow us to gain more room to in-
crease the actual wireless utilization. Wireless utilization is 
measured as the amount of messages that take the wireless 
shortcuts as a percentage of the total traffic.  

  

Figure 10. Network energy of (3, 1) networks with respect to the corresponding (2, 2) networks while varying kmaxintra 
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Figure 9. Variation of network latency as a function of switch connectivity parameters. 
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TABLE 2 
OPTIMAL CONFIGURATIONS FOR MSWNOC FOR 

 EACH BENCHMARK CONSIDERED 

Benchmark (⟨𝑘𝑖𝑛𝑡𝑟𝑎⟩, ⟨𝑘𝑖𝑛𝑡𝑒𝑟⟩) 𝑘𝑚𝑎𝑥𝑖𝑛𝑡𝑟𝑎 

CANNEAL (3, 1) 6 

DEDUP (3, 1) 7 

FFT (3, 1) 4 

FLUID (3, 1) 7 

LU (3, 1) 5 

RADIX (3, 1) 4 

VIPS (3, 1) 4 

WATER (3, 1) 5 
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Fig. 11 shows the wireless opportunity and wireless uti-
lization for the two wireless placement methodologies con-
sidered here.  It can be clearly seen that for both metrics, 
the maximized wireless usage outperforms the minimal 
hop count methodology. We compare the energy-delay 
product (EDP) of the mSWNoC by incorporating these two 
types of wireless placement strategies. As the energy-effi-
cient and long-range wireless links are utilized more heav-
ily, the EDP is lower for the maximized wireless usage 
compared to the minimized hop-count methodology for all 
benchmarks considered except for VIPS where the EDP re-
mains virtually unchanged as shown in Fig. 12. Due to the 
improved EDP and the higher wireless utilization of the 
maximized wireless usage methodology, we use the max-
imized wireless usage methodology for WI placement.   

4.3.3 Effects of core placement  

 The core placement should not change the values of the 
core utilization (ui) and inter-core frequency of interactions 
(fij). These two parameters are used to design the VFI clus-
tering and the mSWNoC network. Since we are only phys-
ically moving the cores, the characteristics of the bench-
marks themselves should not significantly change. Figs. 14 
and 15 show the utilization of each core and the traffic heat 
graph before and after physically moving the core loca-
tions.  For brevity, we show these plots for two bench-
marks, LU and FLUID. It is evident from these plots that 
both the core utilization and traffic patterns do not depend 
on the physical placement of the cores. We find that on a 
core-by-core basis, the average utilization changes from a 
minimum of 0.19% with a standard deviation of 0.167% 
(WATER) to a maximum of 2.6% with a standard deviation 
of 1.8% (FFT) and average traffic changes from a minimum 
of 0.75% with a standard deviation of 0.91% (RADIX) to a 
maximum of 3.4% with a standard deviation of 5.2% (WA-
TER) for all the benchmarks considered in this work. 

Hence, we can conclude that the physical placement of the 
cores does not significantly impact the values of the core 
utilization and inter-core frequency of interactions.  

4.4 Full-System Performance Evaluation 

In this section, we present the overall performance of the 
VFI-enabled multicore chip. We consider the (3, 1), 
(⟨𝑘𝑖𝑛𝑡𝑟𝑎⟩, ⟨𝑘𝑖𝑛𝑡𝑒𝑟⟩), network configuration and the maxim-
ized wireless utilization policy. We evaluate the achievable 
latency, overall execution time, and energy dissipation 
with respect to a traditional mesh-based system.  

4.4.1 Latency Characteristics 

First we characterize the network latency of both the 
mSWNoC- and mesh-based VFI designs. Fig. 13 demon-
strates that across all benchmarks considered, sizeable la-
tency savings is gained by using mSWNoC over regular 
mesh. These savings are due to the traffic characteristics 
and the better connectivity, lowered hop-count, and the 
long-range wireless links of the mSWNoC topology.  

Since these benchmarks do not saturate the network, 
the traffic characteristics of interest are the distance of com-
munication and the injection hotspots in the system. Fig. 
16 shows the proportion of the total traffic between cores 
of specific distance ranges for each benchmark. The two 
values of particular interest would be the values for com-
munication distance less than 2.5 mm and greater than 7.5 
mm.  For communications from 2.5 mm (one hop) or less 
(neighborhood communication), mesh will always be bet-
ter or equal in performance to mSWNoC. The one hop dis-
tance in a mesh is determined by considering the place-
ment of 64 cores in a 20 mm x 20 mm die. On the other 
hand, communications from 7.5 mm and above (long-dis-
tance communication) are allowed to use the wireless links 
as determined in section 3.2.2 making mSWNoC likely to 
outperform mesh in both latency and energy. Therefore for 

               
(a)                             (b) 

Figure 11. (a) Wireless opportunity and (b) wireless utilization with each wireless methodology for the benchmarks considered. 
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Figure 12. EDP of the maximized wireless usage relative to the 

minimized hop count wireless methodology. 
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Figure 13. Network Latency of VFI mSWNoC with respect to VFI 

Mesh. 
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benchmarks with more long-distance communication, the 
mSWNoC should be more optimal than the mesh.  

For all benchmarks we have considered, a majority of 
the communication is long distance making the mSWNoC 
more optimal than the mesh. Between benchmarks, there 
is little variation for this traffic characteristic which results 
in very similar network latency values as seen in Fig. 13. 
The only difference that can be seen is better latency for the 
mSWNoC for the WATER benchmark, which can be ex-
plained from the injection hotspot data.   

Fig. 17 shows the injection rates as a proportion of total 
traffic for the highest eleven injection rate cores.  It can be 
seen that for WATER a few of the cores inject a large por-
tion of the traffic. Due to mSWNoC’s lower hop count than 
mesh, mSWNoC is able to more quickly relieve congestion 
associated with hotspot nodes.  

4.4.2 Execution time  

One of the basic features of any VFI-based design is to min-

imize energy consumption subject to performance con-
straints. When adjusting the V/F levels across large multi-
core processors to reduce the energy dissipation, one of the 
major concerns is the impact on the network and overall 
performance.  Therefore we analyze the impact of the VFIs 
on the overall benchmark execution time.   

First, we consider the overall execution time with re-
spect to the baseline non-VFI (NVFI) mesh-based system. 
To investigate the performance of other irregular topolo-
gies we also consider a mesh with long-range mm-wave 
wireless links as shortcuts (meshWI). We principally fol-
lowed the design proposed in [11], using the mm-wave 
wireless as the long-range links, to design this meshWI. 
Fig. 18 shows the execution time relative to NVFI mesh for 
VFI mesh, VFI meshWI and VFI mSWNoC. As expected in 
the presence of VFI, traditional mesh-based design suffers 
from the degradation of execution time. For VFI meshWI, 
we see it perform better than VFI mesh as expected due to 
the long-range wireless links. Also the mSWNoC-enabled 

                                                      

                         (a.i)                                    (a.ii)                                                     (b.i)                                      (b.ii) 
Figure 15. Traffic interaction heat graphs for (a) LU and (b) FLUID, (i) before and (ii) after physical core placement. 

 

Figure 16. Distance of communication characteristics of the benchmarks considered. 
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Figure 14. Utilization on a core by core basis for (a) LU and (b) FLUID, before and after physical core placement. 
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design is more efficient than both mesh-based counterparts 
resulting in less execution time.   

One key point to note is that the VFI mSWNoC even 
outperforms NVFI mesh in many of the applications 
tested, such as FFT, RADIX, CANNEAL and VIPS. This 
shows that mSWNoC enables VFI-based designs with low 
to no performance penalty. This is due to mSWNoC’s abil-
ity to speed up the non-local L2 access time of the bottle-
neck core, the core that takes the longest to complete its 
execution and hence dictates the overall execution time.  

Fig. 19 shows that the general trend is that the greater 
the non-local L2 access time savings for the bottleneck core 
the larger the execution time savings for the mSWNoC de-
sign with respect to the VFI mesh network.  

4.4.3 Energy Analysis 

The next important parameter to capture the merits of 
mSWNoC-enabled VFI design is the energy dissipation 
profile. In a VFI-based design, principally we reduce en-
ergy dissipation at the cost of performance constraints. 

Due to the tradeoffs associated with reducing energy at the 
cost of performance, the energy delay product (EDP) is the 
most relevant metric when analyzing the energy profile. 
By delay we consider the execution time here.    

Fig. 21 shows the EDP for the VFI configurations in re-
lation to NVFI mesh. We can see that for a majority of the 
benchmarks considered we are able to save significant EDP 
by using mSWNoC over NVFI mesh. The reduced V/F lev-
els lower the full-system energy; the mSWNoC lowers the 
network energy and reduces the performance impact al-
lowing for significant EDP reduction. Also by using the 
mSWNoC network we are able to reduce the EDP for all 
benchmarks considered unlike in VFI mesh, where RA-
DIX, CANNEAL and DEDUP all have higher EDP than 
NVFI mesh.  These three benchmarks perform worse due 
to their higher execution time penalty, as seen in Fig. 18, 
and associated relatively higher voltage-frequency pairs, 
given in Table 1; this results in lower energy savings. LU 
on the other hand operates at much lower voltage-fre-

 

Figure 17. Injection hotspot characteristics of the benchmarks considered. 
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Figure 19. Non-local L2 access time reduction of the bottleneck 

core and execution time reduction in VFI mSWNoC with respect 

to VFI Mesh. 
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Figure 20. Traffic intensity of all the benchmarks considered with 

respect to the highest injection rate benchmark (RADIX). 
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Figure 18. Execution Time of VFI mSWNoC, VFI MeshWI and VFI Mesh of all benchmarks considered with respect to NVFI Mesh. 
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quency levels allowing for the energy savings of LU to out-
weigh the execution time penalty. We also see that VFI 
meshWI outperforms VFI mesh due to the energy effi-
ciency of the wireless links but performs worse with re-
spect to VFI mSWNoC due to the higher hop count of the 
mesh topology. The lowest EDP was for LU using the 
mSWNoC network at 52.9% of NVFI mesh. The mSWNoC 
is also able to save EDP over VFI mesh for all of the bench-
marks considered.   

The degree of savings in EDP can be related to the 
benchmark’s degree of network dependence. To explain 
the trends in EDP, we analyze the traffic intensity of the 
benchmarks. The traffic intensity is the rate at which mes-
sages are being injected, on average, into the network. 
Since the traffic intensity is essentially the amount of non-
local L2 accesses per cycle, the traffic intensity is related to 
the benchmark’s dependence on the network.  

Fig. 20 shows the traffic intensity normalized to the 
highest value (RADIX). As the benchmark becomes more 
reliant on the network, more of the full-system’s energy 
comes from the network and the execution time becomes 
more sensitive to the network latency. This can be seen in 
Fig. 21, the largest reductions in EDP between VFI mesh 
and mSWNoC occur for the benchmarks with the highest 
traffic intensity, i.e. RADIX, CANNEAL and FFT.  

4.4.4 Energy-delay tradeoff  

Fig. 22 visualizes the absolute values of total system en-
ergy and execution time for all experimental sets, i.e., all 
configuration/benchmark combinations. The configura-
tions are represented by different grayscales and bench-
marks are represented using different symbols. Best con-
figurations are expected to be low in both energy and exe-
cution time (towards bottom left of the plot). It is clear that 
for each benchmark, NVFI mSWNoC and VFI mSWNoC 

are on the Pareto frontier. This implies that mSWNoC in-
troduces enhancement in both energy and delay compared 
with conventional mesh NoC.  

5 CONCLUSION 

In recent years VFI-partitioning has become a common 
practice for reducing the energy dissipation of multicore 
chips at the cost of a small limit of performance degrada-
tion. In this work, we have demonstrated that by incorpo-
rating the emerging mm-wave small-world wireless NoC 
(mSWNoC) as the communication backbone of a VFI-
based multicore chip, it is possible to achieve significant 
levels of energy efficiency without paying a large perfor-
mance penalty. Indeed, as shown in the experimental re-
sults, by using the mSWNoC architecture, the highest exe-
cution time penalty paid over traditional mesh is only 4.9% 
for the PARSEC benchmark DEDUP. On the other hand, 
for the SPLASH-2 benchmarks FFT and RADIX and the 
PARSEC benchmarks CANNEAL and VIPS, we are able to 
reduce the execution time over non-VFI mesh. With this 
low impact on execution time, we are able to save signifi-
cant full-system energy-delay product (EDP) compared to 
traditional non-VFI mesh, as much as 47.1% for LU and on 
average 22.2% for all the benchmarks considered. As such, 
mSWNoC can be seen as an enabling solution to imple-
ment an energy efficient VFI-based system without com-
promising performance.   
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