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Traditional multicore designs, based on the Network-on-

Chip (NoC) paradigm, suffer from high latency, significant 

power consumption and temperature hotspots as the system 

size scales up due to the inherent multi-hop nature of the 

communication fabric. NoCs have been shown to achieve 

increased performance by inserting long-range wired links 

following the principles of small-world graphs [1]. Design and 

optimization of multi- and many-core systems  on chip (SoCs) 

that exploit small-world effects have already been 

demonstrated [1]. Small-world graphs are characterized by 

many short-distance links between neighboring nodes as well 

as a few relatively long-distance direct shortcuts. These 

networks can be further improved by replacing the long-

distance shortcuts with single-hop, energy-efficient, wireless 

links. Wireless NoCs (WiNoCs) with millimeter (mm)-wave 

wireless links working at 10-100 GHz is envisioned as an 

enabling technology to design low-power and high-bandwidth 

massive multicore architectures [2]. These mm-wave small-

world NoC (mSWNoC) networks are used as the 

interconnection backbone  in this work.                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                 

As hundreds of cores are integrated in a single chip, 

designing effective  packages for dissipating maximum heat is 

infeasible. Moreover, technology scaling is pushing the limits 

of affordable cooling, thereby requiring suitable design 

techniques to reduce peak temperatures. Thus, addressing 

thermal concerns at different design stages is critical for the 

success of future generation systems. In this context, Dynamic 

Thermal Management (DTM) appears as a solution to avoid 

high spatial and temporal temperature variations among NoC 

switches, and thereby mitigate local network hotspots. Recent 

works on DTM [3] for multicore architectures principally focus 

on optimizing the performance of the cores only and explores 

the design space in the presence of thermal constraints. 

However, the performance and thermal profiles of a multicore 

chip is also heavily influenced by its overall communication 

infrastructure, which is predominantly a NoC. In this work, we 

propose evaluating the performance of an adaptive congestion-

aware routing-based DTM followed by DVFS to avoid 

creation of network temperature hotspots in WiNoCs.  

In the mSWNoC topology, each core is connected to a 

switch and the switches are interconnected using both wireline 

and wireless links. The topology of the mSWNoC is a small-

world network where the links between switches are 

established following a power-law model. The power-law 

based mSWNoC principally has an irregular network 

topology. To ensure deadlock-free routing in mSWNoC, we 

implement an adaptive layered shortest-path routing (ALASH) 

[4]. ALASH builds upon the layered shortest path (LASH) 

routing algorithm by allowing each message to adaptively 

switch paths. Each message chooses its own route at every 

intermediate switch to increase flexibility. ALASH uses the 

knowledge of the traffic congestion in the network to help 

balance the load across the network. This type of routing is 

inherently beneficial to improve the thermal profile of the 

mSWNoC.  

To further improve the thermal profile of the mSWNoC we 

propose to combine our DTM methodology with that of 

Dynamic Voltage and Frequency Scaling (DVFS). DVFS is a 

popular methodology to optimize the power usage/heat 

dissipation of electronic systems without significantly 

compromising overall system performance. Most of the 

existing works principally address power and thermal 

management strategies for the processing cores only. The 

opportunity for performing DVFS on an NoC depends on the 

architecture’s link utilization characteristics. A histogram of 

the link-level traffic utilizations for conventional mesh and 

mSWNoC architectures is shown in Fig. 1. From this, it is 

evident that in the mesh architecture, a significant amount of 

links has more than 90% utilization for the SPLASH-2 and 

PARSEC benchmarks considered in this work, and hence, the 

ability to perform link-level DVFS is low. In this case, there is 

not significant room for improvement with DVFS as the 

voltage and frequency cannot be tuned often on the links with 

high utilization without encountering excessive latency 

penalties. On the other hand, the mSWNoC reduces load on 

wireline links by carrying significant amount of traffic through 

the wireless shortcuts creating significant opportunities for 

implementing DVFS, which can also be seen clearly in Fig. 1. 

Because of this, there is more room for energy savings in 

mSWNoC in presence of DVFS compared to mesh. 

Figs. 2 and 3 show the latency and network energy 

dissipation for the mesh, mSWNoC, and the small-world NoC 

(SWNoC), which is basically the mSWNoC without wireless 
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Figure 1. Link Utilizations with various traffic patterns 
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Figure 4. Network-level hotspots in (a) mesh and (b) SWNoC and (c) 

mSWNoC for the BODYTRACK benchmark 

 

links. It can be observed from Fig. 2 that for all of the 

benchmarks considered, the latencies of the small-world 

architectures are lower than that of the mesh architecture. This 

is the result of the small-world architecture’s lower average 

hop-count than that of mesh. It can also be seen that the 

latency of the mSWNoC is lower than that of the SWNoC.  

This is a result of the even lower average hop-count with the 

addition of direct long-range, one-hop wireless shortcuts.  

It can be observed from Fig. 3 that in each benchmark, the 

network energy is much lower for the small-world 

architectures compared to the mesh architecture. In the small-

world architectures, the hop-count decreases significantly, and 

hence, on average, packets have to traverse through less 

number of switches and links. Between SWNoC and 

mSWNoC, a significant amount of traffic traverses through 

the energy-efficient wireless channels in mSWNoC; 

consequently allowing the interconnect energy dissipation of 

mSWNoC to further decrease compared to the SWNoC. With 

the addition of DVFS, the total network energy can be further 

reduced. With the heavy reduction of traffic traversing through 

the wireline links in the small-world architectures, seen in Fig. 

1, combined with their lower latencies compared to mesh, the 

opportunity for implementing DVFS is significant. This is 

evident by the significant energy reductions seen in Fig. 3 by 

implementing DVFS on the small-world architectures.  

The goal of this work is to improve the overall thermal 

profile of mSWNoC by reducing the temperature of localized 

hotspot switches without compromising the average execution 

time of the benchmark running on the cores. From Fig. 3, we 

can see that the difference in energy dissipation between 

small-world architectures and mesh is significant and hence, it 

is natural that their switches are cooler. For the same reasons, 

the switches are cooler on the mSWNoC when compared to 

the SWNoC.  

In the case of SWNoC, as the shortcuts are implemented 

through multi-hop wireline links, moving traffic through these 

wireline links takes more time and energy than the wireless 

links which correlates with less temperature reduction. 

Conversely, between SWNoC and mSWNoC, the mSWNoC 

achieves a higher link hotspot temperature reduction. This is 

due to the wireless links detouring significant amounts of 

traffic away from the wireline links.   

The inherent advantage in the SWNoC/mSWNoC 

architectures is not only the fact that it reduces hop-count. As 

neighbors in these architectures are not necessarily physically 

near each other, rerouting traffic to a neighbor may send data 

to an entirely different portion of the chip. Fig. 4 shows such 

an example of the hotspot issue in the BODYTRACK 

benchmark. Here, it can be clearly seen that attempting to 

perform temperature-aware rerouting in the hotspot region of 

the mesh architecture will be unsuccessful as suboptimum path 

selection will lead to longer routes within the same hotspot 

area for the rerouted traffic as shown in Fig. 4(a). The relative 

temperature hotspot region in SWNoC shrinks compared to 

that of mesh as seen in Fig. 4(b). Moreover, due to efficient 

wireless links mSWNoC reduces the relative hotspot region to 

only a few switches. The DTM mechanism performs much 

better for localized network hotspots, like the example for the 

mSWNoC architecture in Fig. 4(c). By performing DVFS on 

top of the DTM, the full thermal profile can be improved.   

The proposed methodology is general, in the sense that it is 

not bound to the specific DTM and DVFS mechanisms that we 

consider. Instead, we focus on demonstrating how to enhance 

the power and thermal profiles of WiNoC-enabled multicore 

chips by complementing the advantages introduced by the 

interconnect architecture.  
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Figure 3. Total network energy with various traffic patterns. 
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Figure 2. Average network latency with various traffic patterns. 
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