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As transistor density continues to increase with the advent of nanotechnology, reliability issues raised
by the more frequent appearance of soft errors are becoming critical for future embedded multiprocessor
systems design. State-of-the-art techniques for soft error protections targeting multiprocessor systems result
either high chip cost and area overhead or high performance degradation and energy consumption, and do
not fulfill the increasing requirements for high performance and dependability. In this article we present
a systematic approach, that is, the Sensor Networks-on-Chip (SENoC), to collaboratively and efficiently
manage on-chip applications and overcome reliability threats to Multiprocessor Systems-on-Chip (MPSoC). A
hardware-software collaborative approach is proposed to solve soft error problems: a hardware-based on-chip
sensor network is built for soft error detection, and a software-based recovery mechanism is applied for soft
error correction. A two-step scheduling scheme is presented for reliable application and chip management,
combining an off-line static optimization stage for application performance maximization and an online
lightweight dynamic adjustment stage to handle runtime variations and exceptions. This strategy introduces
only trivial overhead on hardware design and much lower overhead on software control and execution,
and hence performance degradation and energy consumption is greatly reduced. We build a cycle-accurate
simulator using SystemC, and verify the effectiveness of our technique by comparing performance with
related techniques on several real-world applications.
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1. INTRODUCTION

As feature size continues to shrink with the advent of deep submicron technology,
Multiprocessor Systems-on-Chip (MPSoC) is proposed as a promising solution to satisfy
the increasing requirements of new complex applications, and to balance the need for
high performance and low energy consumption. However, the reliability issues raised
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by continuing technology scaling, such as for soft errors, are also becoming more and
more challenging. Therefore, how to utilize the computation power of MPSoC efficiently
while keeping the system reliable under soft-error effects is a critical issue. Soft errors
occur when external radiation or electrical noise causes state inversion in a register or
memory, or a voltage pulse propagation from a combinational logic [Nicolaidis 2005].
Problems caused by soft errors can create great trouble for some safety-critical realtime systems, such as avionic control systems, nuclear plant control systems, and
banking systems. In the face of the increasing reliability threats, cost-effective and
performance-efficient fault-tolerant mechanisms are extremely necessary to guarantee
correct execution, and highlight the power of these highly-integrated systems.
Fault-tolerant system designs have been studied extensively in the past decades
[Pradhan 1996]. Rivers et al. gave a review of recent chip-level error tolerance techniques in server class processors [Rivers et al. 2011]. There are generally two classes
of approaches to achieving system-level fault tolerance for multiprocessor systems.
In hardware-based approaches, additional circuits are designed along with common
functional units to provide potential error protection, e.g., Triple Modular Redundancy
(TMR) [Naseer et al. 2006], in which three identical systems are used to process the
same task and majority voting of the replicated results is used to determine the correct
output. Hardware-based approaches can fix soft errors with the error-protection circuits, which do not introduce an additional workload on software, but require hardware
changes and involve high overheads on the chip area and fabrication costs, as well as
reduced performance due to the impact of increased circuit size on reduced frequency
[Mitra et al. 2006]. In software-based approaches, instead of using redundant hardware, additional copies of a program are executed (multiple times) in order to obtain
error-resilient computation results [Manimaran and Murthy 1998]. Software-based approaches increase large overheads on software execution and pipelining, which make it
hard to meet the applications’ real-time requirements. Both techniques are applicable
to soft error-aware multiprocessor system designs, while more effective techniques are
expected to comprehensively enhance the system performance and power efficiency.
Typically, static scheduling and analysis techniques can be applied to optimize MPSoC performance for computation-intensive applications [Liu et al. 2010]. Nevertheless, with runtime uncertainties induced by soft errors, static optimization alone cannot
achive the best performance for real-time implementations, especially when dynamic
runtime variations in task executions are taken into consideration and a better result is expected rather than worst-case estimation. This brings a new challenge to
the research community: how to realize reliable computing on MPSoC with minimized
hardware cost and software overhead, and on this basis, further optimize the performance of the entire system.
In this article we present a novel solution for building reliable MPSoC. We use a
hardware-software collaborative approach to solve soft error problems, and apply a
two-step scheduling strategy that combines static design-time analysis and dynamic
run-time management to meet the applications’ real-time constraints and optimize
system performance. We build a hardware-based sensor network to collaboratively
monitor and detect soft errors, and apply a software-based mechanism to recover from
soft errors and guarantee correct execution. To maximize MPSoC performance, we first
optimize the applications by off-line static scheduling techniques, and then apply a
lightweight scheduling adjustment technique at runtime to complement static analysis and deal with the dynamic incidents of soft error occurrences and task execution
variations. The main contribution of this work is the proposal of a systematic on-chip
sensor network for chip reliability surveillance and control of (future) extremely large
systems. We also propose a two-step scheduling scheme to balance the requirements
between effective application and processor management and the constrains on making
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fast decisions at runtime. Experimental results show that the hardware-software collaborative strategy for soft error protection is more effective than existing techniques
in terms of lower hardware costs, impact on system performance and energy consumption. The proposed approach is not only a hardware-software collaborative solution to
resolve soft error threats, but also a high-level control system to optimize system cost
and performance.
The rest of the article is organized as follows: related work is discussed in Section 2;
the proposed solution for a soft-error-tolerant MPSoC is presented in Section 3;
Section 4 shows performance evaluation results via cycle-accurate simulation; Section 5 concludes our work and discusses possible future extensions.
2. RELATED WORK

Several hardware-based approaches are proposed for soft error protection on latches
and combinational logic. Seshia et al. used model-checking techniques to address the
latches in a circuit on which soft error occurences do not affect circuit correctness,
such that these latches can be left unprotected without affecting the safety of the
entire system [Seshia et al. 2007]. Zhu et al. presented a prototype of a fault-tolerant
MPSoC with a dynamic fault recovery mechanism [Zhu and Qin 2006]. Each tile is
attached to a checker processor for runtime transient fault detection and correction
at program-level. Task-level correction of static permanent faults is provided by a
software-controlled scheduling algorithm, which determines a faulty processor core by
checking if the task assigned to it finishes before its deadline. Enabling task-level soft
error recovery will further reduce the performance overhead induced by fault-tolerant
scheduling mechanisms.
Mitra et al. presented a globally optimized robust system to overcome scaled CMOS
reliability challenges [Mitra 2008, 2006]. A Built-In Soft Error Resilience (BISER)
paradigm is developed for correcting soft errors in latches, flip-flops, and combinational
logic, in which on-chip scan resources for testability are reused as redundant resources
for error protection, and a special “c-element” is inserted into the circuit for error
correction. They reduce the cost of error correction quite significantly compared to
classical techniques such as Triple Modular Redundancy. However, performance and
energy penalties are still relatively large.
Ghosh et al. presented a fault-tolerant scheduling technique for aperiodic tasks in
hard real-time multiprocessor systems [Ghosh et al. 1997]. Multiple copies of non-preemptive tasks are scheduled dynamically in the system. Flexible deallocation and overloading strategies are defined to improve resource utilization and the task acceptance
ratio. Manimaran et al. proposed a similar scheduling algorithm for multiprocessor
systems [Manimaran and Murthy 1998]. Each task made two copies and scheduled
them to be mutually exclusive in both space and time for minimized impact induced
by processor failures. Smolens et al. presented spatial and temporal redundancy and
value-based detection for soft error protection [Smolens et al. 2006]. When a soft error is
detected, error correction is achieved by rolling back the execution to a previous checkpoint state and re-executing the instructions. Rebaudengo et al. and Nicolescu et al.
defined a set of rules that can derive a new version of the program from a software
application, which has the same functionality as the original one, but with soft error
detection capability via redundant execution of code [Rebaudengo et al. 1999; Nicolescu
et al. 2002]. Reis et al. presented a similar software-based, single-threaded approach
to achieve fault tolerance by compiler-based transformation of a program with duplicated instructions [Reis et al. 2005]. Comparison instructions are inserted at strategic
points during code generation for soft error detection. These techniques have no special
hardware requirements, while they induce remarkable decreases in performance and
memory overhead in the system.
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Many researches focused on the protection of transient failure occurences on onchip interconnects, like routers and communication links. Manolache et al. addressed
the problem of transient link failures by means of temporally and spatially redundant
transmission of messages [Manolache et al. 2005]. Park et al. developed comprehensive
solutions to either prevent or recover possible logic errors in the modules of the router
pipeline [Park et al. 2006]. The recovery mechanisms fully exploit the available infrastructures in a NoC, and introduce only small area and energy overheads. Dutta et al.
presented a low-cost error-correcting code (ECC)-based technique to protect NoC
routers against single event upset (SEU)-induced soft errors [Dutta and Touba 2007].
Patooghy et al. proposed a low-power and SEU-tolerant switch design based on duplicating the virtual channels of each NoC node as well as parity codes to prevent SEUs
from producing erroneous data [Patooghy et al. 2007]. Frantz et al. investigated the
application of different hardware and software-based approaches, like delayed sampling, retransmission, ECC and triple sampling, to improving the reliability of on-chip
routing elements in the face of crosstalk faults and soft errors [Frantz et al. 2007].
In this article, we take advantage of state-of-the-art techniques for the protection of
soft errors occuring on either routers or communication links, and focus on the impact
of system-level faults on the performance of applications running on multiprocessor
systems.
Izosimov et al. [2009] proposed an optimization approach to fault-tolerant hard realtime embedded system design. Hardware and software fault tolerance techniques are
combined in the system architecture design. Given an application scenario, a trade-off
is performed between selective duplications on hardware components and software
processes to provide the required level of fault tolerance with minim a system costs. In
this article we propose a hardware-software collaborative solution. We define a regular,
low-cost hardware architecture with error detection capability only, and implement
efficient error recovery mechanisms via carefully designed software schedulers. In this
way, our solution provides a uniform design for hardware, and is still versatile, for
various applications.
Wang et al. conducted a case study on applicability of an on-chip sensor network
for chip reliability surveillance and control [Wang et al. 2009]. They used chip sensors
to cooperatively monitor power/ground noise induced by the power gating of processor
cores. Some works use time redundancy methods to detect soft errors [Nicolaidis 1999;
Ernst et al. 2003; Sakata et al. 2007]. In this article, we use the concept of on-chip sensor
networks to construct a system for chip soft-error detection, and propose a systematic
approach aiming at soft error-tolerant design of future highly integrated systems.
3. SENSOR NETWORK-ON-CHIP: A PERFORMANCE-EFFECTIVE SOLUTION TO
SOFT-ERROR TOLERANT MPSOC

As the scale of chip processors increases, it becomes difficult to detect and correct
soft errors during chip execution. Sensor Network-on-Chip (SENoC) is a pervasive
solution to chip monitoring and management, where on-chip sensors form a network
for detection, communication, and management in order to keep the chip correct and
stable. In this section we discuss the design of the SENoC system and the strategies
for implementing performance-effective soft error tolerance.
3.1. SENoC System Overview

SENoC is a hardware-software collaborative solution to soft-error tolerant MPSoC. It is
a robust system not only aiming to protect the system from soft error threats, but also
to control the performance of the system in terms of high efficiency, low cost, and low
energy consumption. The soft error protection is realized in two steps. The hardwarebased sensor network is used to detect soft errors and to report to the system, and
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Fig. 1. SENoC architecture overview on a 4*4-core MPSoC.

then the software-based scheduling technique is applied for error recovery. In addition,
a centralized control strategy is proposed for system performance optimization. It is
a two-stage combination of static scheduling at design time and dynamic scheduling
adjustment at runtime for flexibility and performance maximization.
Figure 1 shows an example SENoC on a mesh-based 4*4-core MPSoC. The communication subsystem is the scalable Network-on-Chip (NoC), which is shared between
regular payload transmission and communications of the SENoC control system. Sensors are distributed on each processor tile for soft error detection, and each router is
enhanced with a node agent for coordination among on-chip components. A task control unit is built for centralized management. We introduce the architecture design
of the SENoC system and its working strategies in Section 3.2. The software-based
soft error recovery technique combines a traditional rollback strategy with scheduling
techniques for performance optimization. The time and space redundancy techniques
for soft error detection are replaced by our hardware-based detection approach. Soft
error recovery is realized by scheduling adjustments at task-level granularity. Detailed
strategies are discussed in Section 3.3. Moreover, we consider the problem of enhancing
the system performance with soft error protection in mind. We apply static optimization
techniques to maximize the applications’ performance at design time, and the static
scheduling result is adjusted when task execution variations and soft error exceptions
occur at runtime. The two-stage static scheduling and dynamic adjustment (SSDA)
approach for performance optimization is discussed in Section 3.4.
3.2. Hardware Architecture and Soft Error Detection

As a system for chip monitoring and management, SENoC is mainly composed of
four types of functional modules: sensors, node agents, communication subsystem,
and a centralized task control unit (TCU). On-chip sensors are widely distributed
over the entire chip for collecting information from the processor cores; node agents
integrate and analyze information obtained by sensors, and send feedback advice to
processor cores; the communication subsystem is used to share information among chip
components; the centralized task control unit is used to coordinate among processor
cores to collaboratively finish task execution jobs.
On-chip sensors are built to detect soft errors. Similar to the time redundancy methods proposed in [Nicolaidis 1999; Ernst et al. 2003; Sakata et al. 2007], the sensor
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Fig. 2. The design of on-chip sensors.

design is shown in Figure 2. An extra shadow flip-flop is added with a delayed clock,
such that the two flip-flops capture the output of the combinational circuit at two time
instances that differ by the delay. The content of the functional flip-flop is compared
with the shadow flip-flop via a series of XOR gates (working as a set of one bit comparators) to identify soft errors. Once there is a transient pulse on the combinational
logic output, it will potentially make the output of the two flip-flops different. The
difference is captured by the control unit and reports to the node agent. This sensor
design is effective in detecting soft errors occurring both in the combinational logic and
sequential logic, and it can also detect soft errors occurring in one of the two flip-flops.
In this work, the number of sensors distributed on a processor core is a fixed value
which is determined by the number of registers in the data path of the processor core.
Each register is protected with a sensor to detect potential soft errors.
The sensors are only responsible for detecting soft errors. Some techniques use hardware to provide an error-free circuit by integrating detection and recovery [Mitra et al.
2006]. First, error-free designs result in long delays to the synthesized hardware circuit, which are not negligible for modern systems. While the lightweight sensors only
bring very low hardware cost compared to error-free designs. Actually, our hardwaresoftware collaborative strategy allows the soft error interrupt to proceed in the next
clock cycle via the software recovery scheme. Since the time delay is only applied to
the shadow flip-flop, the clock frequency of the functional logic can be as fast as in an
unprotected design, and the one cycle delay for setting the soft error interrupt signal
can be alleviated by the proposed recovery scheme. Second, the SENoC design makes
minimum change on the hardware design, which makes it easy for system integration.
Third, the system becomes flexible for task scheduling, since a universal task controller
is applied to take care of task execution under different situations.
With the sensors to detect soft errors, we build a communication network to collect,
share, and control the system with sensing information. Traditional Network-on-Chip
(NoC) systems are normally composed of chip processors, routers, and interconnects.
We add the following functional components to make it a SENoC.
(1) A node agent is used for collecting information from sensors, controlling packet
generation, and analysis for intercommunications among processors and the central
task control unit, and for advising processor for task re-execution.
(2) The task control unit is in charge of centralized control of the system, including
maintaining processor states and task executions as well as making scheduling
decisions.
(3) The communication subsystem uses the packet-switching NoC and the communication protocol design, including packet definition, and transmission control is
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Fig. 3. The processor and router structure diagrams.

Fig. 4. The processor state machine.

proposed for SENoC. Several types of packets and their functions are described in
Section 3.3.
The structure of an on-chip processor is described in Figure 3(a). Sensors with the
functionality of soft error detection are spread on each processor. The control logic
of a processor is used to maintain processor states and coordinate all the on-chip
components to make them work correctly. The data path contains the instructions to
be executed on the processor. The network interface is used for periodic communications
with the local router for packet transmission and delivery. With the design of a sensorenabled processor, we can detect soft error problems earlier than traditional techniques,
so that the application performance is expected to be improved. A processor has four
states: clock off, free, busy, and exception handling. The processor state transition
machine is given in Figure 4. Besides the “Free,” “Busy,” and “Clock Off ” states, a
special “Exception Handling” state is used for dealing with soft error exceptions. The
processor sets its program counter back to the start point of the running task and
conducts related rollback operations for soft error recovery. a “Safety Period” is set
inside the “Free” state for state transition from “Busy” to “Free”. As mentioned, the
ACM Journal on Emerging Technologies in Computing Systems, Vol. 10, No. 2, Article 15, Pub. date: February 2014.
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Fig. 5. The task control unit structure diagram.

sensors are possible to report soft error threat with a delayed cycle. When a task
finishes execution and the processor returns to “Free” state, a delayed soft error report
can indicate affected task execution results, and soft error recovery is needed in this
case, although a generally soft error report can be omitted when the processor is in
“Free” state.
The router relays messages (via packets) from one processor to another over interconnected links by making routing decisions at the switches. The router structure
diagram is given in Figure 3(b). Normally, a router has five bidirectional ports: four of
which connects nearby routers in a mesh topology, and the left one is connected to the
attaching processor. Each input port has an input buffer for temporary packet storage.
The control unit is used to control packet switching. Most importantly, there is a node
agent built inside the router. The node agent has three main functions: receiving soft
error report from sensors, advising a local processor for task re-execution to correct soft
errors, and working as a medium between processor core and communication network.
It can analyze input packets for the processor and generate commands to the processor
control logic. On the other hand, it can synthesize processor commands and states into
packets to transmit to other network components.
The task control unit (TCU) is a global controller used for task management and chip
maintenance. Its structure diagram is shown in Figure 5. TCU is used to assign new
tasks to processors and to maintain the status of all processor cores. It has a scheduling
adjustment control logic, which is used for online task scheduling implementation and
dynamic adjustment of predefined schedules for performance control. The detailed
working strategy of TCU is discussed in Section 3.4.
3.3. Software Design and Soft Error Recovery

Our recovery scheme is a software solution based on task-level scheduling adjustment.
As a promising software-based technique, [Smolens et al. 2006] does not need any hardware support to solve soft error problems. It uses duplicated instruction execution and
result comparison to address soft errors, and once a soft error is detected, the software
rollbacks to the last checkpoint where the input data for the broken instructions were
stored and restarts the execution. Checkpoints are set regularly between software instructions. However, the frequent data backup operations, due to the instruction-level
checkpoint buildup, increase the memory usage, and duplicated instruction executions
induce high performance overhead.
In SENoC, we do not set checkpoints at the instruction level, but use abstraction
techniques to represent applications by task graph models, and set checkpoints at
the task level (a task node in a task graph normally represents a piece of code or
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Fig. 6. The timeline sequence diagram for communications between processors and task control unit.
Table I. Definition of Packet Types in the Communication Protocol
Type
Command
packet
Report
packet
Payload
packet

Sender

Receiver

TCU &
processors

Condition
Ready task &
free processor
Processor state
changes

Content
Start task
execution
Processor
state

TCU

Processor

Processor
Processor

Processor

Task finishes

Data

a batch of instructions). A buffer memory is usually allocated to each edge between
tasks (denoting communication channel) for data sharing. We exploit this feature to
set checkpoints on the edges between tasks, and use the buffer for data backup. The
input data is kept in the buffer until the task finishes without a soft error alert. Once a
soft error occurs, the processor will roll the next instruction back to the start point of the
affected task and run the task again with the kept input data. Unlike other softwarebased approaches, our checkpoint setting naturally takes advantage of task graph
semantics and does not induce additional time or memory overhead to the system.
Based on our scheme, duplicated task execution or backup memory is not necessary,
and task-level error recovery is triggered only when a soft error really affects running a
task. Software overhead is greatly reduced, recovery overhead is minimizes, which are
the main benefits of the software-hardware collaborative solution. A centralized TCU is
built to handle the task management and scheduling over the entire chip as well as to
coordinate on-chip resources. The detailed working strategy is discussed in Section 3.4.
The communication protocol between the centralized TCU and processor cores is
described in Figure 6. The packet definitions are given in Table I. Three types of network
packets are defined: command packet-sending from TCU to processors for delivering
task scheduling decisions; report packet-sending from processors to processors and
TCU for a processor state report; payload packet-sending between processors for data
transmission between interprocessor tasks. Normally, once a processor is known to be
free by the TCU and a scheduling decision is made to invoke a task on that processor, a
command packet will be sent to the processor. During the task execution, four types of
report packets are possible for sending to the TCU for the events of task started, task
finished, soft error detected, and task restarted for soft error recovery, respectively.
TCU will update the schedule table and processor state table stored locally by the
report received. In SENoC, error correction is conducted locally in a processor core as
soon as a soft error is detected by the sensors. The sensors will report the error to the
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local node agent, and the node agent will coordinate with the processor control unit to
trigger the re-execution of the affected software task for error recovery. This situation
will be reported to the central task control unit by sending out a report packet. Based on
the error report, the task control unit will make global scheduling adjustment decisions
to optimize the overall performance.
3.4. Two-Stage Scheduling Strategy for Performance Optimization

State-of-the-art techniques for soft error protection consider using only the rollback
scheduling method to recover from soft errors. We do more than that: besides tasklevel rollback for soft error recovery, we further propose a scheduling policy and try
to optimize the performance of the entire system with the consideration of soft error
handling and other runtime variations.
Generally, there are three kinds of scheduling strategies: distributed scheduling,
where each processor’s control unit determines the scheduling of tasks assigned to it
separately; centralized scheduling, where an independent management unit is built
for task scheduling on all processors; hierarchical scheduling, where processors are
grouped into several clusters, and the central control unit is used for global management on processor clusters, while each processor within a cluster makes local scheduling decisions. We study centralized scheduling strategy for global management of all
chip resources and coordination among runtime variations and exceptions. In this way,
the centralized control unit is aware of the situation of the entire chip, including the
state of every processor and every task, and the scheduling and control decision made
is globally optimized for the whole system.
The proposed centralized scheduling strategy is a composition of an offline static
mapping and a scheduling decision as well as an online dynamic lightweight adjustment strategy. At design time, without any knowledge of a soft error occurrence or
task-running variation, we try to optimize the application’s performance on the MPSoC
using static realtime scheduling techniques. At runtime, we develop a dynamic adjustment strategy that generally follows the static scheduling result obtained offline, but
makes slight adjustments to the static decisions according to the practical information
on soft error occurrences and task-running variations. The combined static-schedulingand-dynamic-adjustment (SSDA) strategy is proposed to optimize system performance
with soft error protection. Task runtime variations and soft error exceptions are taken
into consideration by the centralized task control unit. The strategy overview is described in Figure 7.
3.4.1. Optimizing Offline Scheduling by Static Analysis. We conduct static optimizations in
order to theoretically maximize application performance according to its worst-case
estimation of task execution times and network transmissions. Formally, given an application represented by a task graph G(V, E) and a network-on-chip hardware system
P, the problem is to find a mapping M : V → P for each task in V to a processor core
in P, as well as a static-order schedule S : V → N for the tasks assigned to each processor, where each task in V mapped to a processor in P is assigned a natural number
indicating its sequence number for execution, such that the application performance
is optimized. In static order scheduling, tasks assigned to the same processor execute
following a strict predefined sequence. It is proven to be a more effective strategy than
fully static or self-timed scheduling for multiprocessor systems [Liu et al. 2010].
In our static scheduling and dynamic adjustment (SSDA) framework, many static optimization strategies can be applied for making task mapping and scheduling decisions.
In this article, we do not explore the performance differences by different strategies,
but focus on the impact of the flexible framework. Based on the SSDA framework, different scheduling algorithms can be selected for further performance optimization; and
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Fig. 7. Two-stage static scheduling and dynamic adjustment (SSDA) strategy.
Table II. Definition of the Symbols used in Offline Scheduling
w(v, p)
t(v, p)
f ( p)
e(v)
n(v, p)
l(v, u)
m(u)
d( p, q)

The weight of mapping task v to processor p
The required time for task v to finish on processor p
the time for executing previously assigned tasks on processor p
The worst-case execution time of task v
The total amount of network transmission generated by task v when
it is assigned to processor p
The number of packets that task v generates to edge (v, u)
The mapping of task u
The Manhattan distance between processors p and q

we leave it as possible future work. We apply load-balanced mapping and static-order
scheduling strategies to obtain a static scheduling result. The basic idea is to distribute
the processing and network transmission workloads evenly and make high utilization
of hardware resources. The mapping strategy is to assign the tasks to processors one
by one in the order defined by the graph shape; the schedule on each processor is
determined by invoking the tasks mapped to the processor in a self-timed manner.
The objective is to minimize the end-to-end delay of the application’s execution while
considering the interprocessor communication overhead. For a task v in V, the weight
of mapping it to a processor p in P is calculated by the following cost function:
w(v, p) = c1 t(v, p) + f c2 n(v, p),

(1)

in which t(v, p) is the required time for task v to finish execution on processor p,
defined by the time for executing previously assigned tasks on p plus the worst-case
execution time of v. The n(v, p) is the total amount of network transmission, defined
by the number of packets generated by task v from p to other processors (Table II lists
the definitions of the symbols):
t(v, p) = f ( p) + e(v),
n(v, p) =



l(v, u) × d( p, m(u)),

(v,u)∈E
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ALGORITHM 1: The offline static load-balanced mapping and static-order scheduling algorithm
Require: application graph G(V, E), network-on-chip architecture P
1: time = 0
2: while there is unscheduled task in G do
3:
readyQueue = UpdateReadyQueue(G)
4:
for each task v in readyQueue do
5:
minW eight = ∞
6:
for each PB p ∈ P do
7:
if w(v, p) < minW eight then
8:
selectedProc = p
9:
minW eight = w(v, p)
10:
end if
11:
end for
12:
m(v) = selectedProc
13:
s(v) = GetOrder(selectedProc)
14:
proc AvailT imes = GetEarliestAvailableTimes(P)
15:
end for
16:
time = TimeAdvance( proc AvailT imes)
17: end while
18: return mapping M, schedules S

where c1 , c2 are the user-specified constant factors to trade-off between the two concerns, and f is an architecture-specific scaling factor which balances the two terms
in different measurement units. For example, setting c1 = 1, c2 = 0 will obtain the
mapping result that balances the processor’s workload regarding execution time, and
setting c1 = 2, c2 = 1 will balance the processor’s workload, as well as network traffic
with bias towards the processor workload. For performance evaluations in Section 4,
we set both factors c1 and c2 to 1, meaning that task execution and network transmission are considered to be of equal importance to system performance. Ideally, factor f
can be set to 3 for the number of clock cycles for a packet crossing a router, while the
value should be larger when network contention occurs.
The mapping and scheduling algorithm for offline static optimization is shown in
Algorithm 1. The algorithm finds mapping and scheduling for each task until the
application is finished (lines 2–17). A ready queue is used to contain the tasks that are
ready to execute (Line 3). In Lines 4–15, the tasks in the ready queue are all mapped
to some processors and scheduled in sequence. In Lines 6–12, a task is measured by
Equation (1) and assigned to a processors with the minimum cost. After obtaining the
mapping decision, Line 13 assigns a scheduling sequence number to the task. m(v),
and s(v) are the mapping and scheduling result of task v, and both results are stored
in the sets M and S for algorithm output. Each entry of the vector proc AvailT imes
keeps the earliest available time of a processors, that is, the earliest time instant that
all the tasks already assigned to the processors are finished, and is used to compute
the term f ( p) in Equation (2). In Line 16, a global variable time is used to indicate the
current time instant and is always advanced to the earliest future time with at least
one available processors, i.e., the time to make new decisions. Relevant task executions
and data transmissions are also conducted. When all the tasks are scheduled, we obtain
a feasible mapping and scheduling decision as well as its estimated performance. The
obtained mapping and scheduling decisions are stored in the schedule table on the
central task control unit and used as the initiated guidelines for runtime management.
3.4.2. Improving Online Performance by Dynamic Adjustment. We make use of online messages and conditions to make slight adjustments to the statically-determined schedules
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ALGORITHM 2: The lightweight online dynamic scheduling adjustment algorithm
Require: application graph G(V, E), network-on-chip architecture P, mapping M(V, P), static
order schedules S(V, N)
1: for each processor p do
2:
if p reports free then
3:
v = NextTask( p, S)
4:
while v is not ready do
5:
v = NextTask( p, S)
6:
end while
7:
Schedule v on p
8:
Update st(v)
9:
end if
10:
if p reports processor state then
11:
Update st(v)
12:
end if
13: end for
14: return makespan and schedule table st(V )

with the intent of further improving the application performance. A lightweight online
scheduling adjustment strategy is used to improve runtime performance under the
uncertainties of task execution variations and soft error exceptions.
Task migration is not considered in our scheme since it involves high complexity to
online management. Task mappings are statically determined and fixed. At runtime,
the TCU sends command packets to the respective processors for task invocations
according to the schedule table obtained by static analysis, and keeps a processor table
to monitor the status of all the processor cores. Each processor is able to send report
packets to the TCU with four kinds of events: task has started, task has finished, soft
error has occurred, and task has been restarted for soft error recovery. The dynamic
scenarios of task executions will be kept in the schedule table and used by the TCU for
runtime decisions. The scheduling adjustment strategy follows the work-conserving
principle to keep the processors working efficiently. The TCU keeps each processor
work-conserving and invokes tasks in the defined order in the schedule table. The
actual schedule should be similar with the offline result but slightly different because
of task execution time variations and soft error handling. The node agent on each
router handles soft error recovery and task rescheduling locally, but the incidents are
reported to the TCU to allow global synchronization.
The online adjustment algorithm is given in Algorithm 2. Function NextTask(p,S)
(Lines 3 and, 5) is used to fetch the next task on processor p in the predefined static
order. Processor state reporting includes task v started, finished, restarted for soft error
recovery and soft error occurrence. The algorithm allows dynamic adjustment on the
predefined static order schedules to invoke ready tasks earlier if its preceding task is
blocked for execution at runtime. The strategy is to keep processor work-conserving, i.e.,
a processor cannot be free if some task assigned to it is ready for execution. Algrithm 2
has linear complexity to the input size of the problem and runs very fast in practice. There are several cases of dynamic adjustment that make the online scheduling
different from the offline prediction:
(1) If a task has running time less than its worst-case estimation, the online scheduler
will invoke its succeeding task on that processor as soon as the report is received,
so that the runtime performance is expected to be enhanced due to the flexible
strategy.
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Fig. 8. An example showing the benefit of online dynamic adjustment.

(2) If a task is delayed due to soft error, the online scheduler will adjust the schedules
on other processors to allow unaffected tasks to be invoked, so that the impact
of soft error on performance is reduced to a minimum. We give a simple example
in Figure 8 to show this case. Suppose the static order schedule obtained offline
is t3 , t4 , t5 on P2 , but at runtime t4 is delayed for start, due to its predecessor t1
on P1 meeting soft errors, and the application performance is weakened to 120
(Figure 8(2)). However, with dynamic adjustment, t4 is known to be delayed by
soft error notification before t1 finishes execution and the scheduler starts t5 on
P2 earlier than the predefined schedule, resulting in the impact of soft error on
application performance being reduced (Figure 8(3)).
4. SIMULATION AND PERFORMANCE EVALUATION

In order to verify the effectiveness of the proposed approach, we develop a cycle-accurate
simulator using SystemC [Sys], and conduct extensive performance evaluations on
several well-known realistic applications available at Liu et al. [2011] and Tobita and
Kasahara [2002]. The applications are from different domains and are diverse in terms
of application size and task length. The application sizes range from 51 to over 6000
tasks. The task lengths range from tens to tens of thousands of clock cycles in terms
of execution time. The task lengths in one application can either be within the same
order of magnitude, or vary by three orders of magnitude. We compare our solution with
state-of-the-art soft-error-tolerant techniques on various performance and cost metrics,
including application performance, energy consumption, and chip area overheads.
The simulator is built with parameterized configurations, where parameters like
MPSoC size, global clock frequency, cache size, and the soft error rate are adjustable
by modifying the configuration file. In this evaluation, we construct three mesh-based
MPSoC architectures with 4*4, 8*8, and 16*16 processor cores, respectively. XY routing and wormhole switching techniques are applied as the communication protocols
for the NoCs. We run three groups of simulations. In the first group, we assume the
system is running with no soft error attack, and obtain the realistic performance of
the applications in this ideal case. The results are marked as “Ideal”. In the second
group of simulations, marked with “SENoC,” our technique proposed in this article
is applied in an environment of existing soft error attacks. The soft errors are simulated to appear on each processor, randomly following a uniform distribution. In the
third group of simulations, we assume the same soft error occurrence conditions as
in the second group, and handle soft errors using the state-of-the-art software-based
technique proposed in Smolens et al. [2006]; we mark it with “Smolens”. In the simulations, task executions are simulated with random execution times. The randomized
execution times follow Gaussian distribution with mean of 80% of their worst-case
execution times and variance of 0.2. The global clock frequency is set to 1.25GHz. In
order to obtain steady and useful results, we run each application continuously for
multiple iterations with pipelining until the simulation time reaches several million
clock cycles. We record the following values for each application run: end-to-end latency
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in number of clock cycles, number of clock cycles that each processor is in busy state,
number of control packets and payload packets, total number of hops conducted for
packet transmission between routers, and number of soft error occurrences. This data
is used for the following performance evaluations and analyses.
We conduct experiments for a series of terrestrial locations with different cosmic ray
flux environments and soft error rates. In Bender et al. [2008], an accelerated terrestrial
cosmic ray test is carried out for the logic circuits of the 65nm IBM POWER6 processor.
From Constantinescu [2005], the cosmic ray flux and soft error rate have a linear relationship under terrestrial circumstances. As an example, the cosmic ray flux at sea level
is about 13 cosmic rays/cm2 /h, and the soft error rate is 87400 FIT. We obtain the cosmic
ray flux at different altitudes according to JEDEC JESD89 Standard [JED], and calculate the SER values by the linear relation and use them as an input parameter to the
simulations. Three terrestrial environment levels are selected: city level (0 to 8000 m),
civil aviation level (8000 to 16000 m) and general aviation level (16000 to 30000 m).
The SER values vary by over three orders of magnitude. In the simulations, we assume
the worst case: that a soft error attack to a processor will always cause a running task
on it to fail, and that the soft error protection mechanism will definitely be triggered.
First, we compare the performance of the techniques in terms of the time used to
finish the applications. For each application, we assign exactly the same amount of
workload to different test cases with different MPSoC platforms and techniques, that
is, each application is invoked for the same number of iterations. A large MPSoC with
more processor cores allows an application to run at a higher level of parallelism than
a small MPSoC, so the time to finish the application is expected to be shorter, and consequently the performance is expected to be higher. Figure 9 shows the performance
of the respective applications with SENoC and the technique in Smolens et al. [2006].
In the simulation results, the performance of the Ideal case on 256-core MPSoC is
normalized to 1, and the results of other cases are shown by relative values to that
criterion. The results in the Ideal case are omitted in the figures for clarity. In fact,
the results of the Ideal case are very close to the results by SENoC. Experimental
results show that our technique has consistently low performance degradation due to
the overhead of soft error protection, although the soft error rate difference from an
altitude at sea level to aviation level is more than three orders of magnitude. Compared
to the Ideal situations, the average performance overhead with our technique is 0.6%,
and the average performance improvement with our technique compared to Smolens
et al. [2006] is 100.1%. Figure 10 shows that the average performance comparisons
among the three test cases on the three MPSoC architectures, where the performance
values are normalized to Smolens et al. [2006] on a 16-core MPSoC. From a different
perspective, when the total number of instructions executed for the Ideal cases is normalized to 1, the total number of instructions executed by our technique is 1.01501
(1.501% additional instructions are executed for error recovery), and the total number of instructions executed by the software-based approach is 2.00022 (duplicated
instructions are executed for error detection, and 0.022% additional instructions are
executed for error recovery). Experimental results demonstrate that our technique has
low performance degradation for soft error protection, and outperforms the technique
in Smolens et al. [2006] impressively. Another observation is that, the soft error rates
differ by three orders of magnitude as the altitudes change from the sea level to aviation level. Compared to that, the performance degradation is much lower. There are two
main reasons for this result. First, the error recovery mechanism used in the proposed
approach induces low overhead to the total performance. Second, the online dynamic
scheduling adjustment algorithm helps reduce such overhead further.
Second, we conduct energy consumption analysis and compare the two techniques for
energy consumption overhead. For the Ideal case, the energy consumption is composed
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Fig. 9. Performance comparisons between SENoC and the technique proposed in Smolens et al. [2006] for
the respective applications on 16-core, 64-core, and 256-core MPSoCs.

of the energy consumed by processor cores for task executions and by routers and interconnects for payload packet transmissions. The energy consumption for packet transmission includes the average energy required to transfer through crossbars, interconnects between routers, interconnects between the processor and router, and is required
by the router’s control unit to make routing decisions and by the buffers for storage.
We assume the average energy consumption of a running processor core is 300 mW.
Then, the energy consumption by the Ideal case for running the applications is calculated by Equation (4), where variable c is the total number of processor clock cycles
for running tasks, h is the total number of hops for router to router packet delivery,
and n is the total number of packets. The equation is reformulated as a function of
the parameters which directly describe the execution scenario, like the total number
of processor clock cycles, the total number of packets delivered in the network, and the
total number of hops to complete all the packet transmissions, and so on. The items
of energy consumed by the respective on-chip components are combined for clarity.
The constant factors are estimated according to the previous analysis and the synthesized results (details in the following paragraph) and set to E1 = 240 μW/MHz, E2 =
24 μW/MHz and E3 = 6.8 μW/MHz. With soft error protection, our technique induces
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Fig. 10. The comparison of an average application’s performance on 16-core, 64-core, and 256-core MPSoCs,
respectively.

four parts of energy consumption overhead: sensors for error detection, node agents
and interconnects for control packet delivery, the task control unit for centralized task
scheduling, and control. The energy consumption overhead of our technique is calculated by Equation (5), which contains energy consumed by additional computations for
soft error recovery (cs is the number of clock cycles for soft error recovery), the energy
consumed by additional control packets transmission (nc and hc are the number of
control packets and their transmission hops), and the energy consumed by additional
hardware including sensors, node agents, and the task control unit (t is the number
of clock cycles to finish the application). The constant factor E4 is the summation of
energy consumptions by sensor, node agent, and the task control unit. From the synthesized result (details in the following paragraph), the energy consumptions of the
sensors and node agent on a processor core are 0.16 μW/MHz and 0.26 μW/MHz, and
the task control unit consumes 2.2 μW/MHz, 11.1 μW/MHz and 61.4 μW/MHz on
the 16-core, 64-core, and 256-core MPSoCs, respectively. The energy overhead of the
technique in Smolens et al. [2006] comes mainly from duplicated task executions and
error protection strategies, and the energy consumption analysis is conducted similarly
for the Ideal case. Figure 11 shows the average energy consumptions of the three techniques on the three MPSoCs, where the energy consumption values are normalized to
the Ideal case on 16-core MPSoC. Results show that our technique only introduces an
average of 3.7% energy overhead to the Ideal case for soft error protections, and saves
52.5% energy consumption compared to Smolens et al. [2006].
Ei = E1 ∗ c + E2 ∗ h + E3 ∗ n.

(4)

Eo = E1 ∗ cs + E2 ∗ hc + E3 ∗ nc + E4 ∗ t.
(5)
Third, we use the Synopsys Design Compiler [Syn] to synthesize the hardware and
analyze the chip area overhead induced by our technique. As shown in Figure 12, we
use the Cadence Encounter Tool [Cad] to obtain the layout of the router and task
control unit. The overhead contains three parts: sensors, node agents, and the task
control unit. In the 45nm library, the area of a single flip-flop is 4.522 μm2 , so the total
area of sensors on a 32-bit processor core with 5 pipeline stages is about 724 μm2 .
We assume the area of a processor core to be 660*660 μm2 . From the synthesized
result, the area of a router with five bidirectional ports and input buffers with a size
of 2 is 22803 μm2 , the area of a node agent is 687 μm2 , and the areas of the task
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Fig. 11. The comparison of average energy consumptions on 16-core, 64-core, and 256-core MPSoCs,
respectively.

Fig. 12. The synthesized results of the router and task control unit on a 16-core MPSoC.
Table III. Summary of Areas and Energy Consumptions of the On-Chip Hardware
Components
Processor core
Router
Sensors (on a core)
Node agent
TCU on 16-core MPSoC
TCU on 64-core MPSoC
TCU on 256-core MPSoC

Area (μm2 )
435600
22803
724
687
8599
50608
127315

Energy consumption (μW/MHz)
240
24
0.16
0.26
2.2
11.1
61.4

control unit for 16-core, 64-core, and 256-core MPSoCs are 8599 μm2 , 50608 μm2 , and
127315 μm2 , respectively. Consequently, we obtain the area overhead by our technique
is 0.37%, 0.39%, and 0.42% for the 16-core, 64-core, and 256-core MPSoCs, respectively,
and the average area overhead from the additional hardware components used by our
technique is 0.4%, which is negligible, considering the huge performance gain. Table III
summarizes the area and energy consumption of the hardware components.
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From the experimental results, our technique provides soft-error-tolerant computing
on MPSoCs with low performance degradation (less than 1%), low energy consumption
overhead (less than 5%), and low chip area overhead (less than 1%). The benefit comes
mainly from our hardware-software collaborative design for soft error detection and
protection. The frequently-running error detection components are implemented by
hardware sensors of high efficiency and low cost, while the infrequent soft error recovery is realized by software-based task-level scheduling techniques of high flexibility and
low overhead. Thus, the entire system gets a balanced cost and optimized performance
and energy efficiency.
5. CONCLUSION

In this article, we present a systematic approach to protect MPSoC from soft error
threats. We propose a hardware-software collaborative solution that a hardware onchip sensor network (SENoC) be built for soft error detection and information transmission, and a software task-level rollback technique be used for soft error recovery. In
this way, the MPSoC only needs to make slight modifications on the hardware, and the
performance degradation and energy consumption are well controlled. Furthermore,
a static scheduling and dynamic adjustment (SSDA) strategy is presented to optimize
the system performance. An offline analysis technique is used for static application
mapping and scheduling on MPSoC, with the intent to optimize its performance. A
lightweight online scheduling adjustment strategy is combined with the statically obtained result to dynamically adjust runtime schedules to overcome task executions
variations and soft error-caused exceptions. Our approach is not only a systematic
solution to soft error problems, but also a comprehensive technique for application
management and running control for system performance maximization. Possible future extensions include exploring distributed and hierarchical scheduling strategies
for SENoC, and using more sophisticated algorithms like genetic algorithms for static
mapping and scheduling optimization.
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