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A New Learning Paradigm

Why Deep Learning?
Conventional machine learning (e.g., 2-layer BPNN or
SVM) exploit shallow network topologies containing
only one or two nonlinear hidden feature mapping layers.

Human information processing, on the other hand,
exploits deep complex hierarchical and distributed
topology for extracting complex structures with multiple
levels of abstraction and building internal representation
from rich sensory inputs.

Most machine learning systems lack the ability to
capture spatiotemporal relationships in the
observations.

Extracting salient features for pattern recognition is a
challenging task. Additionally, all feature extraction
methods lack the high level semantic concepts with
many levels of abstraction often used by humans.

Conventional machine learning systems lack the ability
to extract subtle features from large volumes of high
dimensional data.

Global generalization ability that expands beyond
certain data space is needed.
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History

Owing to training and computational limitations, deep networks with multiple
hierarchical layers could not be successfully employed. Breakthrough happened in 2006
by Hinton’s work on Deep Belief Networks (DBNs).

1 Convolutional Neural Networks (LeCun, Bottou, Bengio, and Haffner, 1998):
Discriminative learning that utilizes spatiotemporal relationships.

2 Deep Belief Networks (Hinton, Osindero, and Teh, 2006): Generative learning
that uses Restricted Boltzmann Machine (RBM) algorithm for unsupervised
learning of representation at each layer.

3 Stacked Auto-encoders (Bengio, Lamblin, Popovici, and Larochelle, 2007):
Stacked layered networks that learn compressed encodings through
reconstruction error.

4 Sparse Auto-encoders(Ranzato, Poultney, Chopra, and LeCun, 2007): Uses
sparse auto-encoder (sparse coding) in the context of a convolutional
architecture.

5 Others

Last three methods use:

Unsupervised learning for pre-training each layer one at a time (layer-by-layer).

Supervised training for fine-tuning the layers.
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Deep Belief Networks (DBN)- Hinton 2006

DBN uses a greedy layer-by layer unsupervised learning algorithm employing a
deep generative model with many layers of hidden causal variables.

It can be interpreted as Bayesian probabilistic generative (vs discriminative)
models. Generative is better at modeling the structure in the input data vs
discriminating between classes (discriminative).

The generative model makes it easy (via graphical models) to interpret the
distributed representations in the deep hidden layers.

Uses Restricted Boltzmann Machines (RBM) for unsupervised learning of
representation at each layer.

Upper layers of a DBN are supposed to represent more abstract concepts that
explain the input observations, whereas lower layers extract low-level features
from input.

The learning algorithm is local: adjustments to a synapse strength depend only
on the states of the presynaptic and post-synaptic neuron. Neurons only need to
communicate their stochastic binary states.

Doesn’t suffer from overfitting (models with millions of parameters) or
underfitting problems common in deep networks.

Supervised training can be used to fine-tune all the layers for better
representation.

We first start with a review of energy-based models (EBMs) and Restricted Boltzmann
Machines (RBMs).
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Energy-Based Model (EBM)-Lecun 2006

Energy-based models associate a scalar energy, E(x), to each configuration of the
variables of interest. Learning corresponds to modifying the energy function to shapes
with desirable properties via the parameters. Energy-based probabilistic models may
define a probability distribution through an energy function,

p(x; θ) = e−E(x;θ)

Z

where the normalizing factor Z called the partition function is

Z =
∑
x e
−E(x;θ)

For exponential distribution family models (Normal, Exponential, Gamma,
Chi-Squared, Beta, Bernoulli, Poisson) the energy function E(x; θ) has the form
E(x; θ) = πt(θ)t(x) where θ is parameter vector and t(x) is called the sufficient
statistic. In the RBM, the conditional distribution of one layer given another can take
any of the exponential family distributions.

The parameters of an energy-based model can be learnt by maximizing the
log-likelihood (ML) or minimizing the negative log-likelihood wrt all the training data
(assuming independence), i.e.

L(θ,S) = − log
∏
xj∈S p(x

j ; θ) = −
∑
xj∈S log p(xj ; θ)

where xj ∈ S is the jth training sample. This can be done by applying stochastic

gradient descent and computing − ∂ log p(xj ;θ)
∂θ

, where θ is the parameter vector of the

model.
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EBMs with Hidden Variables (Units)
In many situations, only parts of the data are observable while the rest are not.
Moreover, to make the model general we may want to introduce some unobservable or
latent variables. Let us denote the observable part by x and the hidden (latent) part
by h. Then, we have (marginal),

p(x; θ) =
∑
h p(x, h; θ) =

∑
h
e−E(x,h;θ)

Z

Define (inspired from physics) free energy, F(x; θ) = − log
∑
h e
−E(x,h;θ) we get a

similar result as before

p(x; θ) = e−F(x;θ)

Z
with Z =

∑
x e
−F(x;θ)

Thus, the free energy is a marginalization of energies in the log-domain. Taking partial
derivative wrt parameter vector θ of the model gives,

∂ log p(x;θ)
∂θ

= − ∂F(x;θ)
∂θ

+ 1
Z

∑
x̃ e
−F(x;θ) ∂F(x̃;θ)

∂θ
= − ∂F(x;θ)

∂θ
+
∑
x̃ p(x̃; θ)

∂F(x̃;θ)
∂θ

i.e. positive and negative phases. The second term is EP [
∂F(x;θ)
∂θ

] with EP [.] being
Expectation under the model distribution p(.). To make this computationally feasible,
we estimate it using a fixed number of samples referred to as negative particles, N ,

∂ log p(x;θ)
∂θ

= − ∂F(x;θ)
∂θ

+ 1
|N|

∑
x̃∈N

∂F(x̃)
∂θ

.

where x̃ ∈ N are sampled according to distribution p. This gives an algorithm
(Monte-Carlo) for learning EBM with only missing ingredient being extraction of the
negative particles.
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EBMs with Hidden Variables-Cont.

If the energy E(x, h; θ) can be decomposed (same in RBM) as

E(x, h; θ) = −β(x) +
∑
i γi(x, hi; θ)

then the free energy and numerator of the likelihood can be computed tractably using,

p(x) = e−F(x;θ)

Z
=
∑
h
e−E(x,h;θ)

Z
= 1

Z

∑
h1

∑
h2
· · ·
∑
hM

eβ(x)−
∑
i γi(x,hi;θ)

= eβ(x)

Z

∑
h1
e−γ1(x,h1;θ)

∑
h2
e−γ2(x,h2;θ)....

∑
hM

e−γM (x,hM ;θ)

= eβ(x)

Z

∏
i

∑
hi
e−γi(x,hi;θ)

Note that the sums
∑
hi

are easier to carry out than
∑
h. Additionally, the Free

Energy can be computed using,

F(x; θ) = − log p(x; θ)− logZ = −β(x) +
∑
i log

∑
hi
eγi(x,hi;θ)

Remark:
If our goal is to make a decision concerning variable h given variable x
(discriminative), instead of considering all configurations (x, h) (generative), one can
consider configurations of h|x. If h takes discrete values then,

p(h|x; θ) =
p(x,h;θ)
p(x;θ)

= e−E(x,h;θ)∑
h e
−E(x,h;θ)
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Restricted Boltzmann Machines (RBM)

RBM is the building block of DBNs with one stochastic visible or observable
(typically Binomial or Gaussian) and one hidden (typically Binomial)layer.
Stochastic (vs. deterministic) model and recurrent (vs. feed-forward) structure.
Generative model (vs. discriminative)- estimates the joint distribution vs
discriminative that estimates the conditional distribution.
RBM restrict BM (special form of EBM) to connections using undirected
graphical model (see below) where links have no directional significance and
only interactions are between a hidden unit and a visible unit, but not between
units of the same layer.
Efficient learning algorithms exist to train it.

Hidden

vi

Visible

hj

The energy function E(x, h; Θ) (similar to AM) of an RBM is defined as

E(x, h; Θ) = −htWx− btx− cth
where W represents the weight matrix connecting hidden and visible units and b and c
are the biases (all captured during training-Contrastive Divergence) of visible and
hidden layers, respectively and Θ = {W, b, c}.
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Restricted Boltzmann Machines (RBM)-Cont.

Now, using the factorization of free energy given previously β(x) = btx and
γi(x, h) = −hi(ci + wix), where wi is the ith row of W matrix. Thus, the free
energy can be computed efficiently using

F(x; Θ) = −btx−
∑
i log

∑
hi
ehi(ci+wix).

Using the results in the Remark and factorization we obtain a tractable expression for
the conditional pdf p(h|x),

p(h|x; Θ) = e−E(x,h;Θ)∑
h e
−E(x,h;Θ) = e(h

tWx+btx+cth)∑
h e

(htWx+btx+cth)

=
∏
i e

(hici+hiwix)∏
i

∑
hi
e(hici+hiwix) =

∏
i

e(hi(ci+wix))∑
hi
e(hi(ci+wix)) =

∏
i p(hi|x; Θ)

Similarly, we have p(x|h; Θ) =
∏
j p(xj |h; Θ), i.e. visible and hidden units are

conditionally independent given one-another (beautiful result making inference easy).

Considering the fact that units take binary states, a probabilistic version of neuron
activation function in RBM become,

p(hi = 1|x; Θ) = e(ci+wix)∑
hi=0,1 e

(hi(ci+wix)) = e(ci+wix)

1+e(ci+wix) = sigm(ci + wix)

and similarly,

p(xj = 1|h; Θ) = sigm(bj + wtjh)

where wj is the jth column of W .
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Restricted Boltzmann Machines (RBM)-Cont.

The free energy of an RBM with binary units simplifies to:
F(x) = −btx−

∑
i log(1 + e(ci+wix))

Remarks:

1 When inputs are continues-valued (Bengio et. al. 2007) Gaussian (or any other
exponential family) can be used instead of Binomial. In this case, the energy
function is,

E(x, h; θ) = −htWx− 1
2

∑
i(bi − xi)2 − cth

The corresponding conditional probabilities become,
p(hi = 1|x; θ) = sigm(ci + wix)

p(xj |h; θ) = N ((bj + wtjh); 1)

i.e. θ = (W ; b; c) and xj takes real values and follows a Gaussian distribution
with mean (bj + wtjh) and variance one.

2 Adding hidden units can improve ability to represent the log-likelihood.

3 The sum over the hidden-layer configurations,

p(x) =
∑
hi
p(x|hi)p(hi)

is an interesting form of RBM for mixture models (e.g., Gaussian mixture when
p(x|hi) is Gaussian).
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Contrastive Divergence and RBM Updating-Binary Layers

Recall that

p(x, h) = e−E(x,h)

Z
and

p(h|x) == e−E(x,h)∑
h e
−E(x,h)

For ANY energy-based (Boltzmann) distribution, we have (marginal)

∂
∂θ

(− log p(x)) = ∂
∂θ

(
−log

∑
h p(x, h)

)
== ∂

∂θ

(
−log

∑
h
e−E(x,h)

Z

)
= − Z∑

h e
−E(x,h)

(∑
h

1
Z
∂e−E(x,h)

∂θ
−
∑
h
e−E(x,h)

Z2
∂Z
∂θ

)
=
∑
h

(
e−E(x,y)∑
h̃
e−E(x,h̃)

∂E(x,h)
∂θ

)
+ 1
Z
∂Z
∂θ

=
∑
h p(h|x)

∂E(x,h)
∂θ

− 1
Z

∑
x,h e

−E(x,h) ∂E(x,h)
∂θ

=
∑
h p(h|x)

∂E(x,h)
∂θ

−
∑
x,h p(x, h)

∂E(x,h)
∂θ

= E
[
∂E(x,h)
∂θ

∣∣∣x]− E [ ∂E(x,h)
∂θ

]
where E[.] is over the model’s distribution.

= “positive phase contribution” − “negative phase contribution”
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RBM Updating-Cont.

The positive phase tries to lower the energy of observed x while the negative phase
tries to increase the energy of all x ∼ p(x). Thus, unlike gradient that can get stuck
in local minima in RBM updating is associated with Energy function which can grow
under certain probability (see below).

 

For a RBM, p(h|x) factorizes into p(hi|x) and energy is a sum over E(x, hi) , and
θ = {θi}. Thus∑
h p(h|x)

∂E(x,h)
∂θi

=
∑
hi
p(hi|x)

∂E(x,hi)
∂θi

= p(hi = 1|x)
∂E(x,hi=1)

∂θi

+p(hi = 0|x)
∂E(x,hi=0)

∂θi

Using these results, we obtain the following log-likelihood gradients (ML estimates) for
an RBM with binary units,

− ∂log p(x)
∂wij

= Ex[p(hi|x) · xj ]− xj · sigm(wix+ ci)

M.R. Azimi Machine Learning and Adaptive Systems



Deep Learning and Networks Deep Belief Networks

RBM Updating-Cont.

− ∂log p(x)
∂ci

= Ex[p(hi|x)]− sigm(wi · x(i))

− ∂log p(x)
∂bj

= Ex[p(xj |h)]− xj

Although these equations are insightful, they cannot be directly used for parameter
updating. Alternatively, we start from the log-likelihood cost function as given before,

L(Θ,S) = −
∑
xj∈S log p(xj ; Θ)

and take derivative wrt parameter θk ∈ Θ i.e.

∂L(Θ,S)
∂θk

= −
∑
xj∈S

∂log p(xj ;Θ)
∂θk

Now, using ∂ log p(xj ;Θ)
∂θk

= − ∂F(xj ;Θ)
∂θk

+
∑
x̃ p(x̃; Θ)

∂F(x̃;Θ)
∂θk

we get

∂L(Θ,S)
∂θk

=
∑
xj∈S

∂F(xj ;Θ)
∂θk

−
∑
x̃ p(x̃; Θ)

∂F(x̃;Θ)
∂θk

= Ep̂[
∂F(x;Θ)
∂θk

]− Ep[
∂F(x;Θ)
∂θk

]

where Ep̂[.] is the average over data while Ep[.] is expectation over the model
distribution. Using the expression for free energy
F(x; Θ) = −btx−

∑
i log

∑
hi
ehi(ci+wix).

we can arrive at ∂F(x̃;Θ)
∂wij

= hixj and hence weight increment is

∆wij = µ
∂L(Θ,S)
∂wij

= µ(Ep̂[hixj ]− Ep[hixj ])
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Gibbs Sampling in RBM

In RBM it is easy to generate an estimate of Ep̂[hixj ] since given a randomly selected
training sample, x, the binary state, hj , of hidden unit, j, is set to one with probability,

p(hi = 1|x) = sigm(ci + wix)

Similarly, it easy to get an unbiased sample of the state of a visible unit, given a
hidden vector h using

p(xj = 1|h) = sigm(bj + wtjh)

Unfortunately, Ep[hixj ] is not computationally tractable so the Contrastive
Divergence approximation to the gradient is used where Ep[hixj ] is replaced by
running the Gibbs sampler initialized at the data for one full step.

Sampling in RBM is needed to obtain: (a) an estimator of the log-likelihood gradient
for learning algorithm; and (b) useful information about data distribution.

The factorization in RBM has two benefits: (1) no need to sample the positive phase
part because the free energy and its gradient are computed analytically; (2) the set of
variables in (x, h) can be sampled in two sub-steps in each step of the Gibbs chain i.e.
first sample h|x and then a new x|h. For k Gibbs steps, starting from a training
example i.e. sampled from p(x)):

x1 ∼ p̂(x) −→ h1 ∼ p(h|x1) −→ x2 ∼ p(x|h1)
h2 ∼ p(h|x2) −→ xk+1 ∼ p(x|hk)

As the model becomes better at capturing the structure in the training data, the
model distribution p(.) and the data distribution p̂(.) become statistically more similar.
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Summary of RBM Training: Binomial Units

1 Pick a training sample x, and for all hidden units i compute the probabilities
p(h1i = 1|x) = sigm(ci + wix) of the hidden units and sample a hidden
activation vector h1 with h1i ∈ {0, 1} from this probability distribution.

2 Using h1, for all observable units j, compute p(x̃j = 1|h1) = sigm(bj + wtjh1)

and sample x̃j ∈ {0, 1} from this distribution to form x̃ (i.e. a reconstruction of
the observable units).

3 Using x̃, for all hidden units i compute p(h2i = 1|x̃) = sigm(ci + wix̃).

4 Update the parameters using

Wnew = W old + µ[h1x
T − p(h2 = 1|x̃) x̃T ]

bnew = bold + µ(x− x̃)

cnew = cold + µ[h1 − p(h2 = 1|x̃)]

Note that p(h2 = 1|x̃) is a vector with elements p(h2i = 1|x̃).
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From RBM to DBN

After training first RBM on the data, the inferred states
of the hidden units can be used as data for training
another RBM layer that learns to model the significant
dependencies between the hidden units of the first
RBM. This is due to:

p(x, h1, · · ·hL) = p(x|h1)p(h1|h2) · · · p(hL−1, hL)

The stack of RBMs is equivalent to a single generative
DBN model by replacing the undirected connections of
the lower level RBMs by top-down, directed
connections.

The greedy layer-by-layer procedure achieves
approximate maximum likelihood unsupervised learning.

Adding sparsity constraint on his usually improves
results.

For classification applications, the generative
pre-training can be followed by a discriminative (e.g.,
BPNN) learning to fine-tune the parameters. This is
done by adding a final layer to produce the desired
outputs or class labels.

 

 
   

Learn as a 
single RBM 

Input x 

Hidden Layer 
h1 

Hidden Layer 
h2 

Hidden Layer 
hL 

Output 
Layer- Labels 

Hidden layers are pre-trained 
layer by layer as RBM using 
generative learning.  
Output layer generates labels via 
a supervised learning. 
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Performance of DBN-Feature Extraction

 

 

 

 

 

Learn as a 
single RBM 

A: 2-D coded representation of hand-written database MNIST by PCA 

B: 2-D coded representation of MNIST by DBNs- Hinton 

 

M.R. Azimi Machine Learning and Adaptive Systems


