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Abstract We study heterogeneous computing (HC) systems that consist of a set of
different machines that have varying capabilities. These machines are used to execute
a set of heterogeneous tasks that vary in their computational complexity. Finding the
optimal mapping of tasks to machines in an HC system has been shown to be, in
general, an NP-complete problem. Therefore, heuristics have been used to find near-
optimal mappings. The performance of allocation heuristics can be affected signifi-
cantly by factors such as task and machine heterogeneities. In this paper, we identify
different statistical measures used to quantify the heterogeneity of HC systems, and
show the correlation between the performance of the heuristics and these measures
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through simple mapping examples and synthetic data analysis. In addition, we illus-
trate how regression trees can be used to predict the most appropriate heuristic for an
HC system based on its heterogeneity.

Keywords Distributed systems · Heterogeneity · Heterogeneous systems · Mapping
heuristics · Task allocation · Regression trees

1 Introduction

We study heterogeneous computing (HC) systems that consist of a set of different
machines that have varying capabilities. These machines are used to execute a set
of heterogeneous tasks that vary in their computational complexity. Many of today’s
supercomputers are heterogeneous, e.g., the Extreme Scale Systems Center (ESSC)
at Oak Ridge National Laboratory (ORNL). Furthermore, many of the homogeneous
systems today may become heterogeneous in the future by adding new processing
units with different capabilities than the existing ones.

The Estimated Time to Compute (ETC) each task on each machine in an HC sys-
tem is arranged in an ETC matrix, where entry ETC(i, j ) is the estimated execution
time of task i on machine j when executed alone. The assumption of such ETC infor-
mation is a common practice in resource allocation research (e.g., [6, 16, 21, 26, 29,
36, 39]). An ETC matrix for a given HC system can be obtained from user supplied
information, experimental data, or task profiling and analytical benchmarking [2, 21,
29, 39].

Machine heterogeneity is the degree to which the execution time of a given task
varies for different machines (the variation along the same row of an ETC matrix).
Analogously, task heterogeneity is the degree to which the execution times of differ-
ent tasks vary for the same machine (the variation along the same column) in the ETC
matrix.

In an HC system, tasks should be mapped (allocated) to the available ma-
chines in a way that optimizes some performance objective (e.g., [6, 7, 9–11, 13,
30–33, 37]). Mapping tasks to machines in HC systems has been shown to be, in
general, an NP-complete problem [14, 19, 24]. Hence, many heuristics have been
developed for allocating tasks to machines in HC systems. The performance of allo-
cation heuristics and the HC system is affected by several factors, one of which is the
level of machine heterogeneity [9, 13]. Therefore, quantifying the heterogeneity of a
given environment will allow the selection of a heuristic that is the most appropriate.

In most previous work (e.g., [5, 9, 12, 18, 23, 28]), either the range of the execu-
tion time values or their coefficient-of-variation (COV) was used as a measure of the
heterogeneity to generate ETC matrices for simulation studies. These measures do
not completely represent the possible variation in heterogeneity. For example, many
ETC matrices with the same COV can have other statistical properties that are vastly
different and that may be highly correlated with the performance of a mapping heuris-
tic. Furthermore, these measures were intended for quantifying the heterogeneity of
existing HC systems.
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The contributions of this paper are the use of: (1) different statistical measures to
quantify task and machine heterogeneities for existing HC systems, (2) simple map-
ping examples and synthetic data analysis that demonstrate the importance of these
measures, and (3) regression trees to predict the most appropriate heuristic for a given
HC system based on its heterogeneity. The regression trees demonstrate the impor-
tance of the heterogeneity measures in significantly reducing the error in predicting
the most appropriate heuristic.

This paper is organized as follows. The procedures for each of the studied heuris-
tics are given in Sect. 2. In Sect. 3, we describe different statistical measures for
quantifying heterogeneity. Heuristic selection based on the heterogeneity measures is
discussed in Sect. 4. Synthetic data analysis to demonstrate heuristic selection based
on heterogeneity is given in Sect. 5. Section 6 discusses related work. Conclusions
are given in Sect. 7.

2 Heuristics

The task mapping problem that we study in this paper is a static one (i.e., task map-
ping decisions are made before any task is executed). Further, there are no inter-task
dependences. This mapping problem has been studied widely (e.g., [1, 24, 37, 38]).
The makespan of a task mapping is the latest finish time among all machines, where
a lower makespan is better. We study five heuristics to derive task mappings that min-
imize the makespan: Min-Min [24], Max-Min [24], Sufferage [31], MCT (minimum
completion time) [1], and KPB (k-percent best) [31]. The performance of the heuris-
tics is quantified by the makespan.

The Min-Min heuristic passes through the unmapped tasks twice. In the first pass,
for each task, it finds the machine that gives the minimum completion time. In the
second pass, it finds the task with the minimum overall completion time and maps it
to the minimum completion time machine identified in the first pass. The two passes
are repeated until all tasks are assigned. The pseudocode of the Min-Min heuristic is
given in Fig. 1. The Max-Min heuristic is similar to Min-Min except that in the second
pass instead of mapping the task that has the minimum completion time it maps the
task that has the maximum completion time (i.e., Max-Min starts by assigning the
tasks with longer execution times).

The sufferage heuristic attempts to minimize the makespan by assigning every
task to its best machine, but when multiple tasks want the same machine, it gives
preference to the task that would “suffer” the most if it were not assigned to that
machine. The sufferage value of a given task is the difference between its completion
time on the machine with the second earliest completion time and the completion time

Fig. 1 The pseudocode of the Min-Min heuristic
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Fig. 2 The pseudocode of the sufferage heuristic

on the machine with the earliest completion time. The pseudocode of the sufferage
heuristic is given in Fig. 2.

As the name implies, the MCT heuristic loops thought all of the tasks in arbitrary
order and assigns each task to the machine that gives the minimum completion time
for that task. The KPB heuristic also loops through the tasks in arbitrary order. How-
ever, for a given task, KPB considers a subset of machines for mapping that task.
The subset is formed by picking the k-percent of all the machines that have the best
(lowest) execution time for that task. Within the k-percent best machines the task is
assigned to the machine with the minimum completion time. The k value is a para-
meter that can be set by the user. For the purpose of illustration, we used a k value
of 0.75.

3 Measuring heterogeneity

3.1 Introduction

In this section, we illustrate how three statistical measures are used to quantify the
heterogeneity of an HC system represented by an ETC matrix. These statistical mea-
sures are: (a) coefficient of variation, (b) skewness, and (c) kurtosis.

The following variables will be used in the calculation of each of the statisti-
cal measures: T is the number of tasks to be mapped, M is the number of ma-
chines in the system, and μ

(t)
i is the mean ETC of task i over all machines, given

by μ
(t)
i = 1

M

∑M
j=1 ETC(i, j). The mean ETC of all tasks on machine j,μ

(m)
j , is

given by μ
(m)
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T
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3.2 Coefficient of variation

The COV has been used in [5] to generate ETC matrices with different task and
machine heterogeneities.

For a set of values with standard deviation σ and mean μ, the COV is given by

COV = σ
μ

. Let V
(t)
i for task i be the COV over all machines, given by V

(t)
i = σ

(t)
i

μ
(t)
i

.
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Let V
(m)
j for machine j be the COV over all tasks, given by V

(m)
j = σ

(m)
j

μ
(m)
j

. Task

heterogeneity as measured by the Average Task COV (ATC) is given by ATC =
[∑M

j=1 V
(m)
j ]/M . Machine heterogeneity as measured by the Average Machine COV

(AMC) is given by AMC = [∑T
i=1 V

(t)
i ]/T .

Although both ATC and AMC quantify the variation of the execution time values,
they do not indicate whether most of the values are less than or greater than the mean,
and whether the variation is caused by many values having an average deviation from
the mean, or a small number of values having a large deviation from the mean. These
are quantified by skewness and kurtosis, respectively. Sections 4 and 5 describe how
skewness and kurtosis may have an effect on the performance of heuristics. Using
these measures we may be able to select a more appropriate heuristic for an HC
system.

3.3 Skewness

The skewness of a set of values measures the degree of asymmetry of the values over
the mean [35]. Skewness corresponds to the third moment of a distribution. Positive
skewness means that most of the values are below the mean and negative skewness
means that most of the values are greater than the mean.

Let S
(t)
i for task i be the skewness over all machines, given by S

(t)
i = [ 1

M
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j=1 ×
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j )3. Task heterogeneity as mea-

sured by the Average Task Skewness (ATS) is given by ATS = [∑M
j=1 S
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j ]/M . Ma-

chine heterogeneity as measured by the Average Machine Skewness (AMS) is given
by AMS = [∑T

i=1 S
(t)
i ]/T .

3.4 Kurtosis

The kurtosis of a set of values measures the extent to which the deviation is caused
by a small number of values having extreme deviations from the mean versus a large
number of values having modestly sized deviations [35]. Kurtosis corresponds to the
fourth moment of a distribution. Higher values of kurtosis indicate that the standard
deviation is caused by fewer values having extreme deviations. The definition of kur-
tosis that we use in this paper is the excess kurtosis [35]. Excess kurtosis equals kur-
tosis minus 3. This makes the excess kurtosis of the Gaussian (normal) distribution
equal to 0.

Let K
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i for task i be the kurtosis over all machines, given by K
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1
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j . Machine heterogeneity as measured by the Average Machine Kur-
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Fig. 3 An example that illustrates a situation where the Max-Min heuristic outperforms the Min-Min
heuristic for an ETC matrix with high positive ATS. Shown in the figure are the ETC matrix, the values
of the statistical measures for the matrix, and a pictorial representation of the mappings produced by the
Max-Min and the Min-Min heuristics

4 Heuristic selection

4.1 Overview

This section illustrates how the heterogeneity measures can be used to make heuristic
selection decisions based on the heterogeneity of an HC system. Section 4.2 illus-
trates the correlation that ATS and ATK may have with the performance of Max-Min
and Min-Min heuristics by using simple mapping examples. Heuristic selection de-
cisions based on a single heterogeneity measure and based on multiple heterogeneity
measures are illustrated in Sects. 4.3 and 4.4, respectively.

4.2 Simple Mapping examples

The Min-Min and Max-Min heuristics have been studied widely (e.g., [3, 9, 10, 17,
20, 24, 25, 27, 31, 37]). Therefore, in this section, we selected these two heuristics to
illustrate how skewness and kurtosis may affect the performance of the two heuristics
using some simple task mapping examples.

Figure 3 shows a scenario in which the Max-Min heuristic outperforms the Min-
Min heuristic for high values of ATS. The ETC shown in Fig. 3 has a positive ATS
value of 0.62. A pictorial representation of the assignments made by each heuristic is
given in the figure. The makespan of the mapping produced by the Min-Min heuristic
is 44 and the makespan of the mapping produced by Max-Min is 36.

Although Min-Min performs better than Max-Min in most cases (e.g., [9, 10]),
Max-Min usually has better performance than Min-Min when there are many shorter
tasks than there are longer ones, i.e., the corresponding ETC matrix has high positive
task skewness. This is because Max-Min starts by assigning the longer tasks to their
best machine.

An example where Min-Min outperforms Max-Min for an ETC matrix with nega-
tive ATS is given in Fig. 4. The ETC in the figure has a negative ATS value of −0.23.
A pictorial representation of the mapping produced by each heuristic is given in the
figure. The makespan of the mapping produced by Min-Min is 46 and the makespan
of the mapping produced by Max-Min is 56.

To show how kurtosis of an ETC matrix may impact the performance of the two
heuristics, we compare the examples given in Figs. 5 and 6. The ETC matrices in both
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Fig. 4 An example that illustrates a situation where the Min-Min heuristic outperforms the Max-Min
heuristic for an ETC matrix with negative ATS. Shown in the figure are the ETC matrix, the values of the
statistical measures for the matrix, and a pictorial representation of the mappings produced by the Min-Min
and the Max-Min heuristics

Fig. 5 An example that illustrates the situation where the Max-Min heuristic outperforms the Min-Min
heuristic for an ETC matrix with high ATK and low ATS. Shown in the figure are the ETC matrix, the
values of the statistical measures for the matrix, and a pictorial representation of the mappings produced
by the Max-Min and the Min-Min heuristics

figures have an ATS value that is 0 or close to 0. Therefore, using the ATS will result
in the same heuristic selection decision. However, using the ATK, better decisions
can be made.

The ETC matrix in the Fig. 5 has a high ATK value of 0.92 (compared to the kurto-
sis of the normal distribution which is 0 and the uniform distribution which is −1.2).
In Fig. 5, the Max-Min heuristic outperforms Min-Min. A pictorial representation of
the mapping produced by both heuristics is given in the figure. The makespan for the
mapping produced by Max-Min is 212 and the makespan for the mapping produced
by Min-Min is 243. Although ATS for the ETC matrix in this figure is 0, the ETC
matrix still has the property that there are few tasks that have a high execution time
compared to the rest of the other tasks.

An example where Min-Min outperforms Max-Min for an ETC matrix with low
ATK is given in Fig. 6. The ETC in the figure has a low ATK value of −0.72. A rep-
resentation of the mappings produced by the two heuristics is given in the figure.
The makespan of the mapping produced by Min-Min is 197 and the makespan of the
mapping produced by Max-Min is 212.



Statistical measures for quantifying task and machine heterogeneities 41

Fig. 6 An example ETC matrix that illustrates the situation where the Min-Min heuristic outperforms
the Max-Min heuristic for an ETC matrix with low kurtosis. Shown in the figure are the ETC matrix, the
values of the statistical measures for the matrix, and a pictorial representation of the mappings produced
by the Max-Min and the Min-Min heuristics

Fig. 7 An example to illustrate heuristic selection decisions

4.3 Selection based on one measure

One way to make heuristic selections is to identify a single measure that has the
most correlation with the performance of the studied heuristics, and then identify the
ranges of values within which a heuristic performs better. This method is a simple
method and the selection decisions based on it are straightforward. However, in some
cases this method may lead to a high number of wrong decisions. Consider the ex-
ample in Fig. 7. This figure represents the performance of two heuristics A and B

relative to the values of two heterogeneity measures 1 and 2. For selections based on
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a single measure, the best measure to use is measure 1 and the best decisions can be
made if heuristic A is used when the value of measure 1 is between 0.5 and 1.0, and
heuristic B is used otherwise. The number of wrong decisions in this case will be 24.
The next section illustrates how a regression tree can be used to make better decisions
based on multiple measures, which will result in no wrong decisions if it is used to
combine both measures 1 and 2 to make heuristic selection decisions for Fig. 7.

4.4 Selection based on multiple measures

A regression tree [8] is a technique used to predict the outcome of a dependent vari-
able based on a number of input variables. Regression trees are binary. The nodes of
the tree represent yes/no questions about the input variables. If the answer to a ques-
tion is yes, then the path along the left edge is followed, otherwise, the path along the
right edge is followed. The question at each subsequent node is answered until a leaf
node is reached. The leaf node represents a prediction of the value of the dependent
variable based on the input variables. The prediction is simply the average of all the
values of the dependent variable that belong to that node.

Following the CART technique proposed in [8], a regression tree is constructed by
recursive partitioning of the data. At the beginning of the partitioning procedure, the
question that will lead to the least error (quantified by the mean square error of the
prediction) in the prediction is considered the root node of the tree. After the first par-
tition, two sub-problems are created. Each sub-problem is solved in a similar manner
as the original problem. A node is considered for partitioning if the following two
conditions are true: (1) the number of values that belong to that node is greater than
the minimum node size, and (2) there exists a split that leads to a decrease in the over-
all mean square error greater than or equal to the minimum decrease in error. Both
minimum node size and minimum decrease in error are parameters set by the user.
The minimum node size value that we have used is 500 and the minimum decrease
in errorvalue that we have used is 0.01.

The regression tree for the example in Fig. 7 is given in Fig. 8. Measure 1 is at the
root of the tree because it is the one that has the most correlation with the heuristics’
performance, i.e., choosing the first split of based on the measure 1 results in the least
error. This regression tree has 100% accuracy for the values in Fig. 7.

Fig. 8 The regression tree that corresponds for the example given in Fig. 7
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To show how the performance of other heuristics is correlated with the statistical
measures, we studied ETC matrices generated randomly and that have more tasks and
machines than the matrices presented in this section. In the next section, we describe
the result of the study.

5 Synthetic data

5.1 ETC matrix generation

Each of the ETC matrices that was used in this section was generated via the
coefficient-of-variation-based method (CVB) proposed in [5]. The CVB method uses
the COV to represent task and machine heterogeneity. To generate an ETC matrix,
the CVB method takes three parameters: (a) task COV, (b) machine COV, and (c) the
mean task execution time.

The CVB method uses the Gamma distribution [22] to generate the ETC values
of an ETC matrix. The gamma distribution has a positive skewness. Furthermore,
the COV, skewness, and kurtosis of the gamma distribution are correlated. There-
fore, to show the effect of different combinations of COV, skewness, and kurtosis we
have used the following seven distributions to generate the ETC values: (1) uniform,
(2) gamma, (3) exponential, (4) Chi-square, (5) Cauchy, (6) normal, and (7) modified
gamma distribution (described later in this section). Each of the distributions has dif-
ferent correlations between the COV, skewness, and kurtosis. The parameters of each
of the distributions can be calculated based on the mean and COV values. The mean
and COV values used to generate the ETC matrices are different for different simu-
lations. The Cauchy distribution does not have a mean value. Therefore, the median
was used as an estimate of the mean value. Any generated random value that is less
than or equal to 0 is discarded.

The modified gamma distribution is obtained from the gamma distribution by trun-
cating it at an upper limit value, normalizing it, and then inverting it. The trunca-
tion and normalization are done by discarding any generated values that have values
higher than the upper limit. The inversion is done by subtracting the generated val-
ues from the upper limit value. Therefore, the modified gamma distribution will have
negative skewness. The upper limit value equals the mean of the gamma distribution
multiplied by an upper limit multiple u that is greater than 1. For our studies, we used
u = 2. The procedure for generating the modified gamma distribution is depicted in
Fig. 9. Each ETC matrix used in the simulations has 128 tasks and eight machines.

After each ETC matrix was generated using a specific mean, task COV, and ma-
chine COV, we calculated the statistical measures of the generated ETC matrix to
obtain their actual values. The actual average machine and average task COV values
of the generated ETC may differ from those used to generate the ETC matrix due to
a finite number of values being generated. The maximum value of the COV was se-
lected to be 1.5, based on preliminary experiments that showed no significant changes
in performance among the heuristics studied for ETCs with larger COVs.
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Fig. 9 The procedure for generating the modified gamma distribution: (a) the gamma distribution, (b) the
truncation of the gamma distribution at the upper limit value based on u = 2 (i.e. the upper limit value will
be twice the mean), (c) the normalization of the truncated distribution, and (d) the final modified gamma
distribution (inverted)

Fig. 10 Scatterplot of the relative makespan of Min-Min to Max-Min for 1445 ETC matrices generated
using both the gamma distribution and the modified gamma distribution. The CVB machine COV in this
figure is fixed at 0.1 and the CVB task COV is increased from 0.01 to 1.5 for both distributions

5.2 Data analysis: scatterplots

The scatterplots shown in this section represent a way to make heuristic selection de-
cisions based on one measure. Figure 10 shows the correlation between the relative
makespan of Min-Min to Max-Min and the ATS. Because of the correlation between
the COV and the skewness of the gamma distribution, we do not know if ATS affects
the relative makespan, or if the effect of ATS is a result of it being correlated with
ATC and only ATC having the effect on the relative makespan. Therefore, in Fig. 10,
we used both the modified gamma distribution and the gamma distribution to gen-
erate the ETC matrices. These two distributions have different correlations between
their skewness and COV. Some of the ETC matrices (generated using the modified
gamma distribution) have negative ATS values and have high ATC values; for those
ETC matrices, Min-Min performs better than Max-Min. However, the ETC matri-
ces (generated using the gamma distribution) that have high positive ATS values also
have high ATC values; for those ETC matrices, Max-Min performs better. Therefore,
we can see that there is a correlation between the ATS and the relative makespan of
Min-Min to Max-Min.

For both distributions, the mean value was fixed at 20, the machine COV was fixed
at 0.1, and the task COV was increased from 0.01 to 1.5. After the ETC matrices were
generated, the actual ATS value was calculated for each ETC matrix. As shown in the
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Fig. 11 Scatterplot of the
relativemakespan of Min-Min to
Max-Min for 925 ETC matrices
generated using the gamma
distribution. The task COV is
fixed at 0.7, and the machine
COV is increased from 0.01
to 1.5

figure, Max-Min outperforms Min-Min for ATS values greater than 1.4. However, for
ATS values less than 0.5, Min-Min always outperforms Max-Min. We do not see a
decrease in the relative makespan of Min-Min for negative ATS ETC matrices. This is
because ETC matrices with negative ATS have very few tasks that have low execution
times and the majority of the tasks have execution time values close to the mean task
execution time. Therefore, making better choices of assigning the few low execution
time tasks will not lead to a large performance gain.

The effect of AMC on the relative makespan of Min-Min to Max-Min is shown in
Fig. 11. The gamma distribution was used to generate the ETC matrices in the figure.
The mean ETC value was fixed at 20, the task COV was fixed at 0.7, and the machine
COV was increased from 0.01 to 1.5. Min-Min almost always outperforms Max-
Min for AMC values greater than 0.5. The reason Min-Min’s performance relative
to Max-Min’s performance becomes better as the AMC value increases is because
as the AMC increases the average difference between the best performing machine
and the worst one becomes larger. Therefore, a task that has a lower execution time
for a specific machine will have a higher ratio between the execution time on the best
machine and the execution time on other machines. Assigning those tasks first (which
Min-Min does) will result in a lower makespan.

The scatterplots in this section represent a simple way to compare the relative
makespan and make heuristic selection decisions based on only one measure. In
the next section, we show how regression trees can be used to compare the relative
makespan of heuristics based on all of the six heterogeneity measures.

5.3 Data analysis: regression trees

In our study, we have used regression trees to predict whether a heuristic is better than
another for a specific ETC matrix based on the values of the heterogeneity measures
for that matrix. We have generated 100,000 ETC matrices randomly from the seven
distributions described in Sect. 5.1. The mean ETC value used to generate the matri-
ces is 500. The machine COV and the task COV values used to generate each matrix
were sampled from a uniform distribution between the values of 0 and 1.5. For each
matrix, the makespan of each of the five studied heuristics is calculated.

For any two heuristics A and B , let b be a variable that may have a value of
either 0 or 1, such that if the makespan of B is less than A, then b = 0; otherwise,
b = 1. Each regression tree in this section attempts to predict the value of b for two
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Fig. 12 The regression tree for Max-Min vs. sufferage. The percentages below some of the leaf nodes
represent the average decrease in the makespan achieved by using Max-Min rather than sufferage for each
ETC matrix that belongs to that node. Each of the values in the nodes is rounded to two decimal places
except when that results in a 0 value

heuristics based on the heterogeneity values of the corresponding ETC matrices. The
values at the leaf nodes of each tree represent the average of b for the ETC matrices
that belong to that node. The closer the values are to 0 or 1 the better the prediction.
For a given leaf node, if the predicted value of b is greater than 0.5, then we will
consider using heuristic A for all ETC matrices that belong to that node; otherwise,
we will use heuristic B.

Figure 12 shows the regression tree that attempts to predict the value of b when
heuristic A is Max-Min and heuristic B is sufferage. The value in each of the leaf
nodes represents the ratio of the number of times that Max-Min was better or equal
to sufferage for all ETC matrices that belong to that node. Therefore, the number
of wrong predictions of the tree can be calculated as follows. First, for each of the
leaf nodes that have a value less than 0.5, multiply the node value by the number of
ETC matrices that belong to that node, then sum across these leaf nodes. This value
represents the number of times that we have chosen sufferage when Max-Min had
better or equal performance. Second, for each of the leaf nodes that have a value
greater than 0.5, multiply (1 − node value) by the number of ETC matrices that
belong to that node, and then sum across these leaf nodes. This value represents
the number of times that we have chosen Max-Min when we should have chosen
sufferage. The total number of wrong predictions is the sum of the values obtained
by the previous two steps. For the regression tree in Fig. 12, the total number of wrong
predictions is 1064.

Among all of the 100,000 ETC matrices, sufferage is better than Max-Min for
95,252 of them. Therefore, without any knowledge about the values of the hetero-
geneity measures, a reasonable prediction would be to always use sufferage which
will lead to 4748 wrong predictions. However, if we use the tree in Fig. 12, the num-
ber of wrong predictions can be reduced by 78%. In addition, for each of the leaf
nodes 1, 2, and 3, choosing Max-Min rather than sufferage decreased the makespan.
Node 3 has the highest average decrease in makespan for each ETC matrix that be-
longs to that node; the average decrease is 10.3%. Nodes 1 and 2 have less average
decrease in the makespan. Note that the skewness measures did not have significant
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Fig. 13 The regression tree for Max-Min vs. sufferage when only the COV measures are used

Fig. 14 The regression tree for Max-Min vs. MCT

effect on the decision of which of the two heuristics to use. Therefore, they were not
used to partition any node.

Figure 13 shows the regression tree for the same b used in Fig. 12. However, in that
tree, only the COV measures were used to make predictions. The number of wrong
predictions in that tree is 2255. Therefore, using the kurtosis measures in Fig. 12
reduced the number of wrong predictions by 53%.

We have also built a regression tree for predicting the value of b when heuristic A

is Max-Min and heuristic B is MCT. This tree is given in Fig. 14. For this tree, only
three of the measures where used to make decisions, namely, AMC, ATC, and ATK.
The regression tree when heuristic A is Max-Min and heuristic B is KPB is identical
to the one in Fig. 14. This is due to the similarity between the procedures of both
heuristics.

It is important to note that the results shown in this section apply for the distribu-
tions used to generate the ETC matrices. Other HC systems that have ETC matrices
that belong to different underlying distributions may have different regression trees.
For such systems, the average percentage decrease in the makespan when using a
regression tree compared to using a heuristic H all the time can be computed as fol-
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lows. First, multiply the average percentage decrease in makespan at each leaf node
where H is not chosen by the number of ETC matrices that belong to that node. Then,
take the average across all leaf nodes where H is not chosen. Finally, divide the result
by the total number of ETC matrices used to construct the tree.

6 Related work

ETC matrices were previously used with different degrees of heterogeneity (e.g., [2,
6, 9, 10, 31, 37]). Most of these ETC matrices were generated by the range-based
method described in [9] and the CVB method described in [5]. Therefore, depending
on which method was used, heterogeneity was assumed to be either the range of the
execution time values, or the COV. In [4], singular value decomposition of the ETC
matrix was used to quantify task and machine affinity, and the average ratio of the
sums of the columns of the ETC matrices was used to quantity machine performance
homogeneity. This paper differs from [4] in that here we consider the COV, skewness,
and kurtosis as heterogeneity measures, and show their impact on the performance of
allocation heuristics.

Regression trees have been used widely in machine learning, decision making,
pattern recognition, and data mining. For example, in [15], a number of machine
learning techniques including regression trees have been used to predict the perfor-
mance of total order broadcast algorithms in systems running heterogeneous work-
loads. A number of workload and system characteristics were used as input variables
for predicting the performance in terms of message delivery latency and throughput.
Another example of using regression trees is given in [34]. In that work, the authors
propose the use of regression trees to predict the performance of transactional mem-
ory workloads based on different hardware transactional memory design dimensions
and multicore microarchitecture configuration.

7 Conclusions

In this paper, we proposed a number of statistical measures to quantify the hetero-
geneity of HC systems. A method to calculate each of the measures for an existing
ETC matrix was described. The impact that the heterogeneity measures may have
on the performance of five different heuristics was demonstrated through simple ex-
amples. In addition, ETC matrices generated randomly via seven different distribu-
tions have been used to show how using regression trees to analyze the information
provided by the heterogeneity measures allows us to make better heuristic selection
decisions.
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